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On behalf of the Editorial Board 
Yianni Attikiouzel 

• 

Australian Journal of Intelligent Information Processing Systems Spring1995 



Olfactory lmaging: An Electronic Nose Using Tiered 
Artificial Neural Networks And Quartz Piezoelectric 

Gas Sensors1. 

Bruce W. Saunders, David V. Thiel, and Alan Mackay-Sim. 
Division of Science and Technology, 

Griffith University, 
Nathan, QW 4111, Australia. 

email: {b.saunders: d.thiel}@me.gu.edu.au 
a.mackay-sim@ sct.gu.edu. au 

Abstract: Our group is interested in the potential use of gas sensors for detection of key odorants in 
industry and as alternative sensory mechanisms for guidance control in robots. It has recently been shown 
that chemically modified, resonating quanz piezoelectric (QPZ) crystals exposed to different odorants, 
generate characteristic response patterns (termed "kinetic signatures"). To demonstrate their utility in an 
electronic olfactory system, artificial neural networks (ANNs) were trained using the back propagation 
method, to associate the kinetic signature responses of6 differently treated sensors to 18 trialed odorants. 
Arranging each of the separate networks corresponding to each sensor in a layer-like fashion (hereafter 
referred to as tiers to avoid confusion with network layers), the weight states of the output processing 
elements (PEs) of the amalgamated ANN combine to produce weighted, two dimensional 'olfactory 
response maps' that uniquely identifY each of the odorants. Using simple image processing techniques, we 
discuss how these response maps can give an automated system a degree of feedback as to its physical state, 
allowing it to detect and potentially rectify problems encountered during normal operation. 

Keywords: artificial neural network, back propagation, gas sensor, quartz piezoelectric-
crystal, odorants, olfaction. 

1. Introduction. 

Odorants form a large collection of small 
organic molecules that are capable of interacting 
with specific receptor proteins in the mammalian 
nose [1]. Natural smells (e.g. perfumes and 
flavours) are extremely complex and can consist of 
hundreds of different odorant molecules. With the 
best human noses capable of distinguishing only a 
handful of pure odorants within any given smell, 
there exists great potential for electronic noses in 
industry where sensory analysis of products is 
currently performed by humans. 

Considering that just about every object 
exudes from its surface airborne molecules that are 
in most cases indicative of its internal state, then it 
becomes evident that the potential scope for 
electronic noses is enormous. In the food and 
beverage industry for example, an electronic nose 
could be used to determine the freshness of a 
product by detecting characteristic odorant 

molecules emitted by spoiled produce. Similarly 
electronic noses can be used to analyse numerous 
gels, foams and lubricants giving wide application 
in a number of manufacturing industries. Other 
possibilities include pollution monitoring, the 
detection of toxic and odorless gases in the 
workplace, petroleum products, plastics, narcotics, 
explosives, biomatter - the diversity of application 
is enormous. 

Despite their promise, electronic noses 
have not found widespread acceptance for a number 
of reasons; one of the most pervasive is the volatile 
nature of the medium in which the odorant sensor 
must operate. As this can contain many thousands 
of different gaseous molecules, there exists ample 
potential for damage of the chemically sensitive 
sensor by adverse reactions with volatiles in its 
immediate environment. Consequently the response 
of the sensor can become highly variable and as 
such, unpredictable. 

Recently a new form of analysis has been 
introduced that effectively minimises variability in 

1 Presented to the Australian and New Zealand Conference on Intelligent Information Systems, Brisbane, 
Australia, 1994 [15]. 
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the response of QPZ sensors [16]. Complementing 
this with a novel artificial neural network (ANN) 
configuration that enables higher order processing 
using response maps generated from the ANN, a 
new variant of electronic nose is introduced. 

2. Odorant recognition using 
quartz piezoelectric crystals. 

Chemically modified QPZ crystals have 
been used for many years for the detection of gases 
and odorants (for current reviews, see [11,19]; as 
biosensors, see [18]). At the turn of the century it 
was known by manufacturers of radio, that the 
resonant frequency of an oscillating crystal could be 
decreased by sputtering small quantities of mass 
onto its surface. It was not however until Sauerbrey 
[17] derived a mathematical expression; showing 
that the loss in frequency of a resonating AT -cut 
crystal operating in the shear mode (the type 
commonly found in digital circuits), was inversely 
proportional to the mass loading on its surface, that 
the potential use of these devices as very sensitive 
microbalances was realised (for a modem treatment 
on the crystal dynamics of chemically loaded QPZ 
sensors, see [8]). 

Coating the crystal with a chemical 
substrate that is known to react reversi,bly with a 
target gas, the chemically modified QPZ crystal can 
be used as a gas sensor for that particular gas. The 
basic operation of the QPZ chemosensor is 
illustrated in figure 1 using a simple 'lock' and 
'key' analogy: A substrate is covalently bonded to 
the crystal surface whose resultant surface 
molecular topography presents a series of shaped 
'locks', into which only specific molecular 
orientations of target odorants will 'fit' (1). 

.-... rt ~ Odo~ molecules {') 

v-- Q \ <1" 

Early users of QPZ sensors used this 
analogy to target specific gaseous molecules, using 
the measured loss in resonant frequency of the 
oscillating QPZ crystal to obtain measurements as 
to the quantity of target molecules sorbed onto the 
crystals coating. However because of the huge 
diversity of chemicals and chemical orientations 
likely to be found in any given gaseous 
environment, it is likely that some molecules may 
'fit' a part of the lock (II), or have as part of their 
chemical constituency parts therein that match the 
lock (Ill). 

To accommodate the lack of specificity 
encountered in the operation of these devices, 
modern operators use arrays of differently coated 
crystals, and codify the odorant-induced peak 
frequency response of each sensor into a vector that 
uniquely identifies each odorant. Correct association 
of sensor responses with odorants is then performed 
using either statistical techniques [2,3], or more 
recently ANNs [5,7,12,13]. 

For sensors to work effectively over 
extended periods of time however, the selected 
coatings must react reversibly with the odorants of 
interest (i.e. after exposure the crystal must return 
to its baseline frequency as the odorant molecules 
desorb). A substrate that will react selectively with 
only one chemical out of all those present in an 
ambient environment has yet to be satisfactorily 
demonstrated [11], and inevitable sensor degradation 
due to modification of the sensors surface (IV) 
and/or non-reversible reactions with odorant 
molecules (V) means that the reproducibilty of 
these sensors deteriorates. A number of other 
factors further detracting from sensor repeatabiltiy 
are: anomalies in sensor coating procedures, 
moisture adsorption, substrate displacement, and 

Dry air "flush". 
)lr 

Q 

J'g 
Empty _Receptor {").~ g ·· ~ 

S1te w 
(I) (11) (Ill) Substrate covalently 

bonded to crystal surface. 

~ (V) 

~ 
Crystal. 

(a) (b) 

Figure 1. Simplified 'lock' and 'key' analogy of processes occurring during adsorption (a) and 
desorption (b) of odorant molecules at the sensor surface. During odorant stimulus (a), target odorant 
molecules ideally attach to their respective receptor molecules (1), although other molecules may also atta~h 
(II, III). Following the removal of the odorant stimulus, odorant molecules desorb from the se~1sor (b)_. m 
some cases the original surface may be altered either by molecular change at the surface (IV) or trrevers1ble 
reactions with odorants (V). 
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physical differences in the fabrication of individual 
(;rystals [10). 

Variability in sensor response is clearly a 
problem if the peak frequency response of the 
sensor is to be the only means of analysis, sensors 
may deteriorate at different rates, and the ability of 
any pattern recognition scheme to accommodate 
such change will be limited. 

3. Kinetic signatures: A new 
method of analysis. 

Recently a means of representing sensor-
odorant interactions that accommodates variability 
both between identically treated sensors, and 
sensors of varying efficiency to consecutive 
exposure of the same odorant has been demonstrated 
[16]. This form of analysis is made possible by 
delivering the odorants to the sensor in a flow 
system that controls odorant concentration, flow 
rate and exposure time [10]. A sample response 
obtained from an OV -17 coated sensor to 25 
consecutive exposures of ethyl acetate odorant is 
illustrated in figure 2. On exposure to the odorant, 
the crystal frequency decreases as the odorant 
molecules affix to the sensor coating. The 
amplitude of response and 'shape' of the ensuing 
response curve, being determined by the particular 
interfacial kinetics of the odorant coating pair. 

Once the odorant stimulus is removed 
from the sensor, the frequency increases back 
towards the baseline frequency as odorants 
molecules desorb from the sensor. Note that the 
original baseline frequency is not attained for 
modification of the original surface occurs to 
various degrees in most reactions observed and only 
a few odorant-coating combinations react reversibly 
(in ambient conditions this is practically 
impossible [11]). The immediate consequence is to 
effect the responsivity of the sensor to subsequent 
applications of the odorant. 

,.. 
g 9.9806 .. 
" <r 
!!! 9.9804 u.. 

The current metric used in QPZ sensor 
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applications is the peak frequency in response of 
the sensor (.Afmax). Because of the demonstrated 
variabilty in responsivity of these devices [10], it is 
not a measure ideally suited to systems that require 
a long sensor life, and a more durable means of 
representing the interaction of sensor and odorant is 
required. By normalising the response curve f(t) of 
the sensor to its new baseline frequency fb 
following exposure, such that: 

S(t) = f(t)- fb 
Mmax 

(1) 

the kinetic signature, S(t) for each odorant-sensor 
pair is obtained. These kinetic signatures remain 
remarkably consistent for all observed reactions 
where there is pronounced sensor response, despite 
variation in the responsivhy of the sensors to 
repeated odorant exposure[16] . The corresponding 
kinetic signatures of the 25 exposures illustrated in 
figure 2a, are displayed in figure 2b, demonstrating 
an extremely high degree of repeatability with the 
exception of the first response. (The initial 
response of some observed reactions was found to 
be different from subsequent responses. The reason 
for this is uncertain, but we believe the coating 
material may react initially with the odorant 
molecules, in such a way that the original coating. 
is altered and a new, 'conditioned' surface remains. 
Variability in the initial response may also be due 
to reactions with surface contaminants (principally 
water molecules) that have affixed themselves to 
the surface of the sensor during transit to the gas 
flow chamber). 

To test the suitability of this new form of 
analysis for an electronic nose, experiments were 
performed on 18 different odorants (listed in table 
I}, using the kinetic signature responses of three 
consecutive exposures obtained from 6 differently 
coated sensors (the chemical coatings used were 
pyridoxine hydrochloride, antarox C0-880, 
pyridoxine hydrochloride + antarox C0-880, 

1.0 
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0.2 

0 .0 
0 50 100 

Time (s). 

(b) 

150 

Figure 2. (a) The frequency response of an OV-17 coated sensor to 25 separate exposures of an 
ethyl acetate odorant. For clarity only every third exposure is shown. (b) The corresponding kinetic 
signatures, S(t) of the full 25 exposures. 
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Figure 3. Sample kinetic signatures and corresponding peak frequency response of various 
odorant-sensor combinations: (a) Dicyclohexylamine, (b) piperidine and (c) n-methyl piperidine odorants on 
pyridoxine hydrochloride+ antarox C0-880 coated sensor. (d) Napthalene odor on ascorbic acid coated 
sensor. 

ascorbic acid and OV-17, this latter coating being 
used previously as the basis of a camphor-guided 
robot [6]). The sixth sensor was an uncoated (clean) 
crystal. 

Experiments were carried out in a gas flow 
chamber [10]. Briefly this creates a constant flow 
(200ml min-1

) across the sensor of dry deodorised 
air. During odorant stimulus the odorant stream is 
introduced perpendicular to the sensor surface, also 
at 200 ml min-1 to minimise the effect of pressure 
fluctuations when switching between the two 
sources of flow. The change in resonant frequency 
of the sensor is monitored and the kinetic 
signatures of the six sensors is presented to the 
ANN for analysis. 

Sample kinetic signatures from the range 
of responses obtained, and their corresponding peak 
frequency responses are shown in figure 3. The 
comparative merits of the two forms of analysis 
(kinetic signature vs peak frequency response), are 
further demonstrated; the kinetic signature 
responses show a high degree of repeatability. 
Contrast this with the peak frequency responses of 
the same sensors (inset), and it becomes obvious 
that there is a high degree of variability in 
succeeding exposures; the measured difference in the 
peak frequency of the third exposure in (b) and (d) 
being 60% and 52% respectively of the original 
response. Clearly kinetic signature analysis offer a 

more consistent means of representing the odor-
sensor interaction. 

4. An electronic nose for 
detecting odorants. 

The recognition of odorants using kinetic 
signature analysis requires a system to correctly 
classify odorants with the corresponding kinetic 
signatures generated from multiple sensors. The 
ANN that was constructed to perform this mapping 
is illustrated in figure 4. 

Processing of kinetic signatures is 
performed by tiered, three layer back propagation 
ANNs, with each tier representing the dynamic 
response of each of the sensors (i=l,2, ... ,6) that 
comprise the electronic nose. Input to the system 
during learning and recall is via a matrix X;\i,r) for 
each presentation k, of an odorant 0=1,2, ... ,18) to 
the 'nose'. Here the X matrix is defined as the 
response of all the sensors i, to consecutive k 
exposures of the jth odorant. The matrix is 
comprised of a series of rows (one for each sensor), 
whose elements r, are derived from a vector Tij(r) 
that characterise the response of each sensor i to an 
odorant j. Output of the ANN is a weighted, two 
dimensional output matrix ok(i,j), constructed 
from the output processing elements (PEs) of the 
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Figure 4. Schematic representation of the electronic nose, illustrating the functional units of the 
system: Using simple post processing on the response map the system can detect when either i) sensors 
have been damaged, or ii) an unknown odorant has been encountered. Possible solutions to these problems 
are to either modify the weight matrix of the ANN to accomodate new sensor responses (impractical using 
current configuration), or alternatively replace the damaged sensor(s). 

ANN to give the olfactory response map (see figure 
5). 

The vector Tij(r)=(r1,r2, ... , r66) incorporates 
a measure from three of the most important 
variables observed: i) Nine variables containing a 
representation of the peak frequency response of the 
sensor-odorant interaction, encoded in a field 
delimited by specific frequencies: [(Hz): 10,000: 
1,000: 700: 300: 100: 50: 20: 10: 1]. For example 
a peak frequency shift of 374.2Hz would be encoded 
as [0,0,0,1,0,1,1,0.4,0.2]. Representation of values 
within the peak frequency field is based on 
experimental observation, and are selected to give 
maximum impetus within the network to lower 
frequency responses, as it is within these regions 
that instrument noise can impair the resolution of 
the kinetic signature. ii) A compressed version (to 
speed learning) of the kinetic signature S(t)=(t1, t5, 
tg, ... t197). iii) Lastly, seven variables are appended 
to the vector to convey information about the 
sensors history of response to the odorant. They are 
encoded in a field delimited by the values [1, 2, 3, 
5, 10, 30, 100], so a sensor that had registered a 
history of 4 successive exposures to the odorant 
would be represented by [1,0,1,0,0,0,0]. This 
format is weighted towards the lowest number of 
exposures as we have found that the most 
pronounced changes in kinetic signatures occur in 
the initial reactions between odorant and sensor. 

Australian Journal of Intelligent Info17111ltion Proassing Systems 

Training of the ANN is by repeated 
presentations (n=2000) of the learning matrix 
Xik(i,r) to the ANN. Learning is enacted using the 
back propagation learning algorithm [14] 
concurrently over each separate tier of the ANN. 
Separate learning rate parameters a.=0.30 and 
~=0.15 are used to control the rates of weight 
change during learning in the hidden and output 
PEs respectively. Construction of each tier of the 
ANN was a standard three-layer back propagation 
ANN: The activation function for each PE was the 
logistic sigmoid (f(x)=ll(1+e-X)), and dimensions 
of the amalgamated ANN were 6 tiers x (66 input 
layer PEs+ 30 hidden layer PEs+ 18 output layer 
PEs (one for each odor class))= 684 PEs. 

To evaluate how well the trained ANN 
discriminates between the odorants these patterns 
were again presented to the ANN. The response is 
illustrated in table I. The first figure is the accuracy 
of response ~. of the ANN for the incident odorant 
j. This is defined to be the mean response elicited 
for each of the sensors (i=1,2, ... ,s) top independent 
presentations of the odorant j, to the ANN. 

""p ""s ok c. ') 
A.- """"'k-l""""'i-1 l,J J- (2) 

ps 
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Odorant 
1 - Diethylamine 
2 - Triethy1amine 
3- Isopropylamine 
4 - Diisopropylamine 
5 - Diisopropylethylamine 
6 - Dicyclobexylamine 
7 - Piperidine 
8- n-methyl Piperidine 
9 - Citronellol 
10- Camphor 
11 - Napthalene 
12 -Methyl Acetate 
13 -Ethyl Acetate 
14- Propyl Acetate 
15- Amyl Acetate 
16- Hexyl Acetate 
17 - Heptyl Acetate 
18- Octyl Acetate 

Accuracy of Response 
(94.75%) 
(92.54%) 
(87.21%) 
(75.27%) 
(95.32%) 
(90.23%) 
(95.50%) 
(96.17%) 
(95.08%) 
(94.88%) 
(94.75%) 
(86.21%) 
(89.60%) 
(94.27%) 
(94.92%) 
(94.48%) 
(85.31%) 
(88.96%) 

Table I. Accuracy of response of the trained ANN. 

The figure in italics represents the next 
highest response from any of the other odorant 
identifying output PEs (i.e. it indicates the level of 
confusion). These responses are all generally less 
than 5%, demonstrating that the ANN shows 
excellent ability in discriminating between 
chemically similar odorants. A few of the odorants 
do show notable confusion; these are 
di/isopropylamine and octyl/heptyl acetate. This 
similarity in response is most probably due to 
contamination by their pairs (i.e. in 
diisopropylamine vapour there will be a small 
concentration of isopropylamine molecules present 
and vice-versa). 

The illumination of these chemical 
associations as illustrated in table I, give chemical 
credence to the use of kinetic signatures for 

Contusing Odorant 
Octyl Acetate 
Diisopropylamine 
Diisopropylamine 
Isopropylamine 
Camphor 
Hexyl Acetate 
Triethylamine 
Diisopropylamine 
Isopropylamine 
Diisopropylethylamine 
Camphor 
Triethylamine 
Propyl Acetate 
Ethyl Acetate 
Hexyl Acetate 
Methyl Acetate 
Octyl Acetate 
Heptyl Acetate 

Response 
(1.46%) 
(2.43%) 
(7.15%) 
(7.25%) 
(1.80%) 
(1.08%) 
(1.07%) 
(1.55%) 
(1.23%) 
(2.11%) 
(1.93%) 
(4.80%) 
(2.20%) 
(1.28%) 
(1.55%) 
(1.22%) 
(7.54%) 
(6.13%) 

characterisation of odorants using QPZ sensors. 
The figures also suggest that there may be potential 
use for this type of analysis as a quick method of 
determining the analytical purity of chemical 
solutions using vapour analysis. 

5. System feedback using 
the olfactory response map. 

The environment in which a chemically 
based sensor is to operate will in most cases be 
hostile, as there is no way of determining bow 
individual sensors will react to the thousands of 
different gaseous molecules they might encounter. 
A durable electronic nose must therefore be capable 
of detecting and adapting to changes in sensor 
responses immediately after they occur. In this 

Network 

Network 

Odo .... t C!aue• m. Odorant Oasses Gl· 
00 00 

Figure S. Olfactory response maps, generated for the first (a) and third (b) exposure of the 
odorant isopropylamine to the electronic nose. Note in the third exposure, an errant response is recorded for 
one of the sensors (i=1). This is most probably due to a marked chemical change on the sensors surface in 
the proceeding two exposures, causing its response to the odorant to change dramatically. 
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section, we discuss how the ANN as depicted in 
figure 4 can be used by an automated system tc. 
adapt its physical and/or interpretive state to 
maintain the integrity of the electronic nose in 
response to modification of sensors by non-specific 
gaseous molecules. 

Classification of odorants could have been 
performed with similar clarity by connecting the 
outputs of the hidden layer PEs to a single tier of 
output PEs, with each PE (1,2, ... ,j) representing 
the ANNs identifying response to each of the 
odorants j. The matrix response was chosen, 
because it presents a visible means of monitoring 
individual sensor response, and also avails itself to 
higher order processing (e.g smoothing, filtering, 
... )that may be further used to enhance the quality 
of odorant identification. 

The olfactory response map Ok(i,j) for the 
odorant isopropylamine is shown in figure 5, for 
the first (k=1) and third (k=3) presentations of the 
odorant to the 'nose'. Note the incorrect response of 
sensor 1 in figure 5(b) to the odorant, which 
registers notable confusion with another of the 
odorant classes, as is indicated by a sharp peak to 
the right. The cause is most probably due to 
marked chemical changes occurring at the surface of 
the sensor during previous exposure, and the ANN 
fails to resolve this new response with the correct 
odorant class. Note, however that by simple 
summation of the response O(i,j) for each sensor i, 
the correct odorant is identified. 

It was mentioned earlier that variability in 
sensor response to repeated odorant exposure is a 
prevalent problem in gas sensing due to the 
unknown volatility of the sensor coating and 
odorant interaction. While kinetic signatures offer a 
far more repeatable means of representing odorant-
sensor interaction; the response of the sensor can 
still be altered dramatically by highly reactive 
gases, or the cumulative effect of adsorption over 
time. In the absence of a suitable remedial 
mechanism, the response of the ANN will 
eventually become degraded and its ability to 
discriminate between odors compromised. 

This problem is similar to that 
encountered by the mammalian nose. In gas 
sensors, the odorant-receptive medium is the 
chemical applied to the surface of the sensor. The 
mammalian equivalent is protein receptors found on 
cilia projecting from dendrites of olfactory sensory 
neurons. These dendrites project to the periphery of 
the nasal cavity protected only by a thin layer of 
mucus, and their proximity to the external 
environment makes them highly susceptible to 
infection by airborne viruses and chemical trauma. 
To maintain the integrity of the olfactory system, 
olfactory sensory neurons must therefore be capable 
of regeneration throughout much of the lifespan of 
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an individual [9]. The incorporation of an 
equivalent capability into an electronic system is 
eminently desirable, as it would effectively nullify 
the destructive effect airborne volatiles can have on 
the response of the sensors. 

The ability to recognise sensor damage is 
therefore one of the principle benefits of organising 
the response of the ANN into these olfactory 
response maps. An automated system could test for 
sensor damage, using a simple filter that identifies 
a particular sensor which is not responding to a 
odorant, as signified by the responses of the sensors 
around it (e.g. figure 5(b)). 

Following detection of a damaged sensor 
there are two possible courses of action for an 
automated system i) The sensor is replaced 
automatically and the nose registers where and 
when the errant event occurred. ii) Alternatively a 
more practical method would be to alter the weight 
matrix of the ANN to accommodate the 'new' 
response of the sensor to the odorant. This is of 
course not feasible in the current configuration 
given the inflexibility of the back propagation 
learning algorithm, and a more plastic ANN 
classifier such as ART2 [4], might be more 
appropriate in this instance. 

Regardless of the technique employed, the 
intrinsic value of this form of feedback is to offer 
an automated system an additional level of 
computation, allowing it to modify its internal 
state in response to changes caused by external 
factors. 

6. Discussion. 
We have demonstrated the preliminary 

framework of an improved electronic nose that 
incorporates i) in kinetic signatures; a reproducible 
means of representing odorant-sensor interactions 
and ii) a novel ANN configuration that offers a 
remedial mechanism well suited for operation in 
volatile environments. These features lay the 
groundwork for the development of more dynamic 
electronic olfactory systems, capable of operating 
autonomously in diverse odorous environments. 

The instrument [10] on which trials were 
carried out was initially designed to monitor the 
dynamic response of QPZ sensors under differing 
experimental conditions. The peripheral equipment 
designed to facilitate this analysis make it too 
bulky for field use, and a portable version that will 
speed up sensor response times is currently under 
construction. 

As physical replacement of damaged 
sensors is a awkward feature to implement in a 
robotic system, the practice of retraining the 
internal ANN to accommodate sensor damage is the 
preferred option. To better facilitate this feature an 
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ANN is currently being developed. It will be highly 
plastic, have an 'early-out' option when processing 
kinetic signatures so as to speed up recognition 
times and be capable of handling unknown odorants 
( odorants that are not part of the training set). 

The enormous potential offered by 
electronic olfactory systems has not yet been met 
by current technologies. In part this is due to the 
practice of applying rigid mathematical structures 
for the analysis of what is, not unlike the 
mammalian nose a very dynamic system. An 
appreciation of the volatile nature of the medium in 
which an electronic nose must operate, and 
correspondingly more dynamic forms of analysis 
such as those demonstrated, will inevitably lead to 
the development of more sophisticated electronic 
noses in the future. 
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Abstract 

Nonlinear and linear techniques for the enhancement of short wave radio time and morse code signals 
corrupted by typical channel effects such as fading, random noise and impulse noise are investigated. 
Comparative results are given for solutions based on the Modified Probabilistic Neural Network, General 
Regression, Backpropagation neural networks and first second and third order Volterra Filters which 
demonstrate the advantages of the neural network approach to this type of problem. 

On the Australian amplitude modulated (AM) 
short wave radio service there is a station which 
transmits an accurate time signal twenty four hours 
a day. The station call letters are VNG and it is 
broadcast on frequencies 16.000 NIHz, 12.984 
MHz and 8.638 MHz at power outputs of 5 KW, 3 
KW and 10 KW respectively from an eastern states 
location [1]. The signal is a short tone burst every 
second with a longer one to signify the beginning . 
of a minute. Other countries broadcast similar 
signals at various times usually on short wave 
frequencies very close to 5.000, 10.000, 15.000, 
20.000 and 25.000 NIHz. One such station from 
India with call sign ATA broadcasts at 10.000 
NIHz at a power output of 8 KW. Because these 
signals are broadcast over long distances at 
relatively low power outputs they are very 
susceptible to fading and various types of noises 
such as whistle caused by interference from station 
frequencies close by, white noise from receiving 
equipment and impulse. noise from local electricity 
power systems. This makes them very hard to use 
for their intended purpose. A nonlinear filter 
design can solve this problem and recover the 
clean tone bursts. Morse code signals are still used 
for various purposes over various radio 
frequencies. These signals are fundamentally of the 
same type as the time signals and thus the same 
type of nonlinear filter can be used to enhance 
them as well. 

This problem has a number of linear and nonlinear 
effects which are very difficult to deal with using 
linear techniques alone. The white noise could be 
reduced using a suitable linear bandpass filter, the 
fading could be handled using an automatic gain 
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control (AGC) and the whistle could possibly be 
eliminated using a standard adaptive filter. 
However, impulse noise having a random 
amplitude and time of occurrence cannot be 
removed effectively with any linear or standard 
adaptive filtering techniques. Even using a narrow 
bandpass filter with AGC poses problems because 
there is a limit as to how narrow the filter can be 
made before the signal rise time and delay are 
increased beyond the limits of acceptable temporal 
precision. A nonlinear neural network filter or 
nonlinear vector mapping offers a solution to all of 
the above mentioned problems. It offers particular 
advantage in temporal resolution since it can be 
designed to have negligible delay. The output of 
the mapping can be defined as a scalar value y 
representing a filtered output point for an input 
vector x which consists of a digitally sampled 
portion of the unfiltered input time series signal. 
This is described later. 

The Modified Probabilistic Neural Network 
(MPNN) [2,3] which is closely related to Specht's 
General Regression Neural Network (GRNN) [4] 
offers an excellent solution to this problem. 

(1) 
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If the Yi are allowed to be individual real valued 
scalars, equation (1) becomes exactly Specht's 
GRNN which incorporates each and every training 
vector pair {xi -> Yi} into its architecture (xi is a 
single training vector in the input space and Yi is 
the associated desired scalar output). If it can be 
assume that there is only one centre in the input 
space per output Yi then a convenient general 
model to use for all forms of the 'tv1PNN and the 
GRNN is: 

M { -( x - centx f ( x - centx.) \ 
}: Z;Y; expl I 2 I J •-1 \ 2u-

Y(x) = (2) 
~ [ f -(x- centx;)T (x- centxi )\ l 
k Z;expj 2 ) · 
.~ \ 2u-

centxi is the centre or mean vector for class i in 
the input space (real valued or quantised). 
is the single learning or smoothing 
parameter chosen during network 
training. 

(j 

Yi 

M 

Z· 1 

is the output related to centxi (real valued 
or quantised). 
is the number of unique centres i in the 
'tv1PNN structure. 
is the number of input training vectors Xj 
associated with centxi. 
M 

NS= ~ Zi, is total number of training vectors. 
i = 1 

Equation (2) is derived from the GRNN equation 
(1) using the following approximation: 

1-(x- centx;t (x- centx;)\ 
Z; expl 202 J ""' 

Z1 { (X - X j y (X - X j )\ 

}: expl J i-1 2a 
(3) 

This is a reasonable approximation if the Xj are 
close together in a relatively small local space and 
can be adequately represented by a single centre 
vector centxi. The key to the practical application 
of the general 'tv1PNN equation (2) is related to the 
method of selection of the Yi and the grouping of 
the associated input vectors in each class i. One 
solution to this selection and grouping for simple 
sinusoidal signals proposed by Zaknich et al [2] 
was to uniformly quantise the noiseless desired Yi, 
separately group the Yi having positive and 
negative slopes in the waveform and associate 
them with the mean of the input vectors mapping 
to each group. This simple case led to a more 
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general approach, for both simple and more 
complex signals, of uniquely identifying the 
quantised Yi having a similar local waveform 
pattern which is called the 'tv1PNN Method A [5]. 
Method A involved taking the desired waveform 
y(t) and uniformly san1pling it in time to y(n) 
digital sample points which were then uniformly 
quantised into one of N quantisation levels to be 
able to define a desired output phase state vector 
composed of y(n) and the m-1 quantised samples 
immediately preceding it in time, ie. (y(n), y(n-1) 
, .... y(n-m-1)). The greater the m the more uniquely 
a quantised output value y(n) or Yi could be 
identified in the waveform for the purpose of 
associating all the input vectors xi mapping into 
the same output phase state. In most applications it 
was sufficient to use m = 1 with the y(n) sample 
quantised to one ofN uniform levels and the y(n-1) 
toNs levels (usually N = Ns but not necessarily). A 
number of other methods are discussed in [5] but 
only the further 'tv1PNN Method B was considered 
generally useful and practical to mention. It 
involved uniquely identifying the quantised Yi 
associated with a local region of the input vector 
space defined by uniformly sampling and 
uniformly quantising the noisy input vector 
elements. This latter method reduced to an 
efficient realisation of a quantised version of the 
GRNN. 

To compare the effectiveness of the various filter 
designs, sets of training and testing data were 
simulated to represent the generic type of signals 
and noise sources described above. Two 
independent signals each having 3000 points at a 
sampling frequency of 5 KHz (0.6 seconds) were 
constructed as follows. There were 8 tone bursts at 
a frequency of 400 Hz. Each burst had a random 
starting phase between 0 to 21t and was 188 points 
long (37.6 ms) beginning at every 375 points (75 
ms). The equation for the sine wave was as 
follows: [1.0 * sin((21t 400 n I 5000) + 8)] where 8 
is a random phase and n is the san1pling index 
number. The whole signal of 3000 points was then 
modulated by [0.25 * cos(21tl3.3333 n I 5000) + 
0.75] to simulate a fading effect over the time 
period of each and every tone. To this was added 
random wide band noise with zero mean and a flat 
probability density function (pelf) between -0.33 to 
+0.33 plus 99 impulses. The impulses were located 
at every 3 0 + r points ( r is a random number 0 to 
30) and had a random positive amplitude of 
between 0.5 to 2.0 and a length of 5 sample points. 
They all had a positive peak followed immediately 
by a negative peak with a magnitude value 20% of 
the positive one. The first set of the signals was the 
training sequence and the second the testing 
sequence as shown in Figure 1. It was arbitrarily 
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decided to adopt an input vector size p= 11 and a 
smoother design as follows. Each discrete output 
sample point y(n) mapped from an 11 element 
input vector x was made up of the 5 discrete time 
series sample . points immediately prior to and 5 
following the current discrete sample point x(n) of 
the digitally sampled nonlinear input signal, ie. 

x = [x(n-5), x(n-4), x(n-3), x(n-2), x(n-1+ x(n), 
x(n+l), x(n+2), x(n+3), x(n+4), x(n+5)] , vector. 

The training and testing vector sets used in this 
investigation were as follows: 

Training data- 3000 points, input dimension 
p = 11, fixed delay= 5 points. 

Testing data - 3000 points, input dimension 
p = 11, fixed delay = 5 points. 

~1\A rt1~h ~ ~~~A j , ., .J~~~~~AW•~u~ 
~' 11' r~ v rpyr .,;, . . I ~~~ ~~ f~ VVl 

Input Signal 

~ 
Desired Signal 

FIGURE 1: First 600 pts of testing data signals 

In a real implementation it would be advisable to 
prefilter the input signal with a wide bandpass 
filter centred at 400 Hz to remove much of the out 
of band noise before applying it to the nonlinear 
filter. This waS not done in this instance in order 
to test the comparative methods more effectively 
under harsher conditions. 

The nonlinear and linear filters that were tested 
and applied to this problem included the GRNN 
equation ( 1 ), the first, second and third order 
Volterra filters, a BPN filter and the MPNN 
Methods A and B. The results are shown in Tables 
1 and 2 and Figures 2 to 9. Quoted times are the 
running times of software implementations written 
in Borland C and executed on an 80386 AT 
compatible PC with a clock frequency of 33 MHz. 
The training times for the GRNN and the MPNN's 
were the times for one pass of the whole testing set 
whereas the times for the other filter networks 
were the total times to adequate convergence for 
the specified architecture. 
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FIGURE 2: Testing data filtered with GRNN 

FIGURE 3: Testing data filtered with First Order Volterra 

The GRNN results are shown in Table 1 and 
Figure 2. Results for the best fit, in the least mean 
squared error (mse) sense, for the linear First 
Order Volterra Filter (linear finite impulse 
response filter), nonlinear Second Order 
(Quadratic) and Third Order Volterra filters [6] 
having eleven input nodes and one output node are 
shown in Table 1 and Figures 3 to 5. The Third 
Order Volterra filter was a little more effective 
than the Second Order Volterra filter which was a 
little more effective than the First Order Volterra 
filter but none were able to effectively capture the 
signal fading effect or adequately filter the impulse 
noise. The results for a BPN filter with 11 nodes 
in the first layer, 51 in the second, 21 in the third 
and 1 in the output are shown in Table 1 and 
Figure 6. 

FIGURE 4: Testing data filtered with Sec:ond Order Volterra 

~ lM ,At.Ai ... ~. t~. .. J .d , 
n v'~ .. v u v ·"· VII V 

FIGURE 5: testing data filtered with Third Order Volterra 

11 1.1 .l I 
I ' 1 1 

FIGURE 6: Testing data filtered with BPN 
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J lA 

FIGURE 7: Testing data filtered with MPNN, Method 1 ), m=2 

I! _,1 

~ 
FIGURE 8: Testing data filtered with MPNN, Aux. Method A 

FIGURE 9: Testing data filtered with MPNN, Method B 

Clearly, the GRNN had the best signal filtering 
capability but the GRNN network size was much 
larger than the others. Application of the MPNN 
Method A was able to considerably reduce the 
network size M but its performance was not as 
good as for the GRNN, as can be seen in Table 2 
and Figure 7. On the surface this seemed 
surprising since this poor performance of the 
MPNN Method A did not occur when the same 
data as shown in Figure 1 but without the gaps (ie. 
continuous sinusoid) was used. To gain insight 
into this problem it is instructive to view the data 
graphically in Figures 10 and 11. 

Figure 10 shows the VNG data desired output 2-D 
phase plot for quantisations N = 256 and Ns = 256 
overlayed with the input vector scatter plot. The 
characteristic elliptic shape associated with the 
output sine wave of constant amplitude is plotted 
with small filled squares. Each of these squares on 
the plot represents a number of points which fall 
into this quantised square region. The scatter plot 
of individual points represents the corrupted and 
noisy input signal vector points where only the 
first two dimensions are seen. The maximum input 
signal amplitude has been normalised to 1.0 for 
display purposes (it is actually 2. 0 according to the 
synthesis equation given previously). The input 
signal points are scattered somewhat randomly due 
to the addition of the random noise and impulse 
noise. Figure 11 shows the scatter plot of the input 
signal during only the gap periods between sine 
bursts. The centre group of points which gives the 
impression of a square is due to the random noise 
having a flat pdf. The two rectangular extensions 
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are due to the impulse noise. If this plot were to be 
subtracted from Figure 10 a scatter plot 
representing the input signal associated with the 
corrupted input sine signal alone would be seen. 

FIGURE 10: Data, Phase Plot, m=2 

..... · 

FIGURE 11: Data input vectors from gaps 

A problem occurred with the MPNN Method A, 
especially for low values of Nk (Nk is the number 
of input centres allowed for each output class, 
Nk=1 has been assumed in equatio~ (2)), ?ecause 
the number of input clusters were msuffictent to 
properly represent the large spread of the input 
vectors due to the impulse noise. In the gap 
regions, if Nk = 1, the single input centre 
represented the random noise very well but almost 
completely ignored the effect of the large 
excursions of the impulse noise. Consequently, a 
large impulse input signal from the signal gap 
region was forced to relate to input centres 
associated with the sine wave and thus mapped to 
the wrong output value. This effect can be seen 
very clearly in the MPNN filtered signal shown in 
Figure 7 where large impulses in the middle of the 
first gap look like parts of a sine signal rather than 
a zero level. A convenient way to fix this problem 
is to let the single centre, weighted by the number 
of vectors it replaced, represent the bulk of the 

Spring1995 



input space near it according to equation (2), and 
then supplement this with extra centres of 
individual input vectors which were sufficiently 
distant from the centre. A normalised crmax 
distance away from the centre was defined. Points 
within the distance were averaged to provide the 
centre point according to equation (3) and those 
outside were left as individual vectors. This 
process was iterated several times until a stable 
centre was achieved which represented the most 
dense region. Some test results for various choices 
of O'max are shown in Table 2. The process was 
iterated 10 times in each case to ensure stability. 
As crmax was reduced the MPNN Auxiliary 
Method A performance approached that of the 
GRNN. A crmax = 0.8 gave a good result close to 
that of the GRNN, as can be seen in Figure 8. This 
method proved to be an effective means of 
reducing training vectors for the GRNN. In 
practice there is need for an upper limit to be 
placed on the number of auxiliary single vectors 
per centre to keep the network size finite for cases 
of very large numbers of training vectors. 

Another very effective way to reduce the GRNN 
was via MPNN Method B. The input vectors were 
quantised into Nx levels per dimension and the 
output was quantised to N levels as usual. The 
input vector quantisation was only used for 
characterisation purposes, ie. the input centres 
were derived by averaging the original input 
unquantised vectors falling into each of the input 
space quantised boxes. The input vectors in each p-
dimensional quantised box were grouped only if 
they mapped into the same quantised output value. 
In this way a total of M unique centres resulted in 
the input space which mapped into the correct 
quantised output values. The results for a number 
of different quantisation selections are shown in 
Table 2 and the best filter output is shown in 
Figure 9. For Nx=N=ro the MPNN was the same as 
the GRNN since each input vector was associated 
with its desired output. 

Conclusions 

MPNN Method B was more efficient and more 
accurate than the previous Auxiliary Method A 
and it ensured a finite network since all vectors 
were forced to fall within a finite number of 
quantised boxes. It was also computationally 
simpler as it required no iterations to ensure 
stability of the centres. As can be seen by the mse 
results in Tables 1 and 2 the filtered waveform was 
smoother and more accurate (mse = 0.007856) 
than that for the MPNN Auxiliary Method A (mse 
= 0.008630) and the GRNN (mse = 0.008464) 
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which in turn were better than the BPN (mse = 
0.008711) which was better than any of the 
Volterra filters (third order mse = 0.001301, 
second order mse = 0.01451, first order mse = 
0.020352). Although the BPN filter gave a 
reasonably low mse it was not as effective at 
reducing the impulse noise and it took an 
extremely long time to train. The training times for 
all the MPNN forms including the GRNN were 
quite low compared to the BPN and the nonlinear 
Volterra filters which relied on a gradient descent 
training mechanism. All things considered, 
Method B was the best solution to the problem 
even though the execution time for a software 
implementation was high compared to the fastest 
BPN filter. The execution times on a PC however, 
are irrelevant to real-time parallel 
implementations. 
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Table 1 
Filter Type Data Set Iterations m se O"opt Training Execution 

time in per vector 
seconds in seconds 

GRNN Testing - 0.008464 0.273 2,343.3 0.7811 
1st Order Training 250,000 0.022834 - 165.9 
Volterra Testing 0.020352 0.0003 
2°0 Order Training 5,850,000 0.015700 - 19,144.0 
Volterra Testing 0.014510 0.0013 
3rd Order Training 550,000 0.001316 - 23,948.0 
Volterra Testing 0.001301 0.0177 
BPN Training 8,200,000 0.005386 - 721,076.0 

Testing 0.008711 0.0265 

Table 2 
Filter Type M N Ns crmax m se O"opt Training Execution 

time in per vector 
seconds in seconds 

MPNN, 190 256 256 00 0.014480 0.407 139.3 0.0461 
Method A 
MPNN, 1,668 256 256 0.8 0.008630 0.286 1,305.0 0.4350 
Auxiliary 1,198 256 256 1.0 0.009213 0.298 935.1 0.3117 
Method A 774 256 256 1.2 0.009772 0.323 604.2 0.2104 

545 256 256 1.5 0.010223 0.335 424.4 0.1418 
288 256 256 1.8 0.010260 0.336 209.6 0.0699 
211 256 256 2.0 0.011618 0.347 153.6 0.0512 

MPNN, 3,000 00 00 00 0.008464 0.273 2343 .3 0.7811 
Method B 1,407 4 64 00 0.007856 0.283 1118.7 0.3729 

1,359 4 32 00 0.007894 0.285 1080.9 0.3603 
586 2 64 00 0.009294 0.296 465.0 0.1550 
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Abstract 

A distinction between machine learning and automated knowledge acquisition lies in the utility of 
the rules for explanation, and the importance placed on criteria of comprehensibility, efficiency 
and performance. In this study, we apply three machine learning methods to data from three 
domains: _LED digital display, engine diagnosis and head injury recovery times. We report 
comparattve results of the performance in constructing classifier systems. A qualitative 
assessment of their utility for automating knowledge acquisition in constructing diagnostic 
knowledge-based systems is offered. This paper expands on the results presented in Sestito and 
Goss {22]. 

Keywords: Machine Learning, Automated Knowledge Acquisition, C4.5, OCl, BRAINNE 

1. Introduction 
It has long been recognised that the knowledge 
acquisition bottleneck is a major impediment in the 
construction of knowledge based systems [7]. Experts 
are often not accessible even when identifiable; some of 
the knowledge possessed by experts is not readily 
accessible to introspection and verbalisation [1,11,13]. 
Johnston [10] argues that as the level of expertise 
increases, the ability to articulate the knowledge 
decreases. Machine learning offers automated methods 
which may alleviate the knowledge acquisition 
bottleneck. The central goal of machine learning 
according to Wogulis and Langley [24] is to devise 
mechanisms that transform knowledge from inefficient 
forms into efficient forms. 

Machine learning methods rely on past experience 
which usually comes in the form of examples of 
situations. Examples can be regarded as points in a n-
dimensional space that is defmed a priori and for which 
all the legal values of the features are known [3]. In the 
supervised learning case, descriptions are induced or 
learnt from a set of positive and negative instances of 
some target concept [3]. Concepts are a subset of points 
in the n-dimensional space. A description of the feature 
space and a set of correctly classified examples of the 
concepts are presented to a program which produces a 
description of the concept using feature space attributes 
to construct classifier rules. 

Austtalian Journal of Intelligent Infomtlltion Processing Systems 

The left hand side (or antecedent) of a rule consists of a 
conjunction of one or more tests involving the input 
attributes and their appropriate values. The right hand 
side (or consequent) of the rule is the concept (or 
classification) assigned. If the rules correctly classify 
the elements of the feature space, then this set will 
represent the learned concept. 

However not all rules are equal, either in structure or 
content. The explanation capacity afforded by rule 
based expert systems lies in an ability to trace a path of 
inference through a rule base. In general the rules 
resulting from machine learning are flat in structure, 
without intermediate concepts. 

We draw a distinction between machine learning and 
automated knowledge acquisition in the degree of 
involvement by experts, and the importance placed on 
criteria of comprehensibility, efficiency and 
performance. Some of the issues relating to the quality 
of the rules, such as the tradeoff ·between human 
understandability and computer efficient rules, are 
discussed in this paper. 

Towell and Shavlik [23] offer measures of the 
comprehensibility or understandability of rules 
extracted by machine learning methods. They consider 
the statistics describing the whole set of rules and 
determining whether individual rules are meaningful. 
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Their definition of comprehensibility of a set of rules 
takes into consideration: 

• 
• 

the number of extracted rules, 
the total number of antecedents in those rules, 
and 

• the number of antecedents per rule. 

According to Towell and Shavlik, these numeric 
metrics can be used as indicators of the 
"comprehensibility" of the rules. 

We feel that this definition of comprehensibility is not 
an appropriate measure of comprehensibility; it is a 
reflection of the statistical measurements of the rule set. 
We argue that the antecedent of a rule, for example, 
may need to be longer in order to be more 
understandable and acceptable to a human observer as 
an explanation. 

We have applied three machine learning methods to the 
LED, engine diagnosis and head injury recovery times 
data. We report comparative results of the performance 
in constructing rules for classification purposes. A 
qualitative assessment of their utility for automating 
part of the knowledge acquisition process in 
constructing diagnostic knowledge based systems is 
offered. 

2. Overview of rule extraction 
methods 
In this section we briefly describe the three methods 
that we use for rule extraction. These methods are 
C4.5, OC1 and BRAINNE. 

2.1 C4.5 

C4.5 [15,16,17] is the benchmark learning algorithm 
against which new algorithms are measured [9]. C4.5 
develops decision trees using a divide-and-conquer 
strategy to sub-divide the example data. An example of 
a decision tree is given in Figure 1. In this case, the 
decisions are binary splits on a normalized input 
attribute value. Each possible decision is represented 
by a branch of the tree. If-then rules can be obtained by 
tracing a path from the root to a leaf of the decision 
tree. A set of rules derived from the decision tree in 
Figure 1 is listed in Figure 2. C4.5 does further post-
processing on the rules to remove redundant attributes 
[15]. Both discrete and continuously valued data. can be 
dealt with [15]. 

2.2 OC1 

C4.5 selects a single attribute on which to construct a 
node or junction in building a decision tree which can 
lead to large, bushy and lopsided trees. OC1 (Oblique 
Classifier 1) [14] is a variant ofC4.5 aimed at reducing 
the decision tree size by selecting several attributes on 
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DECISION TREE 

Compressor-exit-temperature 

Exhaust-gas-temperature Compressor-exit-temperature 

/\ 
etc etc 

Low-pressure-spool-area etc 

CVG41 Low-pressure-spool-area 

A 
<=0.632 >0.623 

A8H16 ECU30 

Figure 1: A sample decision tree generated by C4.5 

(Compressor-exit-temperature<= 0.558) AND 
(Exhaust-gas-temperature<=0.636) AND 
(Low-pressure-spool-area<=0.0505) 
==> CVG41 

(Compressor-exit-temperature<= 0.558) AND 
(Exhaust-gas-temperature<=0.636) AND 
(Low-pressure-spool-area>0.0505) AND 
(Low-pressure-spool-area<=0.632) 
=>A8H16 

(Compressor-exit-temperature<= 0.558) AND 
(Exhaust -gas-temperature<=0.636) AND 
(Low-pressure-spool-area>0.0505) AND 
(Low-pressure-spool-area>0.632) 
==> ECU30 

Figure 2: Some rules derived from the decision tree 
produced by C4.5 in Figure 1. 

which to branch on at <my one point. These multi-
variate trees classify examples by testing linear 
combinations of the input attributes at each non-leaf 

' ' 
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node of the tree. While C4.5 performs a rectilinear axis 
search of the feature space, OCl search is equivalent to 
a hyperplane search at an oblique orientation to the 
axes of the feature space. From this point of view OC 1 
is similar to the searching technique used by neural 
networks in the training phase. For the initial 
placement of a partition hyperpLwe in feature space and 
to escape local minima in the search for a good tree, 
OCI uses a combination of: 
• deterministic hill-climbing and 
• randomisation procedures. 

The output is a set of equations with an indication of 
where they fit in a decision tree; see Figure 3. For 
instance, the third equation is labelled as 11 
Hyperplane; this indicates that this equation is left 
and then left again 9f-the root. As for C4.5 this output 
can be translated into a set of rules by tracing the paths 
from the root of the tree to the leaves; see Figure 4. 

Root Hyperplane: 
(#points= 500, InitErr =125.000, Err= 
1000.000, Lcat = 5, Rcat =0) 

-132.894 x[l] + -57.295 x[2] + 65.380 
x[3] + -4.794 x[4] + 43.362 x[5] + 
-11.219 x[6] + 34.953 x[7] + 60.109 = 0 

I Hyperplane: 
(#points = 250, InitErr = 500.000, Err = 
125.000, Lcat = 5, Rcat = 7) 

1.000 x[3] + -0.500 = 0 

11 Hyperplane: 
(#points= 100, lnitErr = 25.000, Err= 0.000, 
Lcat = 5, Rcat = 6) 

1.000 x[5] + -0.500 = 0 

lr Hyperplane: 
(#points= 150, InitErr = 100.000, Err= 25.000, 
Lcat = 7, Rcat = 8) 

1.000 x[2] + -0.500 = 0 

Figure 3: Sample output generated by OCL 

2.3 BRAINNE 

BRAINNE (Building Representations for Artificial 
Intelligence using Neural NEtworks) is a machine 
learning method which uses both a multi-layered and a 
single layered neural network to learn the example data 
[18,19,20]; see Figure 5. These are post processed and 
combined to construct if-then rules. BRAINNE is able 
to deal with both discrete and continuously valued 
attributes: a further extension also deals with 
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unsupervised data [4]. BRAINNE uses the data values 
m construct the intervals for the continuous attributes 
and a small threshold can be used to enhance its 
generalisation capability [18]. 

(-132.894 x[1] + -57.295 x[2] + 65.380 x[3] + 
-4.794 x[4] + 43.362 x[5] + -11.219 x[6] + 
34.953 x[7] + 60.109 < 0) AND 

(1.000 x[3] + -0.500 < 0) AND 
(1.000 x[5] + -0.500 < 0) 

==>5 

(-132.894 x[1] + -57.295 x[2] + 65.380 x[3] + 
-4.794 x[4] + 43.362 x[5] + -11.219 x[6] + 
34.953 x[7] + 60.109 < 0) AND 

(LOOO x[3] + -0.500 < 0) AND 
(1.000 x[5] + -0.500 > 0) 

==>6 

(-132.894 x[l] + -57.295 x[2] + 65.380 x[3] + 
-4.794 x[4] + 43.362 x[5] + -11.219 x[6] + 

34.953 x[7] + 60.109 < 0) AND 
(1.000 x[3] + -0.500 > 0) 
(1.000 x[2] + -0.500 < 0) 
==>7 

Figure 4: Some rules derived by the decision tree 
produced by OC 1 from the output in Figure 3. 

BRAINNE 
Building Representations for AI using Neural NEtworks 

:z: 
0~· 
~~· 

LEGEND 0 Inputs ~ Hidden • Outputs 

Figure 5: The structure of BRAINNE, a machine 
learning method using neural networks. 
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3. Data Domains 
One artificial (LED) and two real world data (engine 
diagnosis and head injury recovery time) domains were 
studied. Quantitative results are presented for each 
domain. 

3.1 LED domain 

The LED decimal digit display data consist of 500 
examples of noise-free data.. Each example is defined 
by 7 attributes (the LED segments) which are either on 
or off and a corresponding output (a digit in the range 
0-9); see Figure 6. The examples are equally 
distributed across the output classes. This domain was 
used for the simplicity and comprehensibility of the 
feature space. 

up-centre 

up-left up-right 

mid-centre 

down-left down-right 

down-centre 

Figure 6: A LED decimal digit display. 

3.2 Engine fault diagnosis data 

The engine diagnosis data comprise consecutive 
readings of steady-state data for an aircraft engine in 
which faults had been induced. The data we obtained 
had been pre-processed by applying mean and medium 
filters [5,6]. The domain contains both sub-faults and 
generic faults, providing a rudimentary test of 
hierarchical concept formation. 

Initially, this data set was modelled using a feed-
forward Back-propagation neural network by Eustace et 
al. [5,6]. They were able to construct a neural network 
which converged for the sub-fault data. However, they 
were unable to construct a neural network for the 
generic faults; their solution to this was to construct a 
separate neural network for each generic fault. The 
inability of the model to explain the chain of reasoning 
was considered to be a major drawback. Machine 
learning methods were used to produce rules. 

The data set contained 3737 examples. There are eight 
real-valued input attributes and one binary output 
attribute associated with each example. There are 
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seven generic faults (outputs), including a no fault 
diagnosis, and sixteen sub-faults. The testing 
considered sub-faults and generic faults, giving 16 and 
7 output classes, respectively. The input attributes and 
the sub and generic faults are listed in Table I and 11, 
respectively. 

No. Input attributes 

0 low-pressure-spool-speed 

1 high-pressure-spool-speed 

2 compressor -exit -pressure 

3 compressor -exit -temperature 

4 engine-pressure-ratio 

5 exhaust-gas-temperature 

6 fuel-flow 

7 exhaust-nozzle-area 

Table I : The input attributes for the engine diagnosis 
data. 

No. Generic fault No. Sub-faults 

0 no-fault 0 nfe 

1 compressor- 1-3 cvg14,cvg28, 
variable- cvg41 geometry-fault 

2 fuel-specific- 4-5 sgf55,sgf86 
gravity-fault 

3 fan-variable- 6-8 fvg51,fvg65, 
geometry-fault fvg83 

4 compressor- 9-10 cbgl4,cbg83 
bleed-fault 

5 exhaust-nozzle- 11-13 a8h16,a8h45 
fault 

6 electrical- 14-16 ecu30,ecu43ecu60 
control-unit-
fault 

Table ll: The generic and sub-fault outputs for the 
engine diagnosis data. 

3.3 Head injury recovery time 

The patient head injury recovery times data contains 
537 examples. This data was given to us by a 
neurophysiologist who wished to understand, in 
empiricial terms, the reasons behind her decisions. 
Previously, a neural network based predictor system 

Spring1995 



was constructed from this clinical data set [12]. The 
neural network was able to model the data set, but the 
perfonnance did not convince the domain expert who 
wanted to understand the decision mechanism of the 
classifier system. We attempted to use machine 
learning to help this domain expert understand the 
decision mechanisms. 

There are 44 input variables in this data set, that vary 
between categorical, binary and vectors with multiple 
real valued inputs. Some of the inputs are the patient's 
age, work level, education, and perfonnance in several 
cognitive t:1Sk tests. The output variable was post-
trauma work level, coded as one of 14 output classes. 
These input and output attributes are listed in Tables Ill 
and IV, respectively. 

Input Attrs Type Name 
Numbers 

0 categorical education 

1-9 categorical pre-injury level (pre-inl, 
pre-in2, pre-in3, pre-in4, 
pre-in5, pre-in6, pre-in7, 
pre-in8, pre-in11) 

10-12 nominal . disability ( dis, dis 1.1, 
didl.2) 

13 nominal post trawnatic amnesia 
(pt:'l) 

14 real age (years) 

15 real time since injury 
(months) 

16-18 real W AIS-R (voc, bde, dsy) 

19-26 real WMS (winf, worr, wmc, 
wlm, wdt, wor, wal, 
wmq) 

27-33 real RAVLT (rt1, rt2, rt3, 
rt4, rt5, recall, recog) 

34-43 real MAZE (mt1, mt2, mt3, 
mt4, mt5, mt6, mt7, mt8, 
mt9, mt10) 

Table Ill : The input attributes for the head injury 
recovery time data. 

4. Results 
In this section, the results from each method are 
presented for each data domain. 
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4.1 LED domain 

Each method produces a unique classifier rule for each 
output class. In each case, ten unique rules were 
produced. To illustrate some of the differences, 
consider the rule produced by C4.5 for the LED 
decimal digit seven (7), as listed in Figure 7. This rule 
states that the input attribute of up_ centre must be on 
and the input attributes of mid_ centre, down _left and 
down_ centre must be off in order to correctly classify a 
seven (shown in Figure 8). The rule is correct and 
unique as it covers all positive examples and no 
negative examples. 

No. Attribute 

0 unskilled_ manual 

1 blue_collar_skill 

2 white_collar_own_business 
3 professional 
4 housewife-active-retirement 

5 ooemployed 

6 dependant-cannot -care-for -self 

7 student 

8 sheltered_ workshop 

9 voluntary_ work 

10 in valid_pensioner 

11 outpatient_ rehabilitation 

12 inpatient-rehabilitation 

13 special-school-remedial 

Table IV: The output attributes of patient head injury 
recovery times. 

C4.5 (up_centre=y) AND 
(mid_centre = n) AND 
(down_left=n) AND 
(down centre = n) 

OCl ( -132.90 * up_centre + -57.29 • up_left+ 
65.38 * up_right + -4.79 *mid_ centre+ 
43.36" down_left + -11.22 * down_right + 
34.95" down_ centre+ 60.11 < 0) AND 

(1.00 * up_right) + -0.50> 0) AND 
(1.00 * up-left+ -0.50 < 0) 

BRAIN NE (up_centre=y) AND 
(up_right =y) AND 
(down_right = y) AND 
(down centre= n) 

Figure 7: Results from the three machine learning 
methods for LED decimal digit seven (7). 

I 
' 

' 
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C4.5 BRAINNE 

c 
LEGEND: -oN 

--OFF 
- - - don't care 

Figure 8: A diagrammatic representation of the outputs 
from C4.5 and BRAINNE for LED output seven (7). 

The attribute features chosen by C4.5 are not intuitive. 
Those chosen by OC1 are even more oblique. Similar 
to C4.5 rules, the first clause in the OC1 rule arises 
from the root of the decision tree. Where C4.5 
partitions the feature space initially on up_centre, OC1 
uses a complicated weighing of all attributes as the 
initial sub-division of the examples. The overall depth 
of the decision tree is 3 as opposed to 5 for C4.5. C4.5 
rules are easier to read and faster to construct and use. 

The BRAINNE rule states that the input attributes of 
up_ centre, up_ right and down _right must be on and 
the input attributes of down_centre be off (as shown in 
Figure 8). The three input attributes required to be on 
are those a human observer would use to define a 7. 
The one off attribute ensures that the resulting rule is 
unique. This rule is more understandable from a 
human observer's point of view. 

The time taken to generate all of the C4.5 rules is fast 
compared to the time taken to generate the BRAINNE 
rules. A comparison of the rules from C4.5 and 
BRAINNE for each digit is pictorially shown in Figure 
9. As seen in this figure, in general, the C4.5 rules are 
shorter and thus more efficient, while the BRAINNE 
rules are generally longer, but more intuitive. 

In summary for this LED domain: 

• C4.5 produces short efficient rules, which are 
not intuitive, 

• OC1 produces a smaller (ie shorter) decision 
tree, but the resulting rules are 
incomprehensible and 

• BRAINNE produces longer rules than C4.5 and 
they seem to be more intuitive. 
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ZERO ONE 

DB CR 
TWO THREE 

FOUR FIVE 

CB LJB 
SIX SEVEN 

HE3 -g ' ' ' 

C 
~--

' 

EIGHT NINE 

HB LJB 
LEGEND: -oN 

--OFF 
- - - don't care 

Figure 9: A pictorial comparison between the rules 
produced by C4.5 and BRAINNE for the LED data, 

respectively. 

4.2 Engine data 

This data set is hierarchical, with seven generic faults 
and sixteen sub-faults. (Some results from this data set 
has previously been published in [21].) The three 
methods were tested on both types of faults. Ten sets 
comprising a randomly selected seventy percent of the 
3737 examples (a total of2618) of the sixteen sub-fault 
data sets were used to test the methods. All three 
methods produced rules which covered all of the 2618 
examples in the training sets. The percentage of the 
examples not covered or incorrectly classified in the 
unseen test set (of 1119) are presented in Table V. 

C4.5 outperforms both OC1 and BRAINNE on the 
unseen exrunples in the test set of 1119 examples. 
Except for the anomaly for the OC1 method, no method 
has more than 0.04% error. The anomaly is explicable 
as an occasion in which the random search has become 
stuck in a local minimum. Like Back-propagation, 
OC 1 uses a type of gradient descent. 
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Set#. C4.5 OCI BRAINNE(lO%) 
0 0.003 0.007 0.033 
I 0.001 0.008 0.020 
2 0.003 0.006 0.023 
3 0.009 0.006 0.026 
4 0.002 0.235(?) 0.017 
5 0.010 0.006 0.029 
6 0.002 0.005 0.030 
7 0.003 0.003 0.020 
8 0.001 0.003 0.014 
9 0.007 0.012 0.023 

Table V: The percentage of incorrectly classified 
exrunples resulting from the three methods on the ten 
randomly selected test sets (of the 16 sub-fault data 
sets). 

The type of rule constructed by C4.5 only bounds a 
continuously valued attribute at one end. BRAINNE, 
on the other hand, constructs a specific interval for a 
continuously valued attribute; ie bounds on both ends. 
This differing type will affect the "broadness" of the 
generalisation "capacity" of the constructed rules in 
classifying unseen exrunples. 

C4.5 produced 16 rules; one for each sub-fault. One 
such rules is given in Figure 10. The bounds 
constructed by C4.5 are not part of the exrunple data; 
instead, they are midpoints between two consecutive 
attribute values [15]. 

(low _pressure_spool_area > 0.05) AND 
(low _pressure_spool_area <= 0.63) AND 
( compressor_exit_temperature<=0.56) AND 
(exhaust_gas_temperature <= 0.64) 
--> class a8h16 [98.2%] 

Figure 10: A rule produced by C4.5 for the 16 sub-
faults of the engine data. 

A total of 51 rules was generated from OCl for the 16 
sub-faults. The rules do not misclassify exrunples of 
other faults; however, they are again messy. The rule 
in Figure 11 considers all the input attributes in the 
first four equations (clauses) and only a single attribute 
in the fifth clause. 

BRAINNE also produced 16 rules, one for each sub-
fault. These rules correctly classify each of the faults 
with no overlap (as given in Figure 12). The 
BRAINNE rules are quite different from · those 
produced by C4.5 in the following two ways: 

• Each continuously valued input attribute in the 
antecedent of the rule is restricted at both ends; 
that is, both a maximum and minimum value is 
determined for each input attribute. 
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• The values of the ranges are part of the example 
data set; that is, these values are in the example 
data set. 

BRAINNE, unlike C4.5, has upper and lower bounds 
on attributes in rule antecedents. We argue that the 
rules are more specified generalisations of the data set 
feature space. The bounds are actual data values from 
the training set. It has been found effective to broaden 
the coverage of the rules by adding a small percentage 
threshold [18]. 

( -137.48 * low-pressure-spool-area + 56.84 * high-
pressure-spool-area+ -30.52 *compressor-exit-
pressure +-163.30 *compressor-exit-temperature 
+ -87.02 *engine-pressure-ratio+ 197.60 * 
exhaust-gas-temperature+ -143.01 *fuel-flow+ 
142.36 *exhaust-nozzle-area+ 75.61 < 0) AND 

( -136.36 * low-pressure-spool-area+ -105.69 * 
high-pressure-spool-area+ 76.84 *compressor-
exit-pressure+ -39.98 *compressor-exit-temper-
ature+ 28.77 *engine-pressure-ratio+ 102.33 * 
exhaust-gas-temperature+ -22.81 *fuel-flow+ 
-31.13 * exhaust-nozzle-area+ 72.65 < 0) AND 

( -363.55 * low-pressure-spool-area+ 68.89 *high-
pressure-spool-area+ 143.52 *compressor-exit-
pressure+ 249.52 *compressor-exit-temperature+ 
-92.18 *engine-pressure-ratio+ -67.20 *exhaust-
gas-temperature+ 104.80 * fuel-flow+ 105.00 * 
exhaust-nozzle-area+ -198.02 < 0) AND 

( 68.12 * low-pressure-spool-area+ -85.01 *high-
pressure-spool-area+ -955.73 *compressor-exit-
pressure+ 1277.23 * compressor-exit-temperature 
+ -81.53 *engine-pressure-ratio+ -63.20 * 
exhaust-gas-temperature+ 64.85 * fuel-flow + 
33.38 * exhaust-nozzle-area+ -32.43 < 0) AND 

(1.00 * low-pressure-spool-area+ -0.60 < 0) 

==> 13; 

Figure 11: One rule from the post-processed output 
from OC1 for the 16 sub-faults. 

(0.65<=high_pressure_spool_area<=0.79) AND 
(0.82<=compressor_exit_pressure<=0.86) AND 
(0.70 <=engine_pressure_ratio<=0.87) AND 
(0.59 <=exhaust_gas_temperature<=0.61) AND 
(0.78<=fuel_flow<= 0.84) AND 
(0.67<=exhaust_nozzle_area<=0.89) AND 
(0.53<=compressor_exit_temp<=0.54) 
==> a8h16 (exhaust nozzle fault) 

Figure 12: One of the rules produced for 16 sub-faults 
byBRAINNE. 
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For the generic faults, C4.5 produced a total of 21 rules 
which correctly classify all of the example data with 
negligible error. OCl produced a total of 51 rules 
which are not all unique, in that they also apply to 
examples of other faults. BRAINNE also was unable to 
produce a unique set of rules. 

However, the following interesting aspect was noticed. 
The intervals generated by BRAINNE for the input 
attributes for the "correct" generic faults are actually a 
combination of the intervals for the corresponding input 
attributes in the appropriate sub-faults rules. Consider 
the following example: 

• Subfault 1 (a8hl6) of exhaust nozzle as 
(0.65<=high _yressure _spool_ area<=O. 79) 

• Subfault 2 (a8h45) of exhaust nozzle has 
(0.61<=high _yressure _spool_ area<=0.75) 

• The generic fault for exhaust nozzle fault is 
actually a combination of both ranges. i.e.: 
(0.61 <=high _yressure _spool_ area<=O. 79) 
==> a:exhaust nozzle fault 

Domain experts were reassured of the credence of the 
rules produced by machine learning when able to see a 
correlation between the values associated with the 
generic fault and its sub-faults. No similar correlation 
is apparent for the non-unique BRAINNE rules for the 
relationship of attribute bounds for the sub-faults to the 
corresponding generic fault rules. 

The rules generated by C4.5 and BRAINNE are correct 
in the sense that they uniquely and correctly classify all 
the appropriate examples. While the attributes and 
ranges selected by BRAINNE for the 2 sub-faults are 
combined in the rule for the generic rule, the attributes 
and ranges determined by C4.5 are not obviously 
related. In fact, different attributes are used in the rules 
for the sub and generic faults. Also, the number of 
rules generated by C4.5 for some of the generic rules 
are not intuitive. For instance, for fuel-specific-gravity 
faults, C4.5 generates 3 rules for the generic fault while 
in fact there are 2 sub-faults. Another case gives a total 
of 7 rules for the generic fault of electrical-control-unit, 
while there are 3 actual sub-faults. However, the rules 
produced by C4.5 for the generic faults do cover all of 
the examples. 

4.3 Head Injury domain 

Other workers [6] have reported the construction of a 
neural network based predictor system from this 
clinical data. A neural network was able to model the 
data. However, the domain expert wanted to 
understand the decision mechanism. In this study each 
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of the three methods produced results which were 
unacceptable in some regard. 

A complicated decision tree with 289 nodes was 
produced by C4.5 for the original 537 examples. After 
pruning, 239 nodes remained. Converting these into 
rules resulted in a total of 142 rules. Further pruning 
resulted in a total of 18 rules; see Figure 13 for an 
example. These rules, however, were not good 
classifiers because, even though they covered the 537 
examples, 224 of these were incorrectly covered. This 
represents an error rate of 41.7%. 

(pt:a > 0.400) AND 
(months <= 0.008) AND 
(wlm <= 0.678) AND 
==> class inpatient-rehab 

Figure 13: One of the rules produced by C4.5 for the 
head recovery time data. 

BRAINNE produced a total of 230 rules covering the 
537 examples; see Figure 14 for an example. Unlike 
C4.5, these rules correctly classified the example data. 
However, 100 of the rules produced by BRAINNE only 
covered 1 example. The rules produced were too 
specific. As such, these rules are also not satisfactory 
for classifying this data set and, in particular, would 
not be able to generalise to new examples. 

(5.00 <=education <=7.00) AND 
(pre_in1 == 1) AND 
( dis==1) AND 
(l.l<=pta<=5.00) AND 
(ll<=bde<=15) AND 
(7.00<=dsy<=10.00) AND 
(20<=winf<=60) AND 
(50<=worr<=60) AND 
(38<=wmc<=61) AND 
(40<=wvr<=65) AND 
(42<=wal<=68) AND 
(96<=wmq<=126) AND 
(7<=rt2<=10) AND 
(9<=rt3<=13) AND 
(10<=rt4<=13) AND 
(8<=rt5<=15) AND 
(8<=recall<=14) AND 
(12<=recog<=15) AND 
(pre_inl==O) 
==> unskilled manual 

Figure 14: A rule produced by BRAINNE for the head 
recovery time data. 

A total of 147 rules were produced by OCl. As for 
BRAINNE, these rules are too specific to be of any 
practical use. These rules are also complex and hard 
to understand. For instance, the first rule produced 
after post-processing the tree contains seven clauses 
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with the first six clauses considering a linear 
combination of all 44 input attributes. 

One possible solution to the specificity problem is to 
pre-process the data with higher level concepts. 
Grouping individual input attributes into a single 
attribute may enable tlle machine learning methods to 
construct rules which cover more than a few examples. 
The outputs may also be pre-processed. However, to do 
either of these effectively, the domain expert needs to 
be consulted. 

Besides the two issues mentioned above, ie non-unique 
rules and too specific rules, another issue was high-
lighted by the domain expert; the attribute believed to 
be most discriminatory was not used. The expert had 
little faith in the predictive power of the rules on new 
data, due to this missing attribute. 

5. Discussion 
We have examined classifier systems which, while 
performing at similar levels, partition the feature space 
differently. It seems that the rules produced by C4.5 
represent the example data along un-coupled axes, 
while BRAINNE's represent a concise region in the 
feature space. These representation issues affect the 
generalisation capability of the generated rules. 

The problem lies with the data or more specifically, the 
treatment of the data. Collier and Waugh [2] have 
examined the performance of C4.5 and neural based 
methods on artificial data sets. These sets were 
constructed to be either suited to a serial (single 
attribute at a time) or parallel {all attributes considered 
together) considerations in the construction of classifier 
systems. They confirm that C4.5 (serial) methods are 
insensitive to additional irrelevant attributes in the data 
set. However, increasing the amount of irrelevant 
attributes degrades multi attributes (parallel) methods. 
The poor performance of all methods in the Head Injury 
data set suggests insufficient relevant attributes or a 
lack of sufficient data. 

Most machine learning methods can model the data. 
Algorithmic refmement is a side issue, even though 
extending algorithms to deal with unsupervised data [4] 
is import.wt for real world applications. In the two 
diagnostic domains, however, the amount and 
presentation of the data are, most probably, the more 
important issues. The representation issue is a serious 
one in the deployment of expert systems incorporating 
rules based on historical data rather than an expert's 
conception of the application domain. 

The rules generated from machine learning techniques 
are simple in construct. They are generated in order to 
classify correctly the positive examples of a particular 
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output in a training set. With rare exception (SAMUEL 
tor instance [8]), these techniques are totally automated. 
There is no expert input into the structure or content of 
the rules. The aim in generating rules is to develop a 
set of classification procedures for functional use in 
deciding category membership. The rules are self 
sufficient and do not incorporate any prior ·beliefs or 
restrictions on the manner or structure in which they 
should be constructed. The semantic content of any and 
all of the rules is essentially "the output pattern was 
chosen because the data matched the input pattern". 

Several machine learning methods produce flat rules 
which only contain the initial, primitive attributes 
relating the inputs to outputs without any intermediate 
concepts. This is riot adequate, especially in a large 
system with many complex rules. A few methods do 
some post-processing on the rules to extract higher-
level concepts [19]. This post-processing involves 
looking for a common set of attributes in the rules and 
replacing the set of common attributes with the 
corresponding outputs. The resulting rules, displayed 
as a hierarchy, are much easier to m1derstand. Even 
fewer methods detect higher level rules or concepts at 
the initial stage of rule extraction [18]. 

In this study, we have shown that some machine 
learning algorithms do model the data; that is, they 
correctly classify the example data. However, the 
usefulness of the outputs from these algorithms is 
questionable. The rules produced are not adequate as 
explanations. They would not be suitable for use in a 
real world situation. The issues of deployment are 
wider than the performance on test data and include the 
trust of the people using these results. 
Understandability of rules is important for the 
acceptance of the results from machine learning 
methods in expert systems. Current work in our 
laboratory aims to improve the explicative power of 
rules obtained from machine learning by pre-processing 
the data to reflect higher level concepts from expert 
knowledge structures. 

6. Conclusion 
Machine learning methods work fme as classifiers of 
data with the same characteristics of the training ·set, 
but the rules used are not adequate as explanations. 
There is a gap between the performance of machine 
learning and the requirements of automated knowledge 
acquisition. Improved explanation, in addition to 
classifier performance, is required. 
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Abstract 
Transitive closure is an important operation for the next generation of database systems. The Semi-Naive 
(SN) algorithm is a well known algorithm for computing the transitive closure of a database relation. Recent 
studies suggest that the SN algorithm is often the preferred algorithm for a wide range of applications {7, 11}. 
In this paper, we introduce a family of dynamic SN algorithms which attempt to improve the performance of 
the SN algorithm by computing the transitive closure of a database relation according to the properties that the 
relation may have. These properties are not analysed prior to the computation, but are discovered during the 
course of computation. The performance study given in this paper shows that the new approach outperforms 
the conventional SN algorithm in most cases. 

1· Introduction 

The need for extending relational database systems 
to include the transitive closure (TC) operation has 
been argued by many researchers. This is because the 
TC operation, as a recursion mechanism in general, 
enhances the expressive power of a database system. 
On the other hand, it is the simplest and most fre-
quently found recursion in applications. Many other 
forms of recursion may be translated into expressions 
involving the TC operation [2, 8). Thus, it is impor-
tant to implement the TC operation efficiently. 

There has been considerable research effort in de-
vising efficient algorithms for computing the TC of 
a database relation [1, 3, 4, 9, 10, 11, 13, 15, 16]. 
Very broadly speaking, two fundamental techniques 
are used in these algorithms to achieve performance. 
The first technique tries to avoid redundant computa-
tion [1, 3, 4, 13] . That is, only the computation that is 
necessary to produce the result should be performed. 
This reduces the amount of computation consider-
ably. The second technique is derived from parallel 
processing [9, 15, 16]. A relation is partitioned and its 
TC is computed on multiple processors. As such, the 
overall performance may be improved because each 
processor has less data to compute. 

In this paper we consider the optimisation of TC 
computation using the first technique. Among those 
proposed algorithms that are intended to minimise 
redundant computation, the Semi-Naive (SN) algo-
rithm [4] is well known. It is simple to implement 
and offers good performance. Recent studies suggest 
that the SN algorithm is often the preferred algorithm 
for a wide range of applications [7, 11]. In this paper 
we investigate if the performance of the SN algorithm 
may be improved further. The study is motivated by 
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the observation that some relations may have certain 
property which may be used to optimise the computa-
tion of their TCs. For example, the TC of an acyclic 
relation may be computed more efficiently than that 
of a cyclic relation because it is structurally simpler. 
The SN algorithm, however, does not make use of 
such properties. It always performs a fixed set of 
operations to derive the TC of a given relation, re-
gardless of what properties that relation may have. 

What appears to be useful is that we should iden-
tify and use the relevant properties of a relation, so 
that its TC computation may be optimised for that 
relation. Unfortunately, however, trying to identify 
the properties of a given relation often introduces 
a substantial overhead in computation, particularly 
when the relation is large. To make use of some po-
tentially useful properties of a relation while not hav-
ing to invoke a process to analyse it, we propose· in 
this paper a family of dynamic Semi-Naive (DSN) al-
gorithms. The DSN algorithms are significantly dif-
ferent from the SN algorithm in that certain oper-
ations are performed conditionally, or dynamically, 
according to the properties that a relation may have. 
These properties are not analysed prior to the TC 
computation, but are worked out or discovered during 
the course of computation. The performance study 
given in this paper shows that the DSN algorithms 
outperform the conventional SN algorithm in most 
cases. 

This paper is organised as follows. In Section 2, we 
give a qualitative analysis of the SN algorithm. Sec-
tion 3 introduces a family of new algorithms which 
are all dynamic in nature. In Section 4, a perfor-
mance study is carried out, showing the improvement 
achieved by the new approach. Finally we give con-
clusions in Section 5. 
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2 The SN Algorithm 

In this section we first identify where in the SN algo-
rithm improvements could be made, and in the next 
section we will show how to make these improvements 
so that the TC of a relation can be computed dynam-
ically. The reader is assumed to be familiar with the 
concept of TC and the basic relational database op-
erations. 

2.1 The Algorithm 

To make this paper self-contained, we re-cast the SN 
algorithm below, where R is the input relation (as-
sumed to be binary) and T is the TC of R. 

SN (R: operand, T: closure); 
begin 

T := R; t!..T := R; 
repeat 

t!..T :=!:!..ToR; 
t!..T := B(t!..T); 
t!..T :=!:!..T-T; 
T :=T+t!..T 

until t!..T = c/J 
end 

The operator o is the composition operator defined 
as follows: 

R oS= 7r1,4(R I><IR.2=S.l S) 

where 1r and lXI are the relational algebra operators 
projection and join, respectively. I><IR.2=S.l denotes 
the equi-join of R and S over the second attribute 
of R and the first attribute of S. 1r1,4 denotes the 
projection of the first and the fourth attributes of 
the relation obtained from the join. () is a function 
which eliminates the duplicate tuples from a relation. 
Finally, - denotes the relational operator difference, 
and + is a simplified union operation which adds ev-
ery tuple of t!..T into T.l 

2.2 An Analysis 

To illustrate how the SN algorithm works we use 
graph terminology. Consider R being stored as a di-
rected graph where nodes are the distinct values in 
R and edges are the tuples of R. The SN algorithm 
works as follows. 

The o operation is used to traverse the graph. That 
is, by performing the o operation repeatedly, we find 
all such pairs ( x, y) that y is reachable from x, where 
x and y are the nodes of the graph. This produces 
all the tuples for the TC of R. The o operation may, 
however, produce some duplicate pairs. This is due 

1 Note that for the purpose of illustrating our new approach, 
we have represented the SN algorithm here rather differently 
from its usual representation in the literature, where the () op-
eration is implicit and is implemented as part of the difference 
operation through hashing [14, 11]. 
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to the existence of different paths between the same 
pair of nodes, with either the same length or different 
lengths. Obviously, only one needs to be retained 
and the duplicates should be removed. The () and 
- operations are used to remove these two types of 
duplicates. Finally, the + operation accumulates the 
generated pairs from each iteration into TC. 

It is clear from the above analysis that only two 
operations, o and +, are necessary. The other two 
are only useful when the conditions are right. That 
is, as long as there are no paths of the same length 
(different lengths) between the same pair of nodes, 
then there will be no need to perform the () (-) oper-
ation, because no duplicates can be produced. Note 
that such conditions may vary from iteration to itera-
tion. A given relation may produce many duplicates 
at iteration i, but very few or none at iteration k, 
k # i. Thus, whether the two operations should be 
performed should be checked ideally at each itera-
tion. The SN algorithm performs all the operations 
statically at each iteration, regardless of the relation 
involved. This means that its performance may not 
be optimised for some special cases. For example, if 
a relation is formed as a strict tree structure, then 
neither () nor - needs to be performed. 

In this paper we refer to the specific features of a 
relation structure the properties of the relation, and 
our objective is to make use of such properties to 
optimise TC computation for relations. This may 
not be easy because 

• it can be time consuming to examine a relation 
in order to know precisely what properties that 
relation may have, and 

• even if we know the precise properties of a given 
relation, it can still be difficult to make use of it. 
For example, if we know that relation R produces 
d number of duplicates at iteration i, shall we 
perform the () operation? 

In the following we present a family of Dynamic SN 
algorithms which are capable of dynamically deciding 
at each iteration whether the two operations should 
be performed by observing the properties that a re-
lation may have during the course of computation. 

3 The DSN Algorithms 

We now introduce the Dynamic Semi-Naive (DSN) 
algorithms. Since both () and - operations involve 
the elimination of some unwanted tuples from a given 
relation, we collectively call them the elimination op-
eration in the following discussion when there is no 
confusion. 

A general framework for performing the SN algo-
rithm dynamically is presented below. Note that we 
have subscripted the t!..T variable to denote its differ-
ent occurrences in the algorithm. This will facilitate 
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our discussion later. The reader should ignore these 
subscripts at this stage. 

DSN (R: operand, T: closure); 
begin 

T := R; tl.T := R; 
repeat 

tl.T1 := tl.To o R; 
If C1 then tl.T2 := 11(/:l.Tl) 

else tl.T2 := tl.T1; 
If C2 then tl.T3 := tl.T2 - T 

else tl.T3 := tl.T2 ; 
T := T+ tl.T3 

until tl.T = ifJ 
end 

As can be seen, DSN performs the two operations 
conditionally, depending upon C1 and C2 . The ques-
tion is how to set up cl and c2 dynamically at each 
iteration so that the overall computation is optimal. 
Generally speaking, this is a difficult task. 

We derive both C1 and C2 by observing the infor-
mation available during the course of TC computa-
tion. For each iteration, we perform the following two 
estimations on the involved relation. Based on these 
estimations, cl and c2 are set. 

• Duplicate Estimation. Whether the elimination 
operation should be performed is clearly depen-
dent upon if there is any duplicate present in a 
relation. The duplicate estimation is to estimate 
how many duplicates are likely present in a given 
relation, without actually going through the en-
tire relation. 

• Cost Estimation. Once the amount of duplicates 
in a given relation is known (assuming that the 
estimation is reasonably accurate), we have two 
choices: either to remove the duplicates from 
the relation, in which case it will incur the cost 
of performing the elimination operation at the 
current iteration - but the subsequent opera-
tions in the later iterations could be cheaper to 
perform due to a reduced relation; or we can 
leave the duplicates in the relation, in which 
case it costs nothing currently - but the sub-
sequent operations could be more expensive to 
perform as a larger relation would have to be 
processed. To decide whether the elimination 
operation should be performed, we estimate the 
costs for both options using a specific cost met-
ric. Only when the cost of performing the elimi-
nation operation is smaller than that of not per-
forming it, will we actually perform the opera-
tion. 

Obviously, the techniques for both estimations will 
have to satisfy the following criterion: they must be 
cheap to perform with reasonable accuracy. Other-
wise, the gains will be offset by the cost of perform-
ing the estimations. In the following sections we in-
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traduce a number of techniques for both duplicate 
estimation and cost estimation. 

3.1 Duplicate Estimation 

In this section we introduce four duplicate estimation 
techniques. We make no assumptions about the data 
distribution in a relation. On the contrary, we expect 
our DSN algorithms to discover and to make use of a 
particular data distribution during the course of TC 
computation. Of course, if the data distribution is 
known, then it is possible to specialise the techniques 
introduced here to take advantage ofthis known data 
distribution to achieve better estimations. 

Sampled Estimation 

This technique represents the most intuitive method. 
It estimates the amount of duplicates by actually per-
forming the elimination operation on a sampled page 
of the involved relation. For example, suppose that 
tl.T1 ( tl.T after the o operation and before the 11 oper-
ation) has n pages and tl.Ts is a sample page of tl.T1, 
then the size of tl.T2 (D..T after the 8 operation), de-
noted by I tl.T2!, is estimated by 

j/:l.T2/ = n X /8(/:l.Ts)l 
where !8(/:l.Ts)i is the size of D..Ts with duplicates re-
moved. For the difference operation, estimation for 
/tl.T31 is worked out similarly from jtl.T2/. Clearly, 
as long as the sampled page is a true representation 
of the relation involved, this technique can expect to 
perform well. Note that a database relation typically 
consists of many pages. The cost of performing this 
sample test is thus negligible. 

Probabilistic Estimation 

This technique estimates the amount of duplicates 
based on probability. For the 8 operation, we use 
the basic ball-box occupancy model. That is, given 
n boxes and m balls, the expected number of boxes 
to be occupied after throwing the m balls into the n 
boxes, assuming that it is equally probable that a ball 
lands in any one of the boxes, is n x (1 - e-~) [6]. 
To use this model, we consider /tl.T1! (the number of 
tuples in tl.T1) to be the balls, Ndt (the number of 
distinct tuples that the TC of R could possibly have) 
to be the boxes. Then !tl.T2I is estimated by 

IATtl 
jtl.T2 1 = Ndt x (1- e- Nd< ). 

That is, the duplicates are those balls which land in 
the same box. There are a number of techniques to 
estimate Ndt with reasonable accuracy [7, 12]. For 
simplicity, we estimate Ndt crudely by Nd x Nd where 
Nd is the number of distinct nodes in R. 

For the difference operation /tl.T3! is estimated 
slightly differently by 

ltl.T31 = ltl.T2 X (1 - ITI ) 
Ndt 

Spring 1995 



28 

where ITI is the size of partial TC derived so far. 
The derivation of this formula is based on the follow-
ing observation. Since Ndt is the number of distinct 
tuples that the TC of R could have and T is a subset 
of Ndt, the probability that a tuple of 6.T2 does not 
find a duplicate in T is the same as the probability 
that such a value maps into the portion of Ndt not 
occupied by the tuples ofT. 

Iterative Estimation 

Both sampled and probabilistic estimations are based 
on the information available within the current iter-
ation, and they do not make use of history informa-
tion. The iterative estimation, on the other hand, es-
timates the amount of duplicates at iteration i based 
on the information available at both iterations i and 
i - 1. The idea is that the recent past could be a 
good guide for the near future . For the B operation, 
for example, we estimate j6.T2I as follows. Suppose 
that we have recorded the following ratio at iteration 
i- 1 

where superscripts are used to denote iterations. 
Then for iteration i, jilT~I is estimated by 

That is, we derive the estimation based on the belief 
that iteration i should have roughly the same expan-
sion as iteration i- 1. After the B operation at itera-
tion i , a will be updated accordingly. The estimation 
for the difference operation is similar to the above 
estimation, except that a different ratio f3 is used at 
each iteration. 

Averaged Estimation 

Instead of using just the information available in the 
previous iteration, this technique accumulates the in-
formation collected at each iteration and use the ag-
gregate to estimate the amount of duplicates. This 
could be useful to avoid some sudden and isolated 
changes from one iteration to another. For the B op-
eration, for example, the ratio oi-l at iteration i - 1 
is derived by 

The ratio oi-l is then used to estimate the amount 
of duplicates at iteration i in the same way as the 
iterative estimation does. Again, the estimation for 
the difference operation can be carried out similarly. 

We finish this section with the following comment. 
The techniques introduced in this section are repre-
sentative and mainly for illustrating our principle: the 
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useful properties of a relation (i .e. producing dupli-
cates or not) should be observed and utilised dynam-
ically during the course of its TC computation. It is 
also possible to consider other forms of estimation or 
the combinations of different techniques. For exam-
ple, variance may be considered in estimation, or the 
iterative and averaged estimations may be combined 
by assigning a weight on each, so that immediate and 
earlier history may have different weights of influence 
on the estimation for the current iteration. For the 
purpose of this paper, we do not discuss this issue 
further . 

3.2 Cost Estimation 

Once we have estimated the amount of duplicates, we 
must then decide if we should eliminate them. The 
reason that we do not always perform the elimina-
tion operation is that it may not always boost per-
formance. For example, if the amount of duplicates 
in a relation is small, then it might be more efficient 
to leave them in the relation. In other words, it could 
be more efficient if we accumulate small amounts and 
eliminate them together once it becomes worth doing 
so. Clearly, what we need is a threshold or criterion 
by which we can decide whether the elimination op-
eration should be performed. In the following, we 
introduce two techniques for setting up such thresh-
old . These techniques estimate the costs involved in 
both eliminating and not eliminating the duplicates, 
dynamically at each iteration. We will perform the 
elimination operation only when it costs less than not 
performing it. 

Fixed Estimation 

This technique estimates the cost by setting up a 
threshold, 0 ~ r ~ 1, ·which is fixed prior to the 
TC computation and remains fixed during the com-
putation . This threshold represents the amount of 
duplicates in a given relation that can be tolerated. 
That is, suppose that a relation S is estimated to 
have the size of ISdl after the duplicates are removed. 
Then the fixed cost estimation says that we should 
perform the elimination operation if 

In so doing, we believe that for the amount of du-
plicates which exceeds the given threshold , it will be 
more expensive to keep them and will be better to 
have them eliminated . For example, suppose that we 
setT= 0.05, which means that a relation could afford 
to keep a maximum of 5% duplicates in the relation, 
and assume that through the sampled estimation we 
have 1- (j6.T2 1/I6.T11) = 0.1, which means that we 
have about 10% of tuples in 6.T1 that are duplicates. 
Then using the fixed cost estimation, we will perform 
the elimination operation. This can be useful if we 
know the processing environment well and know how 
to set up a threshold for optimal performance. 
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Probabilistic Estimation 

For a wider range of applications, setting up a fixed 
optimal threshold can be difficult. The probabilistic 
estimation works out the cost dynamically at each 
iteration using a probabilistic model. To illustrate 
how this technique works, we consider the 8 operation 
below. The estimation for the difference operation is 
a similar process. 

Suppose that at iteration i we need to decide 
whether we should perform (}(t!.T{). The proba-
bilistic estimation works by continuing the execu-
tion, probabilistically, using the SN algorithm as fol-
lows, where OutDegree is the average number of out-
going edges that each node of R has. Note that 
L'!.T~ = t!.TJ+l. 

k := i; 
Repeat 

[t!..Tfl := [t!..Ttfl x OutDegree; 
[<>.T~I 

[b..T;[ := Ndt x (1- e- Ndt ); (**) 
lt!.Ttl := [t!..T;I X (1- _!TI_NT ); (***) 

dt 

ITI := [T[ + [L'!.Tfl 
until[L'!..Tal = 0 

That is, instead of actually performing the opera-
tions on the relations to work out the cost, we proba-
bilistically estimate the sizes of the relations involved 
in the operations to be performed in the remaining 
iterations. Based on these estimated sizes and the 
cost formulas (see Section 4.1), we calculate the cost 
involved in each operation performed. As such, the 
total cost is estimated at the end of execution. 

The above cost estimation is carried out for both 
performing and not performing the (} operation. The 
difference between the two will determine whether the 
8 operation will be performed. Note that the two esti-
mations will require two different entries to the above 
probabilistic procedure. To estimate the cost for per-
forming the (} operation, the probabilistic execution 
starts at the line marked with (**) at iteration i, and 
then follows the entire program through till the end. 
To estimate the cost for not performing the (} oper-
ation, the probabilistic execution starts at the line 
marked with (***). For simplicity, we do not include 
the coding for this in the above procedure. 

3.3 Termination 
In this section we consider the termination issues of 
the proposed DSN algorithms. Since DSN may not 
perform the elimination operation, it is possible that 
DSN will n"ot terminate. Even if DSN could termi-
nate on some cases, it could be too costly to wait for 
its termination. When using the iterative estimation, 
for example, a very high a ratio at iteration i and a 
very low a at iteration i + 1 would mean that DSN 
may consider most of duplicates at iteration i + 1 
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to be part of the expansion, and thus keep them in 
tne relation. This will quickly increase the size of 
T, thereby degrading performance. For both termi-
nation and performance reasons, therefore, we allow 
the DSN algorithms to be interrupted in the middle 
of computation, and switched back to conventional 
SN computation which is guaranteed to terminate. 
This is achieved by modifying DSN as follows: 

DSN (R: operand, T: closure); 
begin 

E := estimate(R); 
while L'!.T # ifJ and [TI :::; E do 

perform the DSN operations; 
while [t!..T[ # ifJ do 

perform the SN operations; 
T := (}(T) 

end 

That is, we estimate E, the size of TC, first and 
when [T[ exceeds the estimated value, we switch back 
to conventional SN computation. As such we will not 
add too many duplicates into T in order to terminate. 
The final 8 operation can be optional. That is, if the 
user requires the result to contain only the distinct 
tuples, then it should be performed. Otherwise, it 
can be omitted. This is equivalent to the DISTINCT 
option in SQL for conventional database queries. 

The following theorem shows that the modified 
DSN will always terminate. 

Theorem 1 The modified DSN algorithms termi-
nates correctly with all the combinations of duplicate 
estimation and cost estimation techniques. 

Proof Sketch. Suppose that the SN algorithm 
takes m iterations to termination on relation R. 
Then, it takes at most m iterations for the DSN algo-
rithms to have all the tuples in T. After this only one 
difference operation will terminate the computation. 
If DSN does perform one difference operation after 
the mth iteration, then L'!.T should become ifJ and it 
thus terminates. If DSN does not perform any dif-
ference after the mth iteration, then it can only add 
tuples into T. This will make [TI > E eventually, and 
ensure termination. 

4 Performance 

We now study the performance of DSN in terms of 
response time, defined to be the time elapsed from 
the initiation to the completion of an algorithm. We 
compare the performance with SN in order to show 
the benefit of the new approach. 

4.1 The Model 
Analytic modeling techniques are used to measure 
the response time for each algorithm.2 That is, we 

2The analytic model used here is largely due to [14], al-
though improvement has been made to make the model more 
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assume some basic parameters about the processing 
environment and then relate these parameters to the 
response time of each algorithm. For example, as-
sume that R 3 :::: R 1 o R 2 is implemented by using 
a hash-based join algorithm followed by moving the 
required attributes to R3 as results. Then the time 
required to perform this operation is 

composition (R3 :::: R1 o R2) :::: 
'lio x P1(IR11)+ /*bring the pages of R1 

into memory *I 
Tha•h X IR1I+ I* for every tuple in R1 

locate the page of R 2 
with matching tuples *I 

T;o x IR1I x P2(IR21)+ I* bring the page into 
memory if it is not al-
ready there *I 

Tcomp X IR1I X ~+ /* search through the 
Tsi~e 

page for matching tuples 
*I 

Tmove X IR31 I* store result tuples in 
R3 *I 

'lio X Pl (IR31} /* store R3 back to disk 
*I 

The meanings for the processing environment pa-
rameters, such as T; 0 , are given in Table 1. Pl(IRI} 
is the number of pages of R that need to be brought 
into memory from disks, whereas P2(1Ri) is the prob-
ability that one page of R needs to be read from the 
disk. 

Cost formulas for other operations may be derived 
similarly. For brevity they are not given here. Note 
that which algorithms to use to implement these op-
erations is not particularly . significant in our study, 
because we are primarily interested in the compara-
tive performance for the algorithms, rather than the 
absolute performance for each individual algorithm. 
For example, if a particular algorithm speeds up the 
o operation, it will speed up both SN and DSN algo-
rithms. Of course, fast () and - operations would see 
the savings achieved by DSN shrinking. Modeling the 
performance of TC algorithms involving issues such 
as which buffering strategy to adopt or which join al-
gorithm to use can be complex. The reader is referred 
to [11] for a detailed discussion. 

Based on these formulas, it is straightforward to 
formulate the response time (RTime) for each algo-
rithm. For example, the response time for SN can be 
computed as follows: 

RTime(SN) 
m 

i=l 

+T(b.T:::: B(b.T;)) 
+T(b.T; :::: b.T;- Ti) 
+T(T; :::: b.T; + T;)] 

where m is the number of iterations performed by 
SN in order to obtain TC and T(x) denotes the time 

accurate. 
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taken to perform operation x. Note that for the DSN 
algorithms, the inclusion of costs for the B and -
operations will be dependent on whether they are ac-
tually performed by the algorithms. 

4.2 Benchmarks 

To study the performance of an algorithm for com-
puting the TC of a relation using the analytic model, 
it is necessary to have a number of sample relations 
and some assumptions on the processing environ-
ment. We used three synthetic structures as basis 
for constructing sample relations in this performance 
study. These structures are shown in Fig. L 

(a) Tree (b) Cylinder (c) Random 

Figure 1: Structures for Constructing Relations 

These structures are chosen because each can be 
used to construct a relation with a unique property. 
A tree structured relation is acyclic and generates 
no duplicates during its TC computation. A cylin-
der structured relation is also acyclic but generates 
many duplicates . Finally, a random relation is the 
most general case; it can be cyclic or acyclic and 
may or may not generate duplicates , depending on 
the random relation generator. Clearly, relations con-
structed according to these structures are very suit-
able for studying the performance of our new algo-
rithms. 

For the processing environment, we have assumed 
some typical values in Table 1 for the involved param-
eters. Obviously, these values could easily be changed 
if a different processing environment is to be consid-
ered. 

Table I: Processing Environment Parameters 

Parameter Definition Assumed 
Thash compute a hash function 10 J-lS 
'lio perform a random io 0.5 ms 
Tcomp compare two values 1 J-lS 
Tmove move a tuple memory 5 J-lS 
Psize page size in bytes 1024 
Tsize tuple size in bytes 32 
B size buffer size in pages 4 

4.3 Analysis of Results 

In order to use the cost formulas to compute the re-
sponse time for each algorithm, we need to have val-
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ues for some dynamic parameters, such as the size of 
tJ.Ti. While other performance studies presented in 
the literature have assumed some average values for 
these parameters [14, 5, 17], we obtain these values 
by simulating the execution of each algorithm. In 
this way, our model is able to accurately reflect the 
workload involved in the computation, yet is flexible 
in varying the processing environment parameters. 

We have introduced 4 duplicate estimation tech-
niques and 2 cost estimation techniques in this pa-
per. We have thus in total 8 DSN algorithms. Each 
of these algorithms is allowed to have the distinct op-
tion on and off. We refer to each of these algorithms 
with the following convention. If the algorithm is us-
ing Iterative duplicate estimation, Probabilistic cost 
estimation and having the Distinct mode on, the al-
gorithm will be called DSN-IPD. Note that for algo-
rithms using sampled duplicate estimation and fixed 
cost estimation, they can be further varied by setting 
up different threshold values and sample sizes. For 
brevity of discussion here, however, the threshold is 
fixed to 0.01 and the sample size is fixed to 256 tu-
pies. Each algorithm is then tested on 6 different sets 
of relations. Each set of relations is constructed ac-
cording to one of the data structures given in Fig. 1 
by varying either the size of the relation or the other 
parameter of the structure. This gives us a total of 96 
sets of results. In the following we shall only present 
some representative results. 

4.3.1 Experiments with Fixed Size 

We first analyse the performance from the experi-
ments where the size of the relation to be computed 
is fixed to 1000 tuples. Note that we used a rather 
small relation in our study. Again, this is because we 
are interested in the comparative performance for the 
algorithms, rather than the absolute performance for 
each individual algorithm (in which case using a small 
relation is meaningless). However, it should also be 
noted that we used a small buffer for each relation. 
Thus, the effect of heavy I/0 operations required by 
large relations is fairly simulated in our model. The 
following figures plot the response time with respect 
to the varying parameter of the corresponding struc-
ture. 

Fig. 2 plots the response time for the DSN algo-
rithms applied to a tree relation R, with (a) using 
fixed cost estimation and (b) using probabilistic cost 
estimation. The varying parameter is the OutDegree 
which is the average number of outgoing edges that 
each node of R has. 

A tree relation is strictly acyclic and generates no 
duplicates in the course of its TC computation. Thus, 
one would expect an efficient algorithm to utilise this 
property and perform no elimination operations at 
all. The observation made during the experiments 
confirmed that indeed no elimination operations were 
performed by DSN. It is clear from Fig. 2 that all the 
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Figure 2: RTime for Tree Relations 

DSN algorithms have achieved the same significant 
performance improvement (about 100%) in compar-
ison with SN (note that because of the same perfor-
mance, DSN-SFD, DSN-PFD, DSN-IFD and DSN-
AFD (DSN-SOD, DSN-PPD, DSN-IPD and DSN-
APD) are all plotted on the same curve, making only 
the DSN-SFD {DSN-SPD) curve visible in Fig. 2a 
(Fig. 2b)). The improved performance suggests that 
our estimation can work particularly well for this 
structure. 

Fig. 3 plots the response time for the DSN algo-
rithms applied to a cylinder relation R, again with 
(a) using fixed cost estimation and (b) using proba-
bilistic cost estimation. The varying parameter is the 
breadth which is the number of nodes at each level of 
a cylinder. 
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Figure 3: RTime for Cylinder Relations 

A cylinder relation is acyclic, but contains multiple 
paths of equal length between many pairs of nodes. 
This suggests that many duplicates will be generated 
during the course of computation. One thus should 
expect to perform the () operation extensively. On 
the other hand, there are no paths of different lengths 
between any pair of nodes, and hence the difference 
operation could still be saved. From Fig. 3, it is clear 
that this is achieved by some algorithms. However , 
the probabilistic duplicate estimation does not esti-
mate the workload well , and this resulted in a worse-
than-SN performance in using either fixed and proba-
bilistic cost estimation. The observation made during 
the experiments revealed that both performed some 
difference operations but missed a few () operations. 
Whenever the () operation was missed, a large tiT was 
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used in the subsequent - and o operations, causing 
expensive computation. However, the improvement 
achieved by other algorithms is still quite substan-
tial. 

Fig. 4 plots the response time for the DSN algo-
rithms applied to a random relation R, with (a) us-
ing fixed cost estimation and (b) using probabilistic 
cost estimation. The varying parameter is the do-
main size which is the number of nodes from which 
R is constructed . 
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Figure 4 : RTime for Random Relations 

This is the most interesting set of experiments to 
observe, because the relations involved are derived 
randomly. This time, we find that none of the algo-
rithms offer significant performance improvement in 
comparison with SN, some are actually worse than 
SN. This should not be surprising because the objec-
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tive of our new approach is to allow efficient computa-
tion for relations with certain properties. For general 
relations, we only require that the new algorithms 
are still applicable without performance degradation. 
Other than for the iterative and averaged duplicate 
estimations and for a few isolated cases, this has 
clearly been achieved a!ld the curves in Fig. 4 seem to 
confirm that random relations are computed largely 
at the performance of SN (Note again the overlap of 
curves). The worse-than-SN performance for both it-
erative and averaged estimations should be attributed 
to the fact that when a relation is truly random, the 
past history may not be a useful indicator for the fu-
ture. However, it does seem to be that the averaged 
estimation is better than the iterative estimation be-
cause more is taken into account when the estimation 
is made. 

4.3.2 Experiments with Varying Size 

We have also conducted an extensive range of tests 
on relations with their sizes varied and the other pa-
rameter fixed. On the whole, the results seem to 
be scalable. That is, the larger the size, the bet-
ter the speedup. In Fig. 5 we give only the result 
obtained from running the algorithms on random re-
lations with domain/size ratio set to 1, again with (a) 
using fixed cost estimation and (b) using probabilistic 
estimation. Note that in (b), DSN-PPD, DSN-IPD 
and DSN-APD share almost the same performance, 
and hence their curves overlap. 

As can be seen, the DSN algorithms again have 
proved to be effective, particularly when the relation 
is large. It is also interesting to note that a larger re-
lation does not always take longer to compute. The 
interconnection among the nodes plays an important 
role in TC computation. For example, in Fig. 5, the 
relation with 5000 tuples (R5000 ) took longer to com-
pute than the relation with 7000 tuples (R7oo0). This 
is because our random relation generator happened to 
generate the relations in such a way that the nodes in 
Rsooo are more connected than those in R1ooo, causing 
larger D..T and T to be dealt with. 

4.3.3 Termination Size Estimation 

It is also useful to observe the effect of termination 
size estimation on DSN's performance. In Fig. 6, we 
plot the actual TC size vs the estimated size for each 
random relation used in Fig. 4. For brevity again, 
we do not include the comparisons for other relations 
here. 

In most cases, the TC sizes are significantly over-
estimated. This is largely because we have used a 
rather primitive estimation for Ndt which is actu-
ally the upper bound. This over-estimated size has 
different effects on performance for different exper-
iments. With random relations of 1000 tuples con-
structed from a domain of 800 or 1000 nodes, it is 
likely that the relations are cyclic (in fact they are). 

Australian Journal of Intelligent Information Processing Systems 

3888 ,-------------------, 

2S88 

2888 

u 
- 2.588 .I 
liil 

1.888 

SB8 

~sn 

-Dsn-SFD 
~Dsn-PFD 

-Dsn-IFD 
-DSN-AFD 

8 +---+--____,c----+---+--+-----+----+-----j 
18- 3888 

2588 

2888 

u ! 1588 

liil 

1888 

588 

3888 

5888 
i:upl .... 

5888 
t.q.J.... 

7888 

7888 

18888 

188-

33 

Figure 5: RTime for Random Relations with Vary-
ing Sizes 

When a relation is cyclic, DSN is liable to perform 
some redundant work. For example, when the fixed 
cost estimation is used, DSN may decide not to per-
form quite a few elimination operations because the 
amount of duplicates is too small for each individual 
case. But this small amount of duplicates will not 
go away until we perform the elimination operation. 
As such, it adds duplicates into T until it exceeds 
the estimated size, before switching the execution to 
SN. The effect of performing this amount of redun-
dant work is clearly exhibited in Fig. 4. On the other 
hand, for relations constructed from a larger domain, 
they are more likely to be acyclic. The over-estimated 
size should not have too much effect on performance 
as the computation will normally terminate before its 
size exceeds the estimated one. Thus, the accuracy 
of termination size estimation in DSN can also be an 
important factor for its success. 

We finish this section with the following summary 
on performance. Firstly, we found that DSN out-
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Figure 6: Estimated Size vs Actual Size for Random 
Relations 

performed the conventional SN in most cases (about 
84% of all the experiments conducted). This is very 
encouraging. Secondly, the sampled duplicate esti-
mation emerged to be the best of all. That is, it 
consistently outperformed SN in all cases. Finally, 
there is no clear evidence as to which one is better 
between the fixed and probabilistic cost estimations. 
While this is surprising, the implication could be that 
it is perhaps more important to consider the dupli-
cate estimation techniques as it has more influence 
on performance. 

5 Conclusions 

In this paper we have introduced a family of dynamic 
algorithms for computing the TC of a database rela-
tion. The new approach is intended to compute the 
TC of a relation in the way that is optimal for its 
properties. More importantly, this optimal computa-
tion of TC is achieved dynamically. That is, we do 
not need to know what properties a relation possesses 
prior to the computation. Rather, they are discovered 
during the course of computation. The performance 
study carried out in this paper has clearly shown the 
usefulness of the new algorithms. Efficient compu-
tation (in terms of response time) for relations with 
certain properties is achieved, but on the other hand, 
general relations do not need to be factored out and 
can still be computed by the same algorithms. 

While the study carried out in this paper repre-
sents an initial success of the new approach, it is far 
from perfect. We intend to pursue this direction fur-
ther. In particular, since the new approach involves 
a process of discovering and utilising some properties 
during the computation, more advanced knowledge 
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discovery and machine learning techniques should be 
considered. For example, it is interesting to con-
sider how to accumulate the observations from indi-
vidual runs and summarise them into general heuris-
tic rules [18]. Moreover, since the proposed approach 
dynamically estimates some future and unknown ef-
fects, more sophisticated techniques, such as eviden-
tial reasoning, may be useful. Finally, we emphasis 
that although we demonstrated the new approach in 
this paper within the framework of TC computation 
for database relations, the new approach can have a 
wider range of applications. Indeed, we believe that 
for any computation or algorithm which is heuristic 
in nature, this dynamic approach should be useful. 
The application of the proposed approach in other 
areas will also be investigated. 

Acknowledgment- The author would like to ex-
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Abstract 

Understanding knowledge about space and time is an important ability required in many applications, ranging from 
simple spatial database query to more subtle tasks such as path-planning, navigation and vision. Traditional method for 
representing spatial knowledge is quantitative and relies on the availability of exact data heavily. Qualitative method, 
on the other hand, is advantageous due to its flexibility and robustness in handling inexact data. However, current 
qualitative approaches lack a common working framework encapsulating the essence of a qualitative representation. 
Furthermore, since most qualitative spatial representations are "coordinates1ree", they lack a global structure, thus are 
inefficient in dealing with problems at the global scope. In this paper, we establish a common formal framework based 
on the ubiquitous concept of neighbourhood structures in existing qualitative approaches. Consequently, we propose the 
use of a hierarchical structure as a solution to the global deficiency problem. We prove that the use of a neighbourhood-
based grouping method yields complete and consistent hierarchical abstraction, thus establish the logical soundness of 
the top-down strategy for resolving the global deficiency problem. Finally, we conlude and point out some future 
research directions. 

1 Introduction 

Existing approaches to representing spatio-temporal 
knowledge fall under two main categories: quantitative 
and qualitative. Quantitative methods represent properties 
in the form of exact measurements, qualitative methods 
represent properties in a relative way and focus on their 
essential characteristics. 

In comparison with the quantitative methods, the 
qualitative methods have the following advantages: 

• The gathering of qualitative data through the use of 
sensors is relatively easier and more robust. 

• Interactions with the environment can be specified in 
a qualitative and flexible way. 

• Qualitative methods possess higher power of 
abstraction. 

Despite these advantages the qualitative methods have the 
following drawbacks: 

• Unlike the quantitative approach, a common and 
sound formal framework for qualitative 
representations has not been investigated fully. 

• Current trends in qualitative methods lack a global 
structure and thus are inefficient at the global level. 

In this paper we: 

• describe a sound common formal framework fvr 
qualitative representations in the spatio-temporal 
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domain based on the · concept of neighbourhood 
structure, thus eliviate the first drawback mentioned 
above. 

• introduces a novel and formal way of constructing 
hierarchical abstractions for qualitative 
representations. The hierarchical abstractions serve a 
global structures and make qualitative representations 
more efficient (eliviating the second drawback). 

This paper is organised as follows. Section 2 provides a 
broad overview of relevant work and existing approaches 
in qualitative spatio-temporal modelling with the 
emphasis on the concept of neighbourhood. In section 3, 
we describe a formal framework for representing 
neighbourhood structures and relations. In section 4, we 
use of the developed framework as a formal ground in 
constructing hierarchical abstractions. Finally, section 5 
provides some useful discussions related to the proposed 
formalism and points out possible future research 
directions. 

2 Related background 

A seminal approach in spatio-temporal modelling is 
Alien's temporal logic [1]. The approach uses temporal 
intervals as the primitive elements and establishes a set of 
relations among the intervals by comparing their extremal 
points. The significance of the approach is its delivery of a 
qualitative and expressive model capable of coping with 
inexact data. A direct extension of Alien's work to the 
spatial domain (the 2-D case) is found in [8]. Other types 
of relations in the spatial domain have also been 
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investigated including directional relations [16], and 
topological relations [4], [5]. 

Freksa [6] proposed an important extension to Alien's 
model in which the neighbourhood concept is introduced 
and ePlphasised. Freksa defined two neighbouring 
relations as those that can be transformed directly from 
one to another by a continuous deformation of events. For 
example, the two relations before and meets are 
neighbouring since X before Y is transformed directly to 
X meets Y if X is slid continually to the left. Other 
possible deformations (apart from sliding) are shortening 
or lengthening an interval. By observing the effects of 
these deformations, a neighbourhood structure for Alien's 
thirteen relations can be constructed as shown in figure 1. 
In addition, Freksa introduced the conceptual 
neighbourhood concept which represents a group of 
relations connected via neighbourhood links. On this 
basis, Freksa proposed a neighbourhood-based inference 
method for reasoning with coarse knowledge where 
conceptual neighbourhoods are considered as primitive 
reasoning units. A further discussion of the approach is 
found in [7]. An extension to the spatial domain is found 
in [9] where the orientational and the topological relations 
between 2-D objects are combined. 

Fig. 1. Neighbourhood structure of Alien's temporall 
relations. 

A series of other approaches in the spatial domain are 
oriented to applications in navigation and path-finding 
[10], [12], [14], [13], [18], [19]. Interestingly, the 
neighbourhood concept can be found in these models in 
the form of links between pairs of consecutive nodes in 
their graph-based representations. 

3 Neighbourhood structure 

This section describes a formal framework for defining 
the neibourhood structure in qualitative representations. 
The framework is proposed in [2], [3] and intended as a 
common ground for representing and analysing different" 
qualitative representaions formally. 

3.1 General characteristics of 
neighbourhood structures 

We describe the neighbourhood structure based on three 
general concepts: configuration space, partition of the 
configuration space, and adjacency links between the 
subset elements of the partition. 

Configuration space is an abstract working space 
containing all elements of interest when a problem is 
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represented [15]. For example, given terrain with 
obstacles present, we can make the problem of avoiding 
obstacles implicit by constructing the configuration space 
as the free-space not being occupied by any obstacles and 
limiting the scope of the problem inside this configuration 
space only. 

The partition of the configuration space is a method of 
classifying elements of the configuration space according 
to some properties; it can also be thought of as a cutting 
method to divide the configuration space into connected 
sub-classes and sub-regions. For example, Alien [1] 
divided the configuration space P into thirteen different 
classes corresponding to thirteen possible relations 
between two intervals based on the comparison of their 
end points. 

The adjacency links or neighbourhood links are obtained 
directly from the partition of the configuration space. 
They represent the adjacency or neighbourhood properties 
between two partitioning regions. For example, the 
neighbourhood links between Alien's thirteen temporal 
interval relations are established by Freksa [6] as shown 
in figure I. 

3.2 Formal definitions 

We will use the following notion throughout this section: 

• C is a configuration space with a topology A 
• P(C) is a partition of C. 
• X, Y are some arbitrary subsets of C. 
• c(X) is the closure of X where X is a subset of C. 

3.2.1 Neighbourhood links 

With an abstract configuration space C, the problem of 
establishing neighbourhood links between two regions or 
classes is that of establishing neighbouring links between 
two subsets of C. Intuitively, neighbourhood links should 
characterise the continuity of the transferring movement 
between the two subsets, i.e. the existence of a continuous 
path linking the two subsets together. This continuous 
path between the two subsets corresponds to the 
continuous deformation between two relations mentioned 
in Freksa's definition of neighbouring relations [6] and 
signifies the connectedness between the two subsets. The 
negation of the existence of such a continuous path 
linking the two subsets means that the two subsets are 
separated from each other. 

Definition 3.1. The border between X and Y, denoted by 
border(X,Y) is defined by: 

border( X, Y) = c(X) n c(Y) n (X u Y) 

We notice that: 

border(X,Y) = c(X) n c(Y) n (X u Y) 
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Fig. 2. Neighbouring and non-neighbouring subsets. 

= (c(X) n c(Y) n X) u (c(X) n c(Y) n Y) 
= (c(Y) n X) u (c(X) nY) 

Therefore border(X,Y) can be described intuitively as the 
set of all elements of X that are "closed" to Y and all 
elements of Y that are "closed" to X. 

Definition 3.2. X and Y are separated iff the border 
between X and Y is an empty set, i.e. border( X, Y)= 0 . 
The following definition formalises the concept of 
neighbouring regions based on their separation properties. 

Definition 3.3. X and Y are two neighbouring subsets iff 
X and Y are not separated, i.e. border( X, Y):;t: 0 . 
Figure 2 shows some examples of neighbouring subsets. 
In the trivial case (Fig 2a), if X n Y :;t: 0 then obviously 
border(X, Y) :;t: 0 and therefore X and Y are two 
neighbours. In the more interesting case (Fig 2b) when X 
n Y = 0 and border(X,Y) :;t: 0, the two sets X and Y are 
mutually exclusive, yet cannot be separated from each 
other. 

3.2.2 Neighbourhood structure: connectivity 
graph 

If a neighbourhood link characterises the neighbourhood 
relationship between two subsets of the configuration 
space, a connectivity graph characterises the full 
neighbourhood structure of a partition P( C) of the 
configuration space. From the partition P( C), such a 
graph representation can be constructed by forming nodes 
to represent elements of P( C) and establishing links 
between any two nodes corresponding to two 
neighbouring elements of P( C). Therefore, the 
connectivity graph symbolises the inter-connectedness 
between partitioning regions of the partition P( C). 

The concept of connectivity graphs can be defined 
formally as follows: 

Definition 3.4. Let P( C) be a partition of C into 
connected regions. A connectivity graph of C inspired by 
P( C) is a graph G = (V, E) where: 

1. V= P(C) 
2. E = {(X,Y) I X e V, Y e V and X, Y are two 

neighbouring subsets) 

Figure 2.1 is an example of a connectivity graph 
constructed for Alien's thirteen interval-based temporal 
relations. In other applications which have to deal with 
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large spatial environments such as path-planning or 
navigation, the connectivity graph provides a method for 
breaking up the environments into smaller regions such 
that localised processing of data can be done [10]. 

3.3 Conceptual neighbourhood 

Conceptual neighbourhood is a term used to denote a 
group of regions that are connected via neighbourhood 
links. The concept was introduced by Freksa [ 6] as the 
basis for a method of dealing with knowledge at an 
abstract level based on an important observation that 
regions belonging to the same conceptual neighbourhood, 
i.e. regions connected via neighbourhood links possess 
similar properties. It serves in our model as a basic 
grouping method in constructing a hiererachical 
representation (discussed in section 4). 

A conceptual neighbourhood can be considered as a group 
of partitioning regions, i.e. a subset of the partition P(C); 
the requirement that the group of regions must be 
connected via neighbourhood links then can be expressed 
in the context of the connectivity graph associated with 
P(C). As a result, we state the formal definition for a 
conceptual neighbourhood as follows: 

Definition 3.5. Let P(C) be a part1t10n of the 
configuration space C into connected regions, and G be 
its associated connectivity graph. A set N c P(C) is called 
a conceptual neighbourhood iff the subgraph of G 
restricted to N, GIN is a connected graph. 

The following theorem asserts that a conceptual 
neighbourhood is a connected union of elements of the 
partition P(C). In other words, the connectedness property 
of a conceptual neighbourhood still holds at the 
configuration space level. Proof for this theorem can be 
found in [3]. 

Theorem 3.6. Let N be a conceptual neighbourhood taken 
from the connectivity graph G of the configuration space 
C. Then the set U v is a connected subset of C. 

vEN 

4 Hierarchical 
knowledge 

representation of 

Qualitative representations often have to rely on search to 
retrieve relations at the global level. In this section, our 
main objective is to design a representating method that 
will minimise the searching process and reduce the search 
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overhead. One way to achieve this objective is by 
employing a hybrid approach that depends on a 
quantitative map for extracting global information [10], 
[15]. However, this approach is limited by the requirement 
for quantitative data. We propose that our objective can be 
achieved by stressing on the hierarchical structure of the 
representation and present here a qualitative solution 
based on the concept of hierarchical abstraction by 
neighbourhood grouping. 

As human beings, we tend to consider global information 
as a higher level abstraction of local information. 
Consider the exal!lple of looking at a world map with an 
infinite resolution. At the starting point, we perceive the 
global knowledge about the locations of different countries 
on the map, then in each country, the locations of its main 
cities. Using a microscope, the layout of a city with many 
suburbs can be observed. Increasing the scaling rate, we 
can start perceiving the inside of a suburb with its streets 
and landmarks. Since the perceived knowledge is 
organised into many levels, we are able to deal with 
problems at different scope, either pin-pointing the 
location of a street in the neighbourhood or the location of 
the whole African continent. 

Knowledge representation following this view lends itself 
to a hierarchical structure where the higher level 
represents more abstract (global) knowledge and the 
lower level is an expansion of the higher level to reveal 
more details. At the core of the structure is a grouping of 
detailed (local) knowledge that shares the same properties 
into abstract knowledge characterised by these shared 
properties. Consequently, at any level of the structure, 
knowledge is constrained by the properties inherited from 
the upper level. Reasoning can start at the highest possible 
abstract level, then the results are refined recursively by 
travelling down the tree-structure until the desired level of 
detail is achieved. In this refinement process, the search 
for results at a given level is carefully guided by the 
results obtained from its above level, hence the exhaustive 
behaviour in the search process is eliminated. 

Inspired by this kind of hierarchical structure, we develop 
a formalism called hierarchical abstraction for qualitative 
knowledge representations. Our model is intended in the 
spatio-temporal domain, however the generality of the 
formal framework on which the model is based makes it 
possible to extend the model to other domains as well. 

4.1 Structure 
abstraction 

of the 

4.1.1 Neighbourhood grouping 

hierarchical 

The first step towards constructing such a hierarchical 
abstraction is to design a method for grouping detailed 
knowledge into coarser knowledge. Freksa [6] proposed 
the use of conceptual neighbourhood for this purpose 
since neighbouring elements usually possess similar 
properties. 
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In a . connectivity graph, a conceptual neighbourhood 
represents a group of neighbouring regions in the 
configuration space and is defined as a connected 
subgraph (definition 3.5). By grouping neighbouring 
regions into their conceptual neighbourhoods, a coarser 
partition of the configuration space can be obtained and it 
inspires a new associated connectivity graph. We name 
this method of creating a more abstract graph based on an 
existing graph neighbourhood grouping and define the 
concept formally as follows: 

Definition 4.1. Let G be a graph (V,E). A neighbourhood 
grouping of G produces a graph G * = (V* ,E*) such that: 

1. v* is a partition of V 
2. For every v * E v*, Glv *, the sub graph of G restricted 

to v * is connected. 
* * ) E* 'ff * * d h . * 3. (v i• v*j E 1 v i '#. v j an t ere ex1sts vi E v i• 

Vj E V j such that (vi, Vj) E E. 

The effects of neighbourhood grouping are illustrated in 
figure 3. From now on, we will call the graph G* the 
neighbourhood grouping of G. The first and the third 
condition in the definition 4.1 guarantee that o* is a 
complete and consistent abstraction of G, while the second 
condition ensures that every node of G* is a conceptual 
neighbourhood in G. Applying nel.ghbourhood grouping 
on G therefore creates a new entity G* whose relationship 
with G is similar to the· relationship between two 
consecutive levels in the hierarchical knowledge 
representation metaphore described earlier. 

vf vf 

~ 
G G* 

Fig. 3. Effects of neighbourhood grouping. 

Since G* is intended to be an abstract representation of G, 
we will define a projection function 1t which maps each 
node of G to its associated abstract node in G*. 

Definition 4.2. Let G* be a neighbourhood grouping of G 
and v be a node of G. A node v* of G* is called the 
projection of v on G * iff v E v *. The function 1t that 
maps v to 1t(v) = v* is called the projection function of G 
onG*. 

Since v* is a partition of V, for every V E V, the 
projection of v on G * must exist. Therefore, the projection 
function 1t is defined entirely over V. 

4.1.2 Hierarchical abstraction 
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The next step to construct a hierarchical abstraction is to 
apply neighbourhood grouping recursively on G to 
produce a multi-level structure G, G*, (G*)*, etc .. From 
the properties of neighbourhood grouping we can derive 
that at all levels the structure is complete, consistent and 
retains the neighbourhood properties between its 
elements. Assuming that the structure has n levels with 
the bottom level (level n) being G and the top level (level 
1) being the universal level represented by a single-noded 
graph, we can define the structure as follows: 

Definition 4.3. Let G be a connected graph (E,V). Ann-
level abstraction of G is a structure r n = (G1,G2•···•Gn) 
where Gi is a graph (Vi,Ei), i = 1,2, .. ,n, that satisfies: 

1. Gn = G 
2. IV 11 = 1 and E1 = 0 
3. Gi is a neighbourhood grouping of Gi+ 1 for all i = 

1,2, ... ,n-1 

The following definition provides a generalised concept of 
projection in a multi-level structure. Projection from one 
level to a higher level is defined by applying the 
projection to the next higher level recursively. 

Definition 4.4. Let f'n = (Gl,G2•··· Gn) be an n-level 
abstraction of G and vk be a node of~· For Iei ~1. vi, 
the projection of vk on Gi is defined recursively as: 

1. 
2. 

if i = k, vi = vk 
if i < k, vi = 1tj(Vi+ 1) where 1tj is the projection 
function ofGi+1 on Gi. 

~ 
,, 

' 
' 

' 

' p(A,B -
f} ' 

xA xs 

Fig. 4. Connectivity graph for the grid. 

4.2 Example 
abstractions 

of hieriachical 

Consider an environment made of a grid of NxN unit 
squares. A connectivity graph G = (V,E) can be 
constructed by using the grid as the partition and the 4-
connectivity rule (each square is connected to its four 
adjacent squares) to define the neighbouring links (Fig. 
4). Suppose that we want to find out the direction from A 
to B given the two positions of A and B. In a quantitative 
representation using exact co-ordinates, the problem is 
trivial since one would only have to determine the signs of 
the two components of the vector (xB-XA, YB-YA) (Fig. 4). 
However, using Gas our qualitative representation, a path 
from A to B would have to be searched for, then analysed 
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for the solution. The search for a path from A to B as such 
is an unguided and exhaustive search. 

We construct the hierarchical abstraction r n for G as 
follows. For our convenience, we assume that the size of 
the grid N = 2n-1 for some integer n ~ I and therefore lVI 
= N2 = 4n-I . The 4-node neighbourhood grouping 

. * operatmg on G produces the graph G = (V* ,E*) where 
V* is formed by grouping every four inter-linked nodes in 
V. Let Gn = G, Gi is obtained by applying the 4-node 
neighbourhood grouping on Gi+l for all i = n-l,n-2, ... _,1. 
Since IVil = 1Vi+11/4 and IVnl = 4n-l, we have IVil = 41-1 
and IV 1l = 1. Therefore the structure r n satisfies 
definition 4.3 (Figure 5). 

Levelk 

Levelk+l 

Levelk+2 

Levelll 

Fig. 5. Hierarchical abstraction example. 

Let An=A, Bn=B and Ai, Bi be the projections of An, B0 
on Gi. The relative position between Ai and Bi in Gi 
therefore becomes the abstraction at the i-th level of the 
relative position between A and B in G. 

The problem of finding the global relations between A 
and B can be translated as to find the relation between A 
and B at the highest possible abstract level. We notice that 
at the top level we have At = B1, therefore this level is 
too abstract to produce any useful relation between A and 
B. However, let k =maxi {i I Ai = Bi}, k+l is the highest 
level where Ai:;.:Bi· The relation between Ak+l and Bk+l 
at level k+l yields an approximative direction to which B 
is with respect to A (Figure 4). To find this relation, we 
have to travel the hierarchical abstraction up to the k-th 
level, hence the complexity is O(n), or O(logN). An 
exhaustive search (presumably a breadth-first search) on 
G without the hierarchical abstraction will have a 
compkxity of 0(1VI2), or O(N4). 

4.3 Path-finding with a hierarchical 
abstraction 

Finding a path from one location to another based on the 
knowledge about the environment is an important task in 
many applications. In this subsection, we will investigate 
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the path-finding problem in the context of our hierarchical 
abstraction representation. 

4.3.1 Top-down strategy 

A formal definition of a path, following the concept of 
paths in graph theory is given bellow; however, it should 
be noted that a path is not necessarily acyclic, that is a 
node can be visited more than once: 

Definition 4.5. Given a connectivity graph G = (V,E) and 
two nodes u, v e V, a path from u to v is a tuple 
(X].X2,XJ•···•Xn) S\.lCh that: 

1. Xj=U,Xn=v,xie Vforalll$ i$ n 
2. (xi,xi+J)E E for allJ$ i$ n-1 

With the introduction of a hierarchical abstraction r n• the 
path-finding problem is defined as: given two nodes An 
and Bn in the bottom level Gn, find a path PnCAn,Bn) that 
links An with Bn in Gn. 

To make use of the hierarchical structure we will 
construct the solution based on a top-down strategy1. We 
will begin by finding the solution at the uppermost level of 
r n; in every following step, the solution at the previous 
level is used as a guidance to find the solution at the next 
lower level. Formally, let Ai be the projection of An on 
Gi, i = n-l,n-2, ... ,1, the strategy will attempt to find 
Pi(Ai,Bi) consecutively, starting with i = 1 and finishing 
when i = n. 

Section 4.3.2 below will discuss the theoretical correctness 
of the strategy while section 4.4.3 will provide with the 
detailed algorithm and its computational complexity. 

4.3.2 Completeness and consistency 

There are two important preconditions for the success of 
the method mentioned above: the completeness and the 
consistency of knowledge represented at different levels in 
the hierarchical abstraction. More specifically, the 
representation is complete if all detailed solutions at a 
lower level are encapsulated in some abstract solutions at 
a higher level; the representation is consistent if any 
abstract solution refines to at least one detailed solution. 
The satifaction of these two conditions yields the 
theoretical correctness of the top-down strategy: if there 
exist a solution, the strategy will guarantee to find it. 

In order to discuss the completeness and consistency of 
the hierarchical structure, we will express these two 
properties in terms of two consecutive levels in the 
structure. Equivalently, we can express the complete and 
consistent properties between G and its neighbourhood 

1Top-down strategy is a common method to exploit the 
advantage of having a hierarchical structure. A similar method 
can be found in abstract classical planning (Sacerdoti 1974, 
Knoblock, et. al1991). 
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grouping G*. The theorem for the entire hierarchical 
structure can be generalised easily by induction. 

The next definition extends the concept of projection to 
paths. A path pinG can be considered as a series of nodes 
of G. Looking from G*, the path p is broken into many 
sub-paths, each of which is abstracted by a single node of 
G*. By chaining these abstracted nodes of G*, we obtain 
the projection of p on G*. The concept is defined formally 
in the following definition and illustrated in Fig. 5.6: 

Definition 4.6. Let p(A,B) be a path (xi =A.x2, .. ,xn=B) in 
G. The projection of p on a*, p * is defined as a tuple 

* * * (x l•x 2, .. ,x m> such that: 

* * 1. X i :;t: X i+ l 
2. 3 m+ 1 integers h, h, .. ,jm+ 1 such that 

(a) 1 =h <h < .. <jm+l = n+l 
(b) Vk,ji$k<ji+l•n(xk)=x*i 

The completeness theorem asserts that the projection of 
p(A,B) is also a path in G* that links the projection A to 
the projection of B. Therefore, every solution p(A,B) is 
abstracted by its projection on G*. 

Theorem 4.7 (Completeness theorem). Let p(A,B) be a 
path in G and p* be its projection on G*, then p* is a path 
from n(A)=A *to n(B)=B* in G*. 

x* i= 1 2 m-1 m 

lflj~--~ 
X jl=l 2 3 j2=4jm-l jm n jm+Tn+l 

Fig. 6. Projection of a path. 

* Proof. Let p(A,B) = (x],X2, ... ,xn) and p = 
(x*l·x*2, ... ,x*mJ· From definition 5.5, 3 m+l integers 
h.h, .. ,Jm+l such that I=}] <h < .. <im+l = n+l and 
V k, Ji::;; k <h+I• x*i = 1t (xk)· 

Choose k = Ji and k = h+ rl, we have 
1t(x. ) = x~ and 7t(x. _1) = x~ V i = 1,2, ... ,m (1) 

}; l h+l I 

From (1), we have: 

x; = n(xi) = 7t(x1) = 1t(A) =A* 
and x: = n(xi ... -1) = 1t(xn) = 1t(B) = B* (2) 

* • Also from (1), we have x, .. _1 Ex. , x ·. E x.+1 r+l l lt+l l 

Furthermore, p is a path in G, therefore 
(x, .. _1 ,x, .. ) E E, hence (x*iox*t.+J) e E* (3) 

r+l r+l 
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From (2) and (3), p * is a path in G* from A* to B*. 
(proved) 

The consistency theorem asserts that for any abstract 
solution p*(A *,B*) and for all refinements of A* and B* 
to A and B, there exists a refinement of p* to a path p that 
links A to B. The theorem assures the monotonicity of 
reasoning done at different abstraction levels, therefore 
allows the use of an abstract solution p *(A *,B *) as the 
guidance in the search for p(A,B). 

Theorem 4.8 (Consistency theorem). Let p *(A *,B*) be a 
path in G*, then for all Ae A* and Be B*, there exists a 
path p(A,B) in G such that the projection of p on G* is p *. 

P ·~' L * ( * * * ) s· * · h · rooJ. et p = x J.x 2, ... ,x m. mce p IS a pat m 
* * * * . * G , (x i•x i+ 1) e E , hence there exists: Y;, e x i• 

* and Yi+lb e x i+l such that (Y;, ,yi+lb) e E. (1) 

* * Let y1 =A and Ym =B. SinceA e x 1• Be x m• we 
b • 

* * have y1b e x J. Ym, e x m 

S. * d * . d th . mce y. , y. e x ; an x z' IS connecte , ere exists a 1b 1e " 

Path in x*; that links y. and y . . We choose to index the 
.. 'h '~ 

path as (xi;,xj,+l'"''xh+I-l) whereJi andJi+l are two 
integers,Ji<Ji+l· Effectively, we have: 

xj, = Y;b, xh+,-1 = Y;, 
and for all k, h ~ k <h+l• xk e * X i· (2) 

By concatenating all paths from Y;b to Y;, , we receive a 

tuple p = (x
1
. , x1. +I' ... , x

1
. _1). Without the loss of 

1 1 m+l 

generality, we let }]=1 and n = Jm+J-1. The tuple 
becomes p = ( x J.X2 .. . ,xn). 

Now, we will prove that p is a path from A to B in G and 
the projection of p on G* is p*. 

Since p is a concatenation of shorter paths, p is also a path 
if all the junctions between the sub-paths are connected, or 
if (x. _1 , x 1.. ) e E, or (y. , y .+1 ) e E. This 

Jt+l 1+1 1t I b 

condition is satisfied by (1), hence p is a path in G. 
Furthermore, Xj=Xj, =y1b =A and Xn=Xj,+

1
_ 1 =Ym, =B, 

hence pis a path from A to B. 

On the other hand, l=}]<i2< .. <Jm+l=n+l, and from 
(2), p *is indeed the projection of p on G*. 

Hence, f is a path from A to B and whose projection on 
a* is p . (proved) 

4.4.3 Algorithms and computational complexity 
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The process of consecutively finding Pi(Ai,Bi) starting 
from the top level of the hierarchical structure is 
represented in the following algorithm: 

Algorithm TopDownStrategy 
begin 
DetailedPath = (AJ) 
Fori= 1 to n-1 do 

begin 
AbstractPath = DetailedPath 
DetailedPath= Refine(AbstractPath,Ai+ J•Bi+ 1) 
end 

FinalPath = DetailedPath 
end 

The algorithm starts with the solution at the first level PI 
=(A 1) since At= B1. Next, in every iteration, the current 
solution is refined to a more detailed solution at the next 
level. The solution obtained at the last level becomes the 
final solution. This process is done throu~h the Refine 
sub-process, which takes an abstract path p (A* ,B *), two 
nodes A e A*, B e B* • and produces a refinement of p * 
to p that links A with B. 

Algorithm Refine( AbstractPath,A,B) 
* * * Let AbstractPath = (x J.X 2, .. . ,x mJ 

begin 
DetailedPath = () 
X[ast =A 
Fori= 1 to m-1 do 

begin 
Bridges = FindBridges(x \ x *i+ 1) 
SubPath = PickAPath(x *i,XfasP Bridges) 
xzast = LastOf(SubPath) 
SubPath = SubPath- (X[ast) 
DetailedPath = Add(DetailedPath,SubPath) 
end 

SubPath = FindPath(x*m,Xlast• B) 
DetailedPath = Add(DetailedPath,SubPath) 
Return DetailedPath 
end 

Table I describes the sub-processes used in Refine. Since 
these sub-processes are relatively simple, their detailed 
expansions are omitted for brevity. 

From the table, the complexity of the algvrithm Refine is 
determined as: 
T(Refine) = 
m-1 m m-1 

"(lx~llx~,l+lx ~ l 2 )+lx*l2 = 'lx~l2 +' lx~llx.·+ , l ,£,. I t+ I nl LJ I L..J I l 
i=l i=l i=l 

(1) 

In order to analyse the complexity of the top-down 
strategy, we assert the condition that every neighbourhood 
grouping creates groups of greater-than-one constant 
size. In other words, there exist two constants cl, c2 such 
that 1 < c1 ~ lv *1 < c2 for all v * e v*. This condition 
places the lower and upper bound on the number of nodes 
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that can be grouped in one conceptual neighbourhood, 
hence guarantees the "balance" of the partition of a given 
level into its next higher level. 

With the above assertion, the following theorem holds: 

Theorem 4.9. The complexity of the the top-down 
strategy, T(TopDown) is 
1. O(lpnl + IPn-11 + ... + lp1l) where lpil is the size of the 

2. 
solution Pi at level i 
O(IV nl), where IV nl is the number of nodes at the 
bottom level 

* Proof. From (1) and the fact that lx il < c2, we have: 
T(RefineJ<fc2 1x;l + I:c,lx;l < 2c, f,1x;1 = 2c21p·l (2) 

i:::l i=:l i=l 

Using (2) in the algorithm for TopDownStrategy, we 
have 

m 

T(TopDown) < 2C2 Lipil = 
i=l 

(3) 

On the other hand, since lpil ~ IVil, T(TopDown) < 
2c2(1VJI+IV21+ ... +1Vn1) (4) 

We also have IVil < IVi+ll/c1, hence (4) reduces to a 
linear function of IV nl (proved). 

Since the top-down strategy will have to find all the paths 
Pl· P2· ····Pn at the same time, in the best case, its 
complexity is at least a linearity of lp1l + lpzl + ... + lpnl. 
Therefore the first assertion of theorem 5.8 provides the 
best estimation of the complexity of the strategy. In the 
specific case of the grid environment, this sum can be 
estimated further by IV n 1lh which is the length of the 
With the above assertion, the following theorem holds: 

Theorem 4.9. The complexity of the the top-down 
strategy, T(TopDown) is 
1. O(lpnl + IPn-11 + ... + lp1l) where lpil is the size of the 

solution Pi at level i 
2. 0(1Vn1), where IV nl is the number of nodes at the 

bottom level 
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Proof. From (1) and the fact that lx*il < c2, we have: 
T(Refine)<i,c,lx;l + I;c,lx;l < 2c,flx;l = 2c,lp·l (2) 

i•l i=l i=l 

Using (2) in the algorithm for TopDownStrategy, we 
have 

m 

T(TopDown) < 2C2 L I pi I = 
i=J 

(3) 

On the other hand, since lpjl ~ IVil, T(TopDown) < 
2c2(1VJI+IV21+ ... +1Vnl) (4) 

We also have IVil < IVi+ll/c1, hence (4) reduces to a 
linear function of IV nl (proved). 

Since the top-down strategy will have to find all the paths 
Pl• pz, ····Pn at the same time, in the best case, its 
complexity is at least a linearity of lp1l + lp2l + ... + lpnl. 
Therefore the first assertion of theorem 5.8 provides the 
best estimation of the complexity of the strategy. In the 
specific case of the grid environment, this sum can be 
estimated further by IV nllh which is the length of the 
longest solution; therefore the strategy has the optimal 
complexity among all sequential methods. 

On the other hand, the second assertion of the theorem 
demonstrates the superiority of the strategy over the 
exhaustive search whose complexity would be O(IV n12). 

4.3.4 Efficiency of the solution found 

In every approach, there is always a conflict between the 
efficiency of finding a solution and the efficiency of the 
solution found. The first entity is usually measured by the 
computational complexity of the algorithm, while the 
second entity is measured by how good is the solution in 
solving the required problem. For example, while the 
exhaustive search approach guarantees to find the optimal 
solution, it has a serious drawback in terms of its 
computational efficiency. To decide which approach is the 
most 

Complexity 
FindBridges(x ..,;,x ";~ 1) A bridge is an edge in G of the form ( u, v) where UE * lx"';llx "';~TI x· l 

andve x *i+ I· This process returns the set of all bridges. 
PickAPath( x "",x, B) B represents a set of bridges with starting nodes inside lx ""l2 

x *. x is a node in side x *. The process calculates the cost 
to travel inside x *from x to all other nodes of x *. For 
those nodes that start a bridge, the cost of the bridge is 
added, and the path producing the least cost is chosen. 

FindPaht(x "",x,y) x and y are two nodes in x "'. The process returns the tx "' l ~ 
optimal path f rom x to )' in x *. 

Add(pathl, path2) concatenate path2 to path] and returned the new path lpath21 
LastO/ ( path) returns the last node of a path constant 

Table I. Descriptions of modules used in Refine 
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applicable is context-dependent and depends upon 
different factors such as how fast the task has to be 
accomplished and the acceptability of an inefficient 
solution. 

It should be noted that while the top-down strategy 
overcomes the computational inefficiency of the 
exhaustive approach, it might not always guarantee to find 
an optimal solution. This is because the refinement of the 
optimal solution at a certain level might not lead to the 
optimal solution at the more detailed level. The question 
of under which circumstances our strategy will deliver 
optimal or almost optimal solutions is the topics for future 
investigations. 

4.4 Summary 

In summary, this section has introduced a formalism for 
dealing with knowledge in a hierarchical manner. During 
the construction of the hierarchical structure, we use 
neighbourhood grouping as the qualitative grouping 
technique. The formalism has been demonstrated to 
overcome the deficiency of a non-hierarchical structure at 
global scope. With respect to the path-finding problem, 
we propose the use of the top-down strategy whose 
theoretical correctness is guaranteed by the completeness 
and consistency of the representation formalism. We also 
demonstrate the computational efficiency of the top-down 
strategy. 

5 Discussion and conclusion 

5.1 Discussion 

The proposed representation formalism rests on two main 
points: 

• Neighbourhood relationship: Most changes that 
occur in nature are continuous. The neighbourhood 
relationships capture one of the most important 
property of such continuous changes: they can only 
occur between two neighbouring states. 

• Multi-level hierarchical structure: A hierarchical 
structure illustrates the power of abstraction: to forget 
about unnecessary details and focus on what is most 
important. To accomplish this, we need to abstract, 
i.e. to replace details by a concise abstraction that 
retains what are common and important to us. 
Hierarchical structure also means efficiency. 

Our proposed formalism is a novel way of combining 
these two existing ideas. In constructing hierarchical 
structure, we need to decide what to abstract. Conceptual 
neighbourhood provides a natural answer. The 
combination of a hierarchical structure built on top of 
conceptual neighbourhoods provides a sound, expressive 
and efficient representation of knowledge. The forrr.::tl 
framework on which the representation is rested enables 
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us to show the structure of the representation in its most 
general form. 

The representation plays a special role in representing 
knowledge about space and time. In these two domains, 
the need for modelling continuous changes is prevalent. 
However, existing hierarchical representations are either 
quantitative (therefore are ignorant of the continuity 
property) or even if they are qualitative, fail to capture this 
continuity property. Our proposed representation 
formalism inherits the strength of a qualitative approach, 
the efficiency from its hierarchical structure, and the 
natural ease in modelling continuous actions from its 
neighbourhood structure. 

Due to its generic form, the hierarchical abstraction 
formalism should be applicable in a wide range of 
problem domains and tasking. In [2] we demonstrate 
using the hierarchical abstraction for constructing an 
autonomous agent's cognitive map for a simple spatial 
environment. The resulting hierarchical cognitive map 
has been shown to be cognitively plausible, efficient and 
provide easy incorporation of sensing input from the 
agent's sensors. 

5.2 Conclusion and future work 

In summary, we have presented in this paper a qualitative 
formalism for representing spatial knowledge. We argue 
that in situations where the requirement for exact 
information about the environment is unrealistic, the 
qualitative approach is advantageous and robust in 
dealing with inexact information. Furthermore, a 
qualitative method is also computationally efficient if its 
power of abstraction is exploited. 

Accessing the contributions of this work, we want to 
emphasise on the following aspects presented in the 
paper: 

• A common formal framework for qualitative 
representations based on the formulating of the 
neighbourhood structure concept. 

• The use of neighbourhood groupings a 
neighbourhood-based qualitative grouping method to 
construct hierarchical abstraction representations that 
are both complete and consistent 

Our proposed formalism is centred around the formation 
and enhancement of the neighbourhood structure of the 
spatial representation. While neighbourhood links provide 
a convenient method for representing continuous changes 
from one state to one of its neighbours, neighbourhood-
based grouping provides a useful technique to construct a 
hierarchical structure of abstract representation which can 
be proved to be complete and consistent. The power of 
abstraction of a qualitative representation is maximised in 
the hierarchical structure enabling it to cope with arbitrary 
complexity while retaining the efficiency at the global 
scope. 

Spring 1995 



One possible further work to improve the formalism is the 
investigate efficient ways of forming clusters as basic 
grouping unit. Given the connectivity map at a level, how 
should clusters be formed and grouped together to 
maximise the balance and efficiency of the hierarchical 
structure? One way to answer this question is by looking 
at the ways such clusters have been formed in nature and 
real life: groups of rooms to form building, groups of 
buildings to form a neighbourhood block. Other research 
directions are to find new application grounds for the 
formalism. Applications in spatia-temporal knowledge 
representation and planning look most promising, but 
other domains can also be investigated. 
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Abstract 
In this paper, we present an algorithm for two-dimensional (2-D) motion detection and velocity e s t i m a t i o n .  T h i s  algorithm 
is implemented with a five-layer fuzzy neural network. Here, velocity v e c t o r s  a r e  calculated at e a c h  pixel o f  t h e  image. The 
calculation is carried out by comparing brightness patterns in consecutive tmage frames, usmg fuzzy relatzons. A fuzzy 
control mechanism is employed to strengthen or weaken the results of the comparisons. The results of s i m u l a t i o n s  on 
thousands of synthetic image frames containing moving objects, under different noise and background shadmg conditions, 
show that the model is robust and not too sensitive to noise. 

1 Introduction 

Considerable effort has been spent on developing systems 
capable of processing image sequences which contain 
motion information and require an enormous amount of 
computation [1] [3] [6] [9] [10]. Parallel architectures seem 
to be the more economical and flexible solution for 
achieving the computing power required by motion 
estimation tasks. However, the existing parallel 
architectures cannot handle the uncertainty and imprecision 
that occur in computer vision in general and motion 
estimation i:1 particular. Furthermore, simple template 
matching or correlation schemes suffer from the problem of 
ambiguity in matching. In other words, these methods 
cannot extract the right match if there exist more than one 
possible match [9]. This problem can be overcome if the 
history of motion is taken into account. 

Fuzzy set theory was proposed by Zadeh [ 12] as a means for 
representing uncertainty and imprecision. It models 
imprecise modes of reasoning that play an essential role in 
making decisions in an environment of uncertainty and 
imprecision. Using fuzzy set theory, we can deal efficiently 
with uncertainty in motion estimation. 

More recently neural networks have emerged as powerful 
information processing systems. In this paper we employ 
both fuzzy set theory, which is able to handle uncertainty 
and imprecision, and neural networks, which benefit from 
robust parallel distributed processing, to process image 
sequences containing motion information. In the next 
section, we propose a fuzzy algorithm for motion 
estimation. In Section 3, we describe a five-layer fuzzy 
neural network which implements the proposed algorithm. 
The simulation results are presented and discussed in 
Section 4, which is followed by some concluding remarks. 

2 Proposed Fuzzy Algorithm 
Motion can be regarded as orientation in the spatio-temporal 
domain [2]. This fundamental fact has formed the basis of 
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the algorithm designed for motion estimation in this work. 
In the proposed method, motion evaluation does not depend 
on object detection. Calculation of the velocity vector, 
consisting of average speed and motion direction, is done 
for each pixel individually. Here, we assume that the 
temporal sampling interval is very short and that no 
significant changes occur between two consecutive frames. 
Moreover, each pixel in an image can move to one of its 
nine neighbouring pixels in the successive frame. This 
simplifying assumption is made so as to reduce the 
complexity of the algorithm and simplify the fuzzy-neural 
network architecture. However, the assumption made is not 
a limitatioh of the approach, but a pratical simplification. 
The approach can easily be extended to deal with the objects 
travelling more than one pixel per frame. 

It is well known that the computation of optical motion 
estimation is an ill-posed, ill-conditioned problem [6]. 
When noise is present in the input image, or when pixels 
have the same intensities, it is virtually impossible to find 
out which of the pixels in one frame has moved to a given 
pixel in the next frame if the matching criterion is based on 
pixel intensity values only. A solution to this problem is to 
assign a sector of the image consisting of the given pixel and 
its neighbouring pixels as a representative for the given 
pixel, then compare the sector from the second image with 
sectors of equal size from the first image within a certain 
search area [2] [11]. In our approach, the representative 
sector of a pixel is selected to be the 3 x 3 region comprising 
the pixel itself and its eight neighbouring pixels, as shown 
in Figure 1. 

The search area is limited to the 3 x 3-neighbouring sectors. 
To find out which of the nine possible pixels in the first 
image has moved to a given pixel in the second image, we 
search for the maximum similarity between the 
representative sector of the given pixel and the sectors 
representing its neighbouring pixels, in the first image. This 
is done using fuzzy relations and fuzzy operations. 

Simple template matching or correlation schemes suffer 
from the problem of ambiguity in matching. In other words, 
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if there exist more than one possible match, these methods 
cannot extract the right match [9]. In our approach, a fuzzy 
control mechanism is employed to strengthen or weaken the 
results of the comparisons. This allows the history of motion 
to be taken into account, which resolves the ambiguity 
problem in simple template matching or correlation 
schemes. Obviously, it is feasible to extend the sector size 
and/or the search area at the expense of computational 
complexity and cost. 

The sector {i,j) as a 
~:-;::~~~~~..._,~ representative 

for (i,j)th plxel. 

Figure 1: Representative sector of the (i,j)th pixel. 

A gray-tone image possesses ambiguity within each pixel 
because of the possible multivalued levels of brightness a 
pixel can have [7]. If the gray levels are scaled to lie in the 
range [0, 1], we can view a gray image as a fuzzy set. With 
the concept of fuzzy sets, an image X of size M x N and L 
gray-levels can be considered as an array of fuzzy 
singletons, each having a value of membership denoting its 
degree of brightness r~lative to some brightness level l, 
l = 0, I, ... , L- I. In the notation of fuzzy sets, X may be 
defined as 

X= UU!l lx m n mn mn 
(1) 

m= 1, 2, ... M, n= 1, 2, ... N 
where )l /x (0::;; )l ~ 1) is a fuzzy singleton which mn mn mn 
denotes the grade of possessing some brightness property 
llmn by the (m, n)th pixel [8]. The fuzzy property llmn may 
be defined in a number of ways with respect to any 
brightness level. In this work, a second-order S function [5] 
has been used as follows 

where 

and 

S (x;a, b, c) 
{

0 ifx$;a 
S1 if a< X~ b 

= s2 ifb<x$;c 
1 ifx>c 

2 
(x-a) 

SI ( x ;a, b, c) = -( b--'---a)____.{ c=--- a- ) 

2 (x- c) 
S2 (x;a,b,c)= 1- (c-b) (e-a) 

(2) 

(3) 

(4) 

Before proceeding with the details of how the similarity 
between a given sector in the second image and its nine 
neighbouring sectors in the first image is computed, let us 
describe the parameters we employ to measure the 
similarity an4 the variables we use to store the average 
velocity and motion direction of a given pixel (see Figure 2). 
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1) Last Velocity 
LV is a six-bit register which contains the time interval 
between two consecutive movements of a given pixel. Its 
content is updated whenever a new movement to that pixel 
is detected and used to calculate the average speed. 

Speed = I-LV/63 
where speed is measured in pixels per frame (ppt); the 
maximum speed that can be measured is 1 ppf, as stated in 
the assumption earlier. Note that the direction of movement 
is determined using the direction variables defined below. 
Since we are using six bits for LV, the pixel's speed can 
take only one of 64 possible values. This choice is arbitrary. 
Increasing the register length will increase the number of 
speed values that can be computed, but this also increases 
the complexity and size of the fuzzy neural netw~rk. 

Figure 2: Variables assigned to each pixel. 

2) Current Velocity 
CV is a seven-bit cpunter which represents the current 
velocity being measured for a given pixel. The content of 
this variable, which is increased by one at each sampling 
instant, measures the number of frames (sampling times) 
taken between two consecutive movements. When a new 
movement to a pixel is detected, the content of its CV 
variable is copied to the LV register, and then CV is reset 
to zero. Note that as soon as CV exceeds 63, its content _is 
clipped to 63 and copied to LV. This means that no 
movement has happened during the last 63 input frames. 
Although seven bits are used for CV, only the first six bits 
are used in the calculation of the current velocity. The 
purpose of adding an extra bit to CV is to establish the 
updating mechanism of the control variables which will be 
described later (Equation (6), Figure 5). 

3) Direction Variables 
The variables DW' DNW' DN, DNE' DE' DsE• Ds, Dsw• 

and D M are nine 6-bit registers called the direction 

variables. Each direction variable denotes a membership 
degree of possessing the velocity value stored in LV by the 
pixel in the corresponding direction, e.g. north east, middle, 
south west, etc. These variables are updated together with 
LV when a new movement to the pixel is detected. 
Calculation of the direction variables is performed using the 
following function 

y = expl-~2n2 J (5) 
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where ~ is a constant parameter, which can be selected by 
trial and error or by a learning algorithm, and n is an integer 
in the interval [0, 5]. 

The values of the integer n used to update the direction 
variables in Equation (5) are determined based on the 
estimated direction of motion. The pixel that moved is given 
n = 5, its two nearest neighbours are given n = 4 , and so 
on. Figure 3 illustrates two possible motion directions and 
the values of n corresponding to each direction variable. 
Note that n is always equal to 2 for the middle variable DM. 

(a) (b) 

Figure 3: Numbering example of the direction variables. 
(a) Movement from the south-west pixel (Jf). (b) 
Movement from the east pixel ( +-). 

4) Control Parameters 
Cw, CNW' CN, CNE' CE, CSE' C5, CSW' and CM are nine 
6-bit registers called control parameters. These parameters 
are used in the calculation of the similarity measure. They 
are updated once each sampling interval. In the update 
process, the values of LV and CV, and the value of the 
corresponding direction variable are used to calculate the 
new value of each control parameter. Figure 4 shows the 
variables that are needed in the calculation of the north-west 
control parameter of a given pixel. 

Figure 4: The variables needed for the calculation of the 
NW control parameter CNw· 

The update mechanism is formulated as follows: 

if o::;;cv::;Lv 

if LV< CV$LV + 63 

if LV+ 63 <CV 

(6) 

where 0 ::;Dx$63, 0 <LV$63, and 0$ CV$ 127. 

Figure 5 illustrates a graphical representation of the 
operation described by Equation (6) for updating the control 
parameters. The control parameters are used to suppress the 
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effect of input noise and solve the correspondence problem. 
That is, even when there is more than one good match 
between a sector in the second image and its neighbouring 
sectors in the first image, the best match can still be found. 
The reason is that both time domain and spatial domain 
information is included in the calculation of the best-
matched sector. In the spatial domain the similarity is found 
using the brightness patterns from two consecutive frames, 
whereas in the time domain the results of all previous 
calculations of similarity are used to strengthen or weaken 
the similarity between sectors. 

CNw 
63.0 - - - - - - - - - - - - - - - - - - - - - - -
DNw 

0 
0 LV 63 LV+63 127 

Figure 5: Graphical representation of a control 
parameter updating operation. 

As shown in Figure 5, a control variable is a dynamic 
parameter whose value is changed at each sampling instant. 
Since the sampling interval is small enough, an object can 
only change speed and direction smoothly and gradually. 
When a movement to a given pixel occurs, the movement 
will be transferred to the next pixel with approximately the 
same speed and same direction. Therefore, the possibility of 
transferring the motion from the receiving pixel to the next 
pixel is highest when the time index kept in the CV counter 
of the receiving pixel is nearly equal to the content of the 
LV register. This fuzzy mechanism reinforces the similarity 
measure in the next pixel at the appropriate time and 
weakens it at other times. The maximum reinforcement is 
achieved in the direction in which Dx has its maximum 
value specified by (5). 

Figure 6: Control parameters which are utilized In 
calculation of the similarity measure for the (l,j)th pixel. 
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Having explained how to extract the control parameters, we 
now describe how the similarity measure is calculated. First, 
all the similarities between the representative sector of a 
given pixel in the second image and its nine neighbouring 
sectors in the first image are measured. The operation on the 
sector's brightness patterns is done using the absolute 
difference fuzzy operator [4]. As a result, nine similarity 
values are obtained for each pixel. Then the nine measured 
similarities are strengthened by nine control parameters in 
each pixel. The control parameters which are used for this 
purpose come from the neighbouring pixels, except the 
middle control parameter which is taken from the pixel itself 
(see Figure 6). 

The strengthening operation is performed using the 
algebraic product fuzzy operator [4] . Nine match indicators 
are calculated for each pixel as shown in Figure 7. Each 
match indicator expresses the final degree of similarity 
between the representative sector of a pixel and its nine 
neighbouring sectors in the preceeding image. The best 
match sector can then be easily specified using the max-
bounded-difference compositional rule of inference [ 4]. 

Best Match 
Figure 7: The parameters used for extracting the best 
match between the representative sector of the (i,j)th 
plxel and its nine neighbouring sectors. 

After the bes match sector is extracted for a given pixel, its 
average velocity and movement direction are readily 
available. If the best match to the sector representing the 
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(i,j)th pixel is the (i,j)th sector in the previous frame, then 
no movement has occurred at this pixel. In this case, the CV 
counter is increased. If the content of the CV counter 
exceeds 63, there is no movement to this pixel. If the best 
match is not the (i,j)th sector, then a movement has 
occurred from the pixel with the highest best match index to 
the given pixel. In this case, the content of CV which 
represents the time of travel is transferred to LV. The CV 
counter is then reset to zero. 

The features of the proposed algorithm are: 

1) Suppressing the effect of noise. 

2) Solving the correspondence problem, i.e., the problem of 
finding the correct match among other possible matches 
in brightness patterns. 

3) Robustness against changes in luminance. 

3 Implementation 

The proposed algorithm for motion estimation was 
implemented using the five-layer feedforward fuzzy neural 
network [ 4] shown in Figure 8. The inputs to the network are 
two image frames of size 64 by 64, each with 64 gray-levels. 
The outputs are velocity vectors consisting of speed and 
motion direction for each individual pixel of the image. 
Seven different fuzzy neurons were utilized in different 
layers of the fuzzy neural network. The fuzzy neurons are 
simplified versions of the generic fuzzy neuron proposed in 
[4]. 

The first layer is the input layer which accepts a pattern into 
the network. It consists of two sets of 64 x 64 input fuzzy 
neurons (INPUT-FNs). The first set of INPUT-FNs is 
allocated to the current frame, and the second set to the 
previous frame. There is a 64 x 64 memory unit reserv~d 
for storing the previous frame. At each sampling instant, 
when a new image frame is acquired, the current image is 
overwritten into the memory forming the previous image 
frame. Each INPUT-FN in this layer corresponds to one-
pixel of the previous or current frame. To express the input 
image in terms of fuzzy sets, we consider the image as an 
array of fuzzy singletons, each having a membership value 
indicating its degree of brightness in the interval [0,1], 
Equation (1). To determine the membership value, !lmn, we 
use the second order S function 

Jl(x) = S(x;0,31,63) (7) 

where x is the pixel intensity in the interval [0, 63]. Each 
INPUT-FN determines a membership value for its input 
pixel by implementing the function described by Eqn. (7). 

The purpose of the second layer is to determine the 
similarity values between the representative sector of each 
pixel in the current frame and its neighbouring sectors in the 
previous frame. The absolute difference fuzzy operator is 
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employed for this purpose. For each pixel, there are nine 
similarity fuzzy neurons (SIM-FNs) in this layer. For a 
64 x 64 input image, there are a total of 9 x 64 x 64 SIM-
FNs allocated to it in the second layer. For a given pixel, the 
single output of its corresponding INPUT-FN plus eight 
single outputs of its neighbouring pixels determine the nine 
elements of the universe of discourse, i.e., the pixel's 
representative sector. 

The third layer determines the match indices between the 
representative sector of a pixel in the current frame and its 
neighbouring sectors in the previous frame. This is done 
using similarity values and control parameters described 
above. For each pixel, the nine single-element similarities 
measured by nine SIM-FNs in the second layer are 
strengthened with nine control parameters. This operation is 
carried out through a match fuzzy neuron (MA TCH-FN). 
There are 64 X 64 MATCH-FNs in the third layer, each 
allocated to a pixel. 

LAYER 5 

LAYER 4 

LAYER 3 

LAYER 2 

Figure 8: Architecture of the fuzzy neural network for 
motion estimation. 

The calculation of the direction variables is carried out in the 
fourth layer. This operation is carried out through nine 
direction fuzzy neurons (DIR-FNs). There are 9 X 64 X 64 
DIR-FNs in the fourth layer, nine neurons for each pixel. 

The fifth layer is the last layer of the fuzzy neural network. 
The calculation and updating of the control parameters are 
carried out in this layer. There are three different types of 
fuzzy neurons used for extracting the control parameters of 
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a given pixel. Therefore, the total number of the neurons in 
Layer 5 are 3 x 64 x 64. For a given pixel, the inputs to this 
layer are the pixel's LV register, the pixel's CV counter, 
and nine direction parameters. The output of this layer are 
nine control parameters whose values vary in the interval [0, 
1]. The calculation of the control parameters is done using 
Equation (6). This function is implemented by a curve fuzzy 
neuron (CURVE-FN), a current velocity fuzzy neuron (CV-
FN), and a control fuzzy neuron (CTRL-FN). 

4 Experimental Results 

Simulation studies have been conducted to demonstrate the 
performance of the proposed fuzzy neural network for 
motion estimation. Two experiments were conducted. The 
first consisted of four simulations of objects moving with 
different speeds and trajectories. The objective of this 
experiment was merely to test the simulator and evaluate the 
motion estimator. The second experiment consisted of 
twenty four simulations of a moving object with six 
different velocities under four different noise conditions. 
The objective of this experiment was to measure the error 
values in the estimated average velocities in noise free and 
noisy environments. 

4.1 First Experiment 

This experiment was performed to test the ability of the 
system to detect moving objects and estimate their average 
velocities. We considered objects C•f different shapes, 
brightness patterns, and velocities. In this experiment we 
conducted four different simulations; we present only one 
figure for each simulation, Figures 9-12. Each figure 
contains three types of images: input frame (left), output 
frame(right) and computed average velocities (bottom). In 
the output frames, the darker the pixel is, the higher is its 
average velocity. The fuzzy neural network calculates the 6-
bit average velocities in pixels per frame (ppf). The 
maximum average velocity an object can possess and still be 
detectable by the system is 1 ppf. The graph in the bottom 
section of the figure illustrates the computed average 
velocities, represented by arrows, at the end of the 
simulation. The size of each arrow indicates the last average 
velocity of the corresponding pixel; the smaller the arrow is, 
the lower is the pixel' s average velocity. The direction of the 
arrow shows the direction of the last movement to the pixel. 
For pixels with no arrows, the average velocity is zero. 

Simulation 1.1: In this simulation we examined the 
response of the fuzzy neural network to an object moving 
horizontally from left to right. During movement, the object 
increases its speed continuously. When the object leaves the 
scene in the last frame, it possesses the maximum possible 
speed, i.e., 1 ppf. We used 1739 image frames in this 
simulation. Figure 9 illustrates the results of this simulation. 

Simulation 1.2: In this simulation, there are two objects 
moving diagonally from top to bottom in opposite 
directions. The object which starts from the top-left corner 
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and finishes at the bottom-right corner, travels at a lower 
speed (0.06667 ppf) than the other object, which moves at a 
speed of 0.2 ppf. We used 770 image frames in this 
simulation. Figure 10 shows the results obtained. 

Simulation 1.3: Figure 11 shows the results of the third 
simulation, which contains 741 image frames. The input 
image sequence contains a single object moving around a 
circle with a constant speed of 0.2 ppf. The background 
brightness varies continuously from dark to bright. 

Simulation 1.4: Figure 12 illustrates the results of the last 
simulation in the first experiment. Here an object travels 
along a circular trajectory with varying speed. The object 
starts travelling clockwise from the top of the circle with the 
lowest speed in this experiment (0.02381 ppf). The object 
increases its speed continuously. When the object rotates 
90°, the speed reaches 0.2 ppf (which is the highest speed 
in this simulation). Then the object starts decelerating, and 
the speed is decreased continuously until the object reaches 
the bottom of the trajectory. This trend is repeated again 
until the object returns to the starting point (i .e., top of the 
circle). A total number of 3624 image frames were used in 
this simulation. 

4.2 Second Experiment 

In this experiment we determined the influence of noise on 
the system performance by measuring the output error under 
different noise conditionll. We conducted twenty four 
simulations, which are classified into six groups. In each 
group, there is an object moving horizontally from left to 
right at a constant speed. The six selected velocity values are 
samples from the range of possible velocities the system can 
detect (from 0 ppf to 1 ppf). In each group, we conducted 
four different simulations: 1) noise free input images, 2) 
input images with SNR = 22dB, 3) input images with 
SNR = 17dB,4)inputimageswithSNR = 12dB.Inthis 
paper, we present the results obtained from two groups of 
simulations only, Figures 14 and 15, one figure for each 
group of simulations. The results from the other groups of 
simulations are consistent with those presented here. For 
each simulation, two graphs are presented which indicate 
the percentage relative error of estimated average velocities. 
The left graph shows percentage relative error versus frame 
number calculated only for the pixels which should receive 
a movement in each sampling interval; this is to find out the 
relation between the system performance and velocity 
values. The right graph indicates the percent relative error 
versus frame number averaged for all the pixels in the 
image; this is to measure the overall performance of the 
system. Note the difference in scales between the left and 
right graphs. 

To measure the performance of the system in the presence 
of noise, we added gaussian white noise to the imput imges. 
Figure 13 shows four sample input images: (a) noise free, 
(b) noisy with SNR = 22 dB, (c) noisy with SNR = 17 dB, and 
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(d) noisy with SNR = 12 dB. The signal-to~noise ratio (SNR) 
is defined as follows 

SNR = 10 log 10 ( ::r (8) 

where cr s and cr n are signal and noise powers, respectively. 

Simulations 2.1.1-2.1.4: In this group of simulations, the 
object moves horizontally from left to right with a constant 
speed of 0.2 ppf. The results of the simulations are presented 
in Figure 14 (a)-( d). Figure 14 (a) illustrates the results for a 
noise free situation, and Figure 14 (b)-(d) illustrates the 
noisy cases with SNR = 22 dB, 17 dB, and 12 dB 
respectively. We used 263 image frames in these 
simulations. 

Simulations 2.2.1-2.2.4: In this group of simulations, the 
object travels horizontally from left to right with a speed of 
0.02222 ppf. A total of 2383 image frames were used in 
these simulations. The simulation results are presented in 
Figure 15. 

4.3 Discussion 

In the first experiment we simulated the fuzzy neural 
network and tested it on different image sequences to make 
sure that the system works well under different conditions. 
We used different object shapes, brightness patterns, speeds 
and trajectories, and also employed different background 
patterns. Although our choices are not the worst cases for 
proving the performance of the fuzzy neural network, they 
are not the easiest either. They are reasonable examples of 
conditions in which the detection of a moving object and 
estimation of its velocity is neither very easy nor very 
difficult. All of the obtained results are reasonably good. 

In the second experiment, the moving object had the same 
shape, brightness pattern, and trajectory in all simulations, 
but the object speed and the level of noise in the input 
images varied from simulation to simulation. We selected 
six different velocities, which cover the entire range of 
possible velocities the system can detect. This gave us a 
good indication of the system performance for various 
velocities. As can be seen from the relative error graphs in 
Figures 14 and 15, there is a transient error at the beginning 
of each simulation. This error occurs because of the nature 
of the system. As was mentioned before, the system 
calculates the average velocity, based on previously 
obtained velocities. Since at the beginning of each 
simulation, there are no previously calculated velocities, the 
error is expected to be large. This error reduces quickly as 
more frames are processed, and decreases more rapidly if 
the velocity is high. This transient behaviour of the system 
can be improved by changing the initial values of the 
variables which keep the last velocity values of the pixels. 
This can be done by a learning procedure. 

As can be seen from the results, for the noise free 
simulations (Figures 14-15 (a)), there is no error in 
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calculation of the velocity vectors (except for transition 
errors). This shows that the system works well in the 
absence of noise. 

The system also works well if the noise level is moderate. 
Figures 14-15 (b) illustrate the effect of moderate noise 
(SNR = 22 dB) on estimated velocities. Comparisons of the 
relative error graphs with their noise free counterparts show 
that there . are no significant differences in error levels 
between the two cases. This proves the robustness of the 
algorithm to noisy conditions. 

Furthermore, it was found that as the noise level increases 
from moderate to high, the system performance deteriorates 
slowly and gracefully. For a SNR of 17 dB, the results are 
given in Figures 14-15 (c). Note that the relative errors for 
pixels which should receive motion (left graphs) do not 
exceed 10% (except in the transient phase), and the errors 
averaged over the entire frame (right graphs) are below 
0.05%. For high noise levels (SNR = 12 dB), the results are 
presented in Figures 14-15 (d). The relative errors, in these 
figures, are below 20% for pixels receiving motion, and 
typically are around 10%; the errors averaged over the entire 
frame are below 2%. The sharp changes in error levels, that 
occurred in these simulations, are due to similar noise 
patterns occurring in two consecutive frames. When this 
happens, it causes a false motion detection in some pixels; 
thereby, inducing an error in the velocity estimate of these 
pixels. This effect can be reduced by increasing the size of 
the sector representing a pixel, or by introducing some 
preprocessing such as low-pass filtering. 

According to the simulation results discussed above, the 
fuzzy neural network showed a good performance in 
detecting moving objects and estimating their velocities. 
Although the noise levels were high, especially in the last 
case, the error levels are reasonably low. In addition, the 
results show that the performance of the system does not 
depend on velocity values of the moving objects. 

5 Conclusions 

In this paper we proposed an algorithm for motion detection 
and velocity estimation to be implemented by a fuzzy neural 
network. In the algorithm, the direction and speed of motion 
are estimated not only using a comparison between 
brightness patterns in consecutive image frames by fuzzy 
relations, but also employing a control mechanism to 
strengthen or weaken the results of the comparisons. The 
proposed algorithm possesses the following features. 

1) It suppresses the effect of noise. 

2) It solves the correspondence problem. 

3) It is robust against changes in background intensity. 

The architecture of a five-layer fuzzy neural network which 
implements the motion estimation algorithm was also 
presented. The proposed fuzzy neural network can be easily 
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expanded to process frames contammg moving objects 
travelling more than one pixel per frame. We evaluated the 
performance of the fuzzy neural network in simulation 
studies. According to the simulation results, the fuzzy 
neural network showed a good performance in detecting 
moving objects and estimating their velocities. Although the 
noise levels were high, the error levels were low. In 
addition, the results showed that the performance of the 
system does not depend on the velocity values of the moving 
objects nor does it depend on the background conditions. 
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Figure 9: An object moving horizontally from left to right 
with varying speed. During movement, the object 
Increases its speed continuously. When the object 
leaves the scene in the lasf frame, it possesses the 
maximum possible speed, i.e., 1 ppf. 
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Figure 10: Two objects moving diagonally from top to 
bottom In opposite directions. The object which starts 
from the top-left corner and finishes at the bottom-right 
corner, travels with a speed of 0.06667 ppf. The other 
object travels at a speed of 0.2 ppf. 
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Figure 11: An object moving on a circular path with a 
constant speed of 0.2 ppf. The background brightness 
varies continuously from dark to bright. The bottom 
graph shows the computed speed of each pixel, 
represented by an arrow. 
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Figure 12: An object travels along a circular trajectory 
with varying speed. The object starts travelling 
clockwise from the top of the circle with a speed of 

0.02381 ppf. When the' object rotates 90° , the speed 
reaches 0.2 ppf (see text). 
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(a) (b) (c) (d) 

Figure 13: Four sample input images: (a) Noise free input, (b) noisy Input SNR = 22 dB, (c) noisy input SNR = 17 dB, 
and (d) noisy input with SNR= 12 dB. 
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Figure 14: Relative errors for an object speed= 0.2 ppf. (a) 
Noise free, (b) SNR = 22dB, (c) SNR = 17dB, (d) SNR = 12dB. 

Australian Journal of Intelligent Information Processing Systems 

,......, 
~ 
'--' ,. .... 

(a) ~ 
.. 
.. 

~ .. 
. i .. 
'0 .. c.:: 

" 11,. •, 

,.....,. 
~ 
'--'" .... 
g .. 

(b)~ .. 
~· .. 
·.c 
"" " '0 

" c.:: 
·: lll tll. 
' ',~------~~__j 

,......, 
~ 
'--'" .... 
0 .. 
Jl (c) " <1.) 
;> " ·.c 
"" 

.. 
'0 

" c.:: 
" Ill,, IL •, ... ,.., . .., 

.I 

Frame Number Frame Number 

Figure 15: Relative errors for an object speed= 0.02222 ppf. (a) 
Noise free, (b) SNR = 22dB, (c) SNR = 17dB, (d) SNR = 12dB. 
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Abstract 

This paper presents a new type of analysis and design method for nonlinear control systems .. A new kind of s y s t e m  model 
called an heterogeneous model is proposed. From the viewpoint of knowledge representatton this model unifies fuzzy 
system models and nonlinear system models; so we can use a common theory a.nd method to a n a l y s e  both systems. An 
identification method is given to identify this heterogeneous model. A method is d e v e l o p e d  to design a control system 
based on the heterogeneous model. The method first uses linear system theory to design a controller for every local 
model, then checks the stability of the global control system. An example is given to illustrate the application of the 
method. 

1. Introduction 
Much control theory is based on linear models. This 

works very well for steady regulation at a fixed operating 
point. This means that in most cases we can find a 
controller to control the system (even a complex system, 
for example, a nonlinear system with incomplete 
knowledge.) successfully in the local region. To make a 
control system that can operate over wide regions is more 
difficult. There are several methods that have been 
proposed to control a complex system over a global 
region. 
1. Linear feedback control can be combined with logic to 

switch between several linear feedback laws. Systems of 
this type are common in industry, where their design is 
based on engineering experience combined with extensive 
simulation. The advantage of these methods is that linear 
control theory is well developed, so we can use many easy 
algorithms and software packages to get a linear system 
model and a good local control law. A disadvantage of 
these methods is that the controller produces a 
discontinuity of controller output and hence a 
discontinuity in the description of the system behaviour. 
Also there is no global stability criterion to guarantee that 
all the local control laws combined together can produce a 
globally stable closed-loop system. 

2. Nonlinear system theory can sometimes be used to 
analyse and control the complex system if a model of the 
system can be established. Unfortunately, in most cases a 
global model of the complex system is very difficult to 
build, and even when a model is available, the conditions 
for obtaining a good controller are restrictive because of 
the complexity of the system. 
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3. Fuzzy logic control and neural network methods [8, 5, 
6] are other approaches that deal with the control of 
complex systems, especially in the presence of incomplete 
knowledge of the plant or even of the precise control 
action appropriate to a given situation. The advantage of 
these methods is that they can describe and model the 
qualitative knowledge about a dynamic system. The 
disadvantage is that the local models of the system on a 
local region are oversimple, in most cases just a constant, 
so a large number of rules are needed to construct the 
global model ofthe system with reasonable accuracy. 

From the above discussion a very natural idea can be 
proposed, "Is it possible to develop a kind of model for a 
complex system such that in every local region the 
dynamic behaviour of the complex model can be described 
by a local analysis model. Then the global model is just 
the smooth composition of local models with some basis 
functions, for example, fuzzy set membership functions?" 
In this paper this kind of model is proposed and an 
identification method is given to determine the model. 
The model is called an heterogeneous model and is 
similar to the heterogeneous controller proposed by 
Kuipers and Astrom [4]. 

After the model is obtained, we can use well-established 
design methods in linear system theory and nonlinear 
system theory to get local controllers, then, we can check 
the stability of the global system by the methods developed 
in this paper. 

The model proposed in this paper unifies fuzzy system 
modelling and nonlinear system modelling and thus we 
are able to use the same theory and methods to analyse 
both systems. 

This paper is organised as follows. Section 2 discusses 
the heterogeneous model. Section 3 gives a method to get 
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the model. Section · 4 proposes a controller design method 
based on every local model in the heterogeneous model. 
Section 5 gives an example to show how the method 
works. Finally, we conclude with some brief remarks in 
Section 6. 

2. Heterogeneous model 
We use the following model to represent a complex 

single-input single-output system 
m 

y(t+1)= Lfi(z(t))J.L1(z(t)) (2.1) 
1=1 

m 

Lilt= 1,0 ~ ).!1 ~ 1,/ = l,2,m 
1=1 

where fr ( z) is a map defined on a local region A in the 
operating space of the system and is called the local 
analysis model (LAM) on a local region A. Jl1(z) is 
defined on the global operating space of the system and is 
called the characteristic basis function (CBF) and 

z(t) = (y(t), ... , y(t- n + 1), 

u(t), ... ,u(t- n + 1), z[(t), ... ,z~(t)) 

where z; , ... , z~ are measurable variables other than the 
input and output variables. In this paper the LAM is either 
of linear function form or polynomial function form. For 
example, the linear form is 

.fi(z(t)) = d1 +a(y(t)+ ... +a~y(t-n+ 1) 
(2.2) 

+b{u(t)+ ... +b~u(t-n+ 1) 

Because model (2.1) is the composition of the different 
classes of LAMs, we call it an input-output heterogeneous 
model of the complex system. 
In what follows we will also use the following state space 

heterogeneous model 
·nf 

x{t+1)= L.fl(x(t),u(t))J.L1(z(t)) (2.3a) 
i=l 

m 

y(t)= L,.H1(x(t),u(t)))l1(z(t)) (2.3b) 
1=1 

where Fi and H1 are the LAM's on a local region. 
Models (2.1) and (2.3) include a lot of models proposed 

in the control literature such as, the following fuzzy 
models [1-3, 7]. These models include both approximation 
inference rules and local analytical models as follows. 

R1
: IF z1 is A{ AND .... Z;;- is A~ 

TIIEN 
y1(t+1) = d 1 +a{y(t)+ ... +a~y(t-n+1) 

+b{u(t)+ ... +b~u(t-n+ 1) 

l=1,2, ...... ,m n=2n+q (2.4) 

where R1 denotes the 1-th approximation inference rule. 
m is the number of approximation inference rules. 
y1 (t + 1) is the output from the 1-th implication. The final 
output of the system is inferred by taking the weighted 
average of the y1(t+1)'s. The fuzzy model (2.4) can be 

written in functional form as in [1] 
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m 

y(t+1) = LY1(t+ 1))l1(z(t)) (2.5) 
1=1 

where J.L1(z(t)) is the membership function of the fuzzy 
2n 

set A1
• A1 = IJ A/. If we use a no~alized membership 

i=l 

function; model (2.5) has the form (2.1 ). If the yJ's are 
constants in (2.5) we obtain the conventional fuzzy model. 
Likewise if the CBFs in (2.1) are radial basis functions 
and fr are constants, we get a type of neural network 
model of the system. 

If l = 1, and J.11(z(t)) = 1 on the global region, we 
obtain the nonlinear model of the complex system 

y(t+ 1) = ft (z(t)) (2.6) 
and if we approximate the nonlinear system (2.6) by one 
family of LAMs and combine these LAMs by CBFs, we 
also obtain the model (2.1 ). 
Thus, it can be seen that the model (2.1) can be 

considered from two extreme viewpoints. One is as a 
fuzzy model and the other as a nonlinear system model. 
Choosing different LAMs and CBFs, we can get different 
model representations for the complex system. Which 
LAMs and CBFs are appropriate depend on how much 
knowledge one has about the system. This can be 
represented by 
fi =d'·lll =mf get knowledge 1 model(2.l) get all knowledge J 
FSM HM NSM 
little knowledge part knowledge all knowledge 

(2.7) 
where d 1 are constants, mf = membership function, FSM 
= fuzzy system model, HM = heterogeneous model, NSM 
= nonlinear system model. 

Thus, it can be seen from (2.7) that fuzzy models and 
nonlinear system models correspond to two extreme cases, 
in most cases the control systems belong in between to the 
HM. Thus the main purpose of the paper is to develop .a 
theo~ for the HM representation of a complex system. 

In the following discussion we consider the LAMs to be 
linear systems, so the state space heterogeneous model 
(2.3) can be denoted by the following global state space 
form (Cao and Rees, 1995), 

x(t + 1) = F(Jl,t)x(t) + G(J.L,t)u(t) (2.8a) 
y(t) = H(J.L, t)x(t) (2.8b) 

m m m 

F(J.!,t)= Llll.f/ G(J.L,t) = LflPI H(J.L,t) = LJ.!tHI 
/=1 /=1 1=1 

The input-output HM (2.1) can also be denoted by the 
following HM whose LAMs are linear systems, 

n n 

y(t+l) = L -a1(J.L(t))y(t-i+l)+ Lb;(Jl(t))u(t-i+l) 
~I i=l 

(2.9) 
L L 

a;(J.L(t)) = L,.a/)l/z(t)), b1(J.L{t)) = L,.b/J.Li(z(t)) 
j=l j=l 
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HM (2.9) can be considered a linear system over a ring of 
functions of J.L{t). We. discuss equations (2.8) and (2.9) 
and their relationship in more detail in Appendix 1. 

3. Identification of the Heterogeneous 
model 

Here we use the following polynomial function to 
denote J/ Cx(t)), 

n n . n 

J/ = a6 + :La!x;(t)+ LLaftx;(t)xt(t) +......... (3.1) 
i=l i=l k=l 

where 
x(t) = (y(t), ..... , y(t- p + 1), u(t), .. ... , u(t- p + 1)), 
n = 2p. (3.2) 
Model (3.1) considers the more general case, and it 

includes the linear model in the above equation and the 
polynomial system. The HM is 

m . 
y(t+ 1) = LY1(t+ 1)J.11(z(t)) (3.3) 

1=1 

The identification algorithm of HM should include: 
1) The choice of rules, that is, select minimum number 

of LAMs to represent HM. 
2) The determination of parameters in the CBFs, which 

correspond to the learning method of the CBFs. 
3) Structure selection and parameter identification of 

the polynomial model (3.1). 
In our method the structure selection of the polynomial 

model and the determination of the number of LAM's are 
considered together to minimize the prediction error 
between the output of the system and the output of HM 
(3.3). 

First, rewrite the HM (3.3) as: 
M 

y(t) =I, v;(t, w)a; (3.4) 
i=l 

where V;(t, w) is the product of J.l in the CBF and a · 

certain monomial of Ji(x(t)), for example, 
v;(t,w)=Jli(t)y(t-1)u(t-1); a; istheparameterof the 
polynomial model (we still use a; to denote the one term 

of aft); w are parameters of CBF J.l. Because V;(t, w) 
depends on .X(t) and J.L, V;(t, w) is a function of t, w. 
M is the number of all terms in (3.1). 

The structure identification problem of HM (3.3) means 
that the most significant terms from a set of candidates are 
selected to describe y(t). If a certain monomial of the 
polynomial is not selected, this indicates the term has no 
effect on the HM (3.3). If J.L i is not selected, this means 
the LAM has no effect on HM model (3.3). 

Thus, we can choose many LAMs and monomials of 
polynomial, then through the following selection 
algorithm we can get the rules and the monomials that 
have the most effect on the HM representation. 

Let us choose a set of V that include enough LAMs and 
monomials of polynomials. The number of terms in V is 
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denoted by q. Suppose i\, v2 , ••• vk E V have been 
selected in the model and denoted by, 

Rk=[v"v2 , ... vk1 (3.5) 
il; = [ii;(l, w), ii;(2, w), .... , v;(N, w)f 

For each remainder term v;, i = 1, 2, ..... , q- k, the part 
that can be represented by the k selected terms is 

A;= Rk(R/ Rk)-1 Rkv; (3.6) 
which is the projection of the v; on the linear space 
spanned by Rk . The innovation provided by each v; is, 

e; = v; -A; (3.7) 
The square which Y = [y(l), ....... ,y(N)]r projects on e; 
is, 

N N 

Q; = (Le;(t)y(t)i I C'I,e/(t)) (3.8) 
t=l 1=1 

The magnitude of Q; reflects the effect of v; on the 
approximating representation of y(t). As Q; is large, the 
representation y(t) by using v; become more significant. 
So, the structure selection algorithm is, 

1) Select terms in the remainder terms v; 
i = 1, 2, ... q- k which make Q; maximum. 

2) Check the fitting accuracy by the following F-
verification and BIC criteria. If the new selected term is 
significant in fitting accuracy, then, select it otherwise 
remove it. 

F= 1 (ELEk_i-E[Ek) 
N-k-1 EkEk 

B!Ck = log(E[E[)+(k+l)log(N) 
where E=(e(1),e(2), ...... ,e(N)l, Ek is the value of E 
at k-th selecting step. 

3) Repeat the above procedures, until there is no 
further term to be selected or removed, or all q terms are 
selected. 

From the above structure selection algorithm we can 
see that the prediction errors need to be calculated at each 
step, which can be got from the following parameter 
identification method. 

Suppose the following model has been selected in the 
above structure algorithm, 

.Y<r> = vr cr. w)a (3.9) 
where y(t), v, w,a denote the predication of y(t), V, W 

and a respectively. 
The task of parameter estimation is to determine w' a 

minimising the following criterion, 
J(w,a> = llr -«~><w>all2 (3.10) 

where, 
Y = (y(l),y(2), ...... ,y(N))r (3.11) 

[

v0 (l,w),v1(l,w), .......... ,vM(l,w) I 
A v0 (2, w),v1(2,w), .. .. .... . ,vM(2,w) 

«l>(w)= 

v0(N, w), v1(N, w), ....... , vM(N, w) 

(3.12) 
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Assumption 1: The matrix <l>(w) has constant rank r, for 
\tw en c R."2 • where n2 is the number of parameters in 
the membership function, Q is the open set in Rn2 

• 

Define the projection operator as, 
P<l>(w) = <l>(w)<l>(wt (3.13) 

<I>( w t is the pseudo in verse of <I>( w) and is the 
orthogonal projection operator on the linear space 
spanned by the column vectors of <I>( w). The orthogonal 
complement of P<l> ( w) is, 

P,;\w)=l-P<l>(w) (3.14) 
For any w E Q, the least squares solution of equation 
(3.10) for a is, 

;t = <I>+(w)Y (3.15) 
Substituting the above form into equation (3.10), we get, 

J(w,a) = I!Pi1Cw)YII
2 

= J2 (w) (3.16) 

If we can choose w * to minimise 12 ( w), then 
substituting this into equation (3.15) gives a:. The 
following theorem guarantees that a· and w * obtained 
by using the above approach are also the minimum points 
of the performance index J(w,G.). 

Theorem 3.1: Given the performance index J(w,G.) 
with ] 2 ( w) obtained by (3.15) and (3.16), if Assumption 
I is true, we have that if w * is a minimum point of 
]2 ( w) in the open set n, and a· is given by (3.15), then 
ea·, w*) is also a local minimum point of J(w,G.) in 
the open set n. 
Proof of this Theorem is given in [1]. 

Remark 3.1: From theorem 3.1 we know that 
parameter estimation of the fuzzy model can be divided 
into two steps. a: can be obtained by the least squares 
method which is a linear problem. Determining w • is a 
nonlinear optimum problem. 
Remark 3.2 : The minimum point w· of 12 

corresponds to selecting the shape of CBF Jl such that 
the LAM's are well clustered. Criteria 12 can be 
considered a kind of cluster criteria based on the dynamic 
properties of the system, because it makes the predicting 
error between the system and the model a minimum. 

We use the variable metric algorithm in nonlinear 
programming to get w*. Its recursive form is, 

w(k +I)= w(k)+A.kS(k)DJ2 (w(k)) (3.17) 
where S(k) is the approximate Hessian of 12 and Ak is 
the optimal revised step size obtained by a one 
dimensional search. 

Combining the above structure selection algorithm with 
the parameter estimation method , the whole identification 
method of HM is, 
(1) In the k-th step, select Rk and calculate Qk for the 

remaining terms v;, i = 1, 2, ..... , q- k. 
(2) Select the term which maximises the Qk . The term 

is denoted by V max. 
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(3) Construct matrix Rk+l =[Rk,vmax1· 
(4) Get (a*, w*) from (3.15) and (3.17). 
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(5) Calculate the estimation error e, F-verification 
criteria F(k+l) and BIC(k+l). 
(6) If BIC(k+l) < BIC(k) and F(k+l) > f'o.w the Vmax 

is selected into the model, otherwise not selected. 
(7) Remove the terms which have already been selected 

into the model one by one, and get (it' w*) from (3.15) 
and (3.17). 
(8) Calculate the estimation error e, F-verification 

criteria F(k+l,j) and BIC(k+l,j),j=1,2, .... ,k+l. 
(9) Select the term which has minimum value among 

F(k+1,j) and maximum value among BIC(k+l,j) and 
denote by F(k+l)' and BIC(k+l)'. If BIC(k+l)' > BIC(K) 
or F(k+l)' < f'o.05, remove this term from the model. 

(10) If a term which is just selected into the model is 
removed or all terms have been selected, then end the 
algorithm otherwise k=k+1 and go to (1). 

4. State feedback control 

4.1 Controller design 
It is assumed that the fuzzy system to be controlled can 

be described by a state space HM (2.8). The state feedback 
control law to be considered has the form, 

u(t)=-Kkx(t)+g(r(t)-D) (4.1) 
where, Kk is the feedback gain matrix and k corresponds 

to local region A k whose CBF is of maximum value 
among ~1 .l = 1,2, ... ,m, at time t, i.e. 
k = argmax(~1 .i = l, ..... m), g is the feedforward gain and 

I 

r(t) is a reference input. Control law (4.1) corresponds to 
the following fuzzy controller, 

IF z1 is A1k AND . ... z2n is ~n 
THEN u(t)=-Kkx+g(r(t)-D) (4.2) 

The meaning of control law (4.1) is that if the k-th 
subsystem is fired at time t ( i.e. Ilk has the maximum 
value among Jlpl = 1,2, ... ,m ), the control law uses 
feedback gain Kk which is designed based on the k-th 
subsystem. Thus, using the above control law we can 
divide a complex control design problem into a series of 
simple subproblems, that is, first, we design a controller 
for every linear subsystem using the methods in linear 
control theory, then, we use switching control law (4.2) to 
get a global control law. 
Substituting (4.1) into (2.8) yields a closed-loop system 

described by the following state space global model, 

where 

m 
x(t+ 1) = <L~1A;k)x(t)+G(~.t)gr(t) (4.3a) 

1=1 

y(t)=H(~,t)x(t) (4.3b) 

Alk = Fi - GIKk 
r(t)= r(t)-D 

(4.4) 
(4.5) 

4.2 Stability analysis 
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To proceed, we define the mean matrix of 
A1k l = 1,2, ..... ,m as follows 

l m m_ 
Ao =-IIA/k <4.6) 

m·m 1=1 k=1 

or define one of the A11 , l = 1, 2, ..... , m, for example, 

Aii as the Ao. 
If Ao is Schur stable (i.e., all eigenvalues of Ao have 
magnitude less than one), then there exists 11 > 0 and a 
symmetric positive definite matrix P which is the unique 
solution of the Lyapunov equation, 

1\fP Ao- P +T)l = 0 (4.7) 
Let A(X) denote any eigenvalue of the matrix X, and 

IIXII2 denote its spectral norm, i.e. max~JA;(Xrx)J. 
I 

The following theorem establishes the stability 
conditions for the closed-loop system (4.3). It is derived by 
using Lyapunov stability theory. 

Theorem 4.1: The fuzzy system in (4.3) is asymptotically 
stable if Ao is Schur stable and 

m 

~~~lltt;k -Aoll2 < <IIAoll~ + ll~b )"2 -11Aoll2 (4.8) 

k = 1,2, ...... ,m 
Proof: See Appendix 2. 

Remark 4.1: Because the subsystems of the fuzzy system 
(4.3) are interacting with each other, the fact that every 
subsystem is asymptotically stable (i.e. local 
asymptotically stable) does not mean that the whole fuzzy 
system (4.3) is asymptotically stable (i.e. global 
asymptotically stable). Theorem 4.1 gives a globally 
asymptotically stable condition, which requires that the 
degree of interaction among the subsystems and the 
difference between the subsystems must satisfy the 
inequality ( 4.8). 
Remark 4.2: Theorem 4.1 gives a stability region in the 

parameter space J..ll' 1=1,2 ... m, and this region is defined 
by the inequality in (4.8). It also gives a criterion for the 
membership functions to guarantee the globally 
asymptotical stability of the fuzzy system in (4.3). From 
this theorem, it can be seen that the stability constraint on 
one membership function of a subsystem is also dependent 
on the membership functions of other subsystems. 
Remark 4.3: Theorem 4.1 also gives the existence 

condition of the common positive definite matrix P. The 
meaning of condition (4.8) is that in order to find a 
common positive definite matrix P, the norm difference of 
the closed-loop subsystems must be small enough. 

Let 
A0 = max<JJA;t -~JJ2 ,l,k = 1,2, ..... ,m) 

We can get the following more compact result. 
m 

Corollary 4.1: If L~l = 1, The fuzzy system in (4.3) is 
1=1 

asymptotically stable if Ao is Schur stable and 
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(4.9) 

Similar to the control law (4.2), the following fuzzy 
control law can also be used, 

u(t) =-K(J.l(t))x(t) + g(r(t)- D) (4.10) 
where 

m 

K(J.l{t))= LJ.ll(t)K[. (4.11) 
1=1 

Substituting ( 4.1 0) into (2.8) yields a closed-loop system 
described by the following state space global model, 

m 

x(t+ 1) = (LJ.li~ )x(t)+G(J.l,t)gr(t) (4.12a) 
1=1 

y(t) = H(J.l,t)x(t) (4.12b) 
where 

~ = F{- G1K(J.l(t)) 
r(t)=r(t)-D 

(4.13) 
(4.14) 

It can be seen that (4.12) has a similar form as (4.3), and 
a similar approach can be used here to derive the stability 
condition. Thus, the closed-loop system (4.12) is 
asymptotically stable if Ao is Schur stable and 

m 

ttJ.l'll~ -Aoll2 < <IIAoll~ + ll~b )"2 -11Aoll2 (4.15) 

Because 
m m m 

11.41- Aoll2 = LlltAt-LJ.ltB/Kk-LlltAo 
k=1 k=1 k=1 2 ( 4.16) 

m 

~ I.~klltt;k -Aoll2 
k=l 

Substituting (4.16) into (4.15), we can obtain the 
following theorem. 

Theorem 4.2: The fuzzy system in ( 4.12) is asymptotically 
stable if Ao is Schur stable and 

I ~~Jlillklltt;k -Aot < <IIAoll~ + ll~b )1'
2 -11Aoll2 .(4.17) 

4.3 Forward controller design 
After determining the state feedback control law, the 

steady closed-loop system is 
y(t) = HB(t)gr(t) (4.18) 

where 
B(1)=(l-A)-1G (4.19) 

Let 
g=(HB(l)f1 

we have 
y(t) = r(t) 

(4.20) 

(4.21) 
Thus, the closed-loop system (4.18) does not have any 
steady state error. 

For the above design method, we need to know the 
values of the Jl1 's. In most cases the Jl1 's depend on u(t). 
If J..L1 's do not depend on u(t), they can be determined at 
any time t, thus we can use the control law (4.10). But if 
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the J.1.1 's depend on u(t), we need an approach to 
determine them. 

First, we can calculate m control laws by 
u1(t)=-K1x1+g (r(t)-D) 
l = 1,2, .... ,m 

(4.22) 

then, substitute the control laws into the membership 
functionsJ.L(z(t)), and let~;= m~(~;(z/(t)),i = l, ..... m) 

I 

and k* = argmax(~; ,/ = l, ..... m), where 
I 

z/(t) = (y(t), ... , y(t- n + 1),u1(t), u(t -1), ... , u(t- n + 1)). 

Then, this uk, (t) is chosen as u(t) at the timet. Thus, if 
the J.1.1 's depend on u(t), we can only use the switching 
control law (4.22) and use Theorem 4.1 to check the 
stability of the closed-loop system. 

The procedure of the above fuzzy controller design 
method can be summarized as follows, 
Step 1: Design a controller for every subsystem by any 
method in linear control theory, for example, state 
feedback control, optimal linear system control , etc. 
Step 2: Calculate Mk, which is defined in (A2.2) of 
Appendix 2, for each Kk, k = 1, 2, ..... , m, then, check 
the global stability condition, for example, the inequality 
in (4.8). If the stability condition is satisfied the control 
law obtained from Step 1 is a good control law, otherwise 
repeat Step 1 to get a new control Jaw. 
Step 3: Choose g to get good steady state behaviour of the 
closed-loop fuzzy system. 

The control law (4.22) is a state feedback control law, it 
requires that the state variables at time t must be known. 
So we need a state observer to obtain the estimation of x(t) 
which will be discussed next. 

4.4 Observer design 
The proposed full-dimensional state observer for (2.8) is 

described by 
x(t) = Fx(t-l) +Gu(t-1) + L(y(t-1)- Hx(t-1)) (4.23) 
where 

m 

L = L~tl1 (4.24) 
l=l 

Denoting the difference (error) between the actual and 
observed state by 

x(t)=x(t)-x(t), (4.25) 
then x(t) satisfies 

x(t)=(F-LH)x(t-1), (4.26) 
that is 

m 

x(t+ l) =<L~1A01 )x(t) (4.27) 
l=l 

where, 
Aol = Fi -J1H ( 4.28) 

We define the mean matrix of Ao l = 1,2, ..... ,m as 
follows 

- 1 m-
Ao = -I A,/ c 4.29) 

m l=l 
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or define one of the A01 , l = 1, 2, ..... , m, for example, Aoj 

as the Ao· 
If ~ is Schur stable , there exist llo and a symmetric 
positive definite matrix P01 , which is the unique solution 
of the Lyapunov equation, 

-T -A0 P.,A0 - P0 +1'j0 / = 0 (4.30) 
Note that (4.27) has a similar form as (4.3), and a 

similar approach can be used here to derive the stability 
condition. The following result, which is applicable to 
(4.27), is the counterpart of Theorem 4.1, and can be 
proved in a similar way. 

Theorem 4.3: The observer error system in (4.27) is 
asymptotically stable if Ao is Schur stable and 

Let 
Io =maxCj]i\o-~]]2 ,1= 1,2, ..... ,m) 

We can get the following more compact result. 
m 

Corollary 4.2: If L~1 = 1, the observer error system in 
/=1 

( 4.27) is asymptotically stable, if Ao is Schur stable and 

Io < (~~~~~~ + ~~~~~2 i'
2 -~~~~~2 · (4.32) 

5. Example 
The identification method discussed in section 3 can be 

employed to obtain the ITh1 for the following example 
with only input and output data. The detail of 
identification is omitted since we are more interested in 
the controller design method discussed in section 4. The 
interested reader can see the details in [1] [2]. 
The system is given as: 

R1
: IF y(t) belongs to region 1 

TIIEN 
y(t+l) = 2.178y(t)- 0.588y(t-1) +0.632u(t) 

R2
: IF y(t) belongs to region 2 (5.1) 

TIIEN 
y(t+ 1) = 2.256y(t)-0.36ly(t-1) + 1.12<U(t) 

where the CBFs for region I and region 2 are given below 
respectively, 

~I (y(t)) =~I (y(t)) I (~I (y(t)) + ~2 (y(t))) 
~2 (y(t)) = ~2 (y(t)) I (jii (y(t)) + ~2 (y(t))), 

with 
~1 (y(t)) = 1-11 (1 +exp( -2(y(t) -0.3))) 
~2 (y(t)) = 11 (1 +exp( -2(y(t)-0.3))) 

The HM (5.1) can be denoted by 
(q+a1 (~(t))+~(~(t))q-

1 )y(t) = b1 (~(t))u(t) 
where 

~ (J..t(t)) = -(2.178~1 (t)+ 2. 256~2(t)) 
~ (~(t)) = 0.588~1 (t)+0.361~2 {t)) 

(5.2) 
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q (11(t)) = 0. 632111 (t )+ 1.120112 (t) 
Eqn.(5.1) can be transformed to the following state 

spaceHM 

where 

2 2 

x(t+l)= LJ1.1A1x(t)+ LI11B1u(t) 
1=1 1=1 

y(t) = Cx(t) 

[
0 2.178] 

AI = 1 -0.588 , 

(5.3) 

(5.4) 

A2=[~ :~::1]. ~=[1~2]. C=[O,l] 

The closed-loop characteristic polynomials are chosen as 
a(q)=a1(q)=a2(q) 
a(q) = q-0.2+0.01-z-1 

Using the pole placement algorithm, we obtain the 
following feedback gains 

K1 = [2.4529, -0.4350] 
K2 = [1.8883, -0.1342] 

and we can also determine 

Ao = [ -0.~535 -0.: 768] 

IIM1JI2 = 0.049~ IIM21112 = 0. 7184 

11Mdl2 = 0.619Q 11Md2 = 0.0493 

Mlk =A,k-Ao 
<IIAoll~ + 

11
;

1
b )"

2 
-11Aoll2= o.2156 

It then can be verified that 
2 1 

LJltiiM,III <-(0.0493t0.5x0. 7184) = 0.20 
1=1 2 

(Because, when J1.1 ~ Jl2,Jl2 S 0.5) 
2 1 
LJlriiM,2~ < -(0.0493t0.5x0.62) =0.18 
1=1 2 

(Because, when 112 ~ Jl1, 111 S 0. 5) 
Thus, with 11 chosen to be 1, the condition of (4.8) in 
Theorem 4.1 holds, and the closed-loop fuzzy system is 
asymptotically stable. The unit step response of the 
closed-loop system is as shown in Fig. 1. 

2,---.----.----~---r----~--~ 

~ 
y(t) 

0 \ 
I u(t) 

·1 l 

·2 
0 5 10 15 25 ll 

Fig. 1 Step response of the closed loop system 
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6. Conclusions 
We have proposed a new kind of model called an 

heterogeneous model and given an identification method 
to obtain the HM for a complex system. A new method is 
proposed to design a controller based on the HM. The 
method uses results from linear system theory. This paper 
also shows a possible way to develop a system theory 
based on HM. 

Appendix 1: Relationship of equations 
(2.8) and (2.9). 

Let Z = set of integers and R = field of real numbers, let 
M denote the R-linear space of all functions from Z into 
R. Note a/J..l(t)),b/J..l(t)) EM. With the operations of 
pointwise addition and pointwise multiplication, we see 
that M is a commutative ring with identity 1, where 1(t) = 
1 for all tE Z. Let q denote the shift operator on M 
defined by 

qa(t) = a(t + 1) 

q-1 (a(t)) = a{t-1) 

(Al.la) 
(Al.lb) 

Since the shift operator q is a ring automorphism on M, 
the ring M is called a difference ring. 

Let E[ q -1 
] denote the set of all polynomials of the 

form 
n 

A(q-1)= Laiq-i (Al.2) 
i=O 

The degree of A, denoted by deg A, is the largest integer i 
such that a; :t:. 0 . If a0 = 1 , A is said to be manic. 

Using the shift operator , the HM (2.9) can be denoted 
by the following polynomial representation, 

A(q-1,t)y(t) = B(q-1 ,t)u(t) (Al.3) 
n-1 n-1 

A(q-1 ,t) = q+ La;(Jl(t))q-i B(q-1 ,t) = Lh;(Jl(t))q-i 
i=O i=O 

Definition Al.l: Let E be a fixed difference subring (i.e. 
q(E) = E ) of M containing 1. The single-input single-
output n-dimensional state space representation of HM 
over E is a triple L = (F, G, H) of matrices over E where 
F is n X n, G is n X 1 , and H is 1 X n. The state space 
equations are 

x(t + 1) = F(11,t)x(t)+ G(Jl.,t)u(t) 
y(t) = H(Jl,t)x(t) 

(A1.4a) 
(Al.4b) 

Later we will show that the state space realization (F, G, 
H) of HM depends on the CBF at different times, so we 
denote (F, G, H) by a function of J..l and time t. 

The state transition matrix of HM (Al.3) is the n X n 
matrix function Cl>(i, j) defined by 

. . lF(11,i)F(Jl, i -1)· · · F(Jl,j), ~ > ~ 
Cl>(l,J)= I z=;. 

not defined i < j 
(Al.5) 
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Let the state space equations be in observable companion 
form 

l
o ... 0 -an(J.L(t+n-1)) l 
1 ··· 0 -an_1(J.L(t+n-2)) 

F(J.L,t)=: : : : 
• • • a 

0 1 -a1(J.L(t)) 

[

bn(J.l.(t+n-1)) 1 
_ bn_1(J.l.{t+n-2)) 

G(J.l.,t)- . 

~ (J.!(t)) 
H(J.L,t) = [0, 0, .............. ,1]. 
define Q by 

Q [ -n+i -1 1] = q , ..... ,q ' . 

(Al.6) 

( Al.7) 
Proposition Al.l: [2] HM: L = (F, G, H) in (A1.4) is a 

realization of (Al.3), that is 
H(qi-F)-1G=K1B 

Note here 
n-I 

A(q-1 ,t) = q+ L:a;(J.l.(t))q-i 
i=O 

n-i 
B(q-I ,t) = Lb;(J.L(t))q-i 

i=O 

So we have 
y(t) = H(qi- F)-1 Gu(t) = A-1Bu(t) 

(Al.8) 

In the following discussion we often use the above form to 
denote the HM in (A 1.3 ). 

We call A -I B the left transfer function representation of 
HM: (Al.3). A dual result, analogous to (Al.8), can be 
readily established by considering any right transfer 

---1 
function representation BA of HM: (Al.3). 

Appendix 2: Proof of Theorem 4.1. 

Define the Lyapunov function as V (x) = xT P x, where P 
is the solution of the Lyapunov equation (4.7) and let 
r(t) = 0 in (4.3). Then, 

.1. V = V (x(t + 1))-V (x(t)) 
= xT (t)(AJ'P Ao -P)x(t)+xT (t)(.M[PAo +AJ'P.Mk +.M[N!.Ak)x(t) 

=-xT (t)'Tllx(t)+xT(t)(M{PAo +AJ"PMk +M{PMk)x(t) 
(A2.1) 

m 

where since L J.L1 = 1, 
1=1 

m m 

Mk = LJ.LIA;k -Ao = LJ.LI(A;k -Ao) 
/=1 1=1 

(A2.2) 

If .1. V is negative, the fuzzy system in (4.3) is 
asymptotically stable. 
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'J...(M[PAo +AJ"PMk +M[P~) < ll (A2.3) 
We use the fact that for any square matrix X, 
'J...(X) ~ IIXII2. Therefore, to show (A2.3) holds, it suffices 
to show that 

I! M[ PAo + Al PMk +M[ PMkll2 

< C2jJMtii211Aoii2 +iiMkii~)IIPII2 (A2.4) 

<11 
that is, 

2JIMtii2IIAoll2 +IIMkll~ < ll~b (A2.5) 

Consider the quadratic equation 

')..
2 +211Aoll2t..-ll~b = 0, (A2.6) 

The largest root of (A2.6) is 

t..max = <IIAoll~ + ll~b )112 
-11Aoll2. (A2.7) 

The smallest root of (A2.6) is 

t..min = -<IIAoll~ + 11~12 i'
2 

-11Aoll2 < o. CA2.8) 

·By the condition ( 4.8) and (A2.8), we have 
')..min < IIMtll2 < ')..max (A2.9) 

Therefore, we have (A2.5). This completes the proof of 
the theorem. Q.E.D. 
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ABSTRACT 

In this paper, supervised learning for Self-Generating 
Neural Networks (SGNN) method, which was originally 
developed for the purpose of unsupervised learning, 
is discussed. An information analytical method is pro-
posed to assign weights to attributes in the training 
examples if class information is available. This signif-
icantly improves the learning speed and the accuracy of 
the SGNN classifier. The performance of the supervised 
version of SGNN is analyzed and compared with those 
of other well-known supervised learning methods. 
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1 INTRODUCTION 

The SGNN (Self-Generating Neural Network) method 
proposed in [11) is an unsupervised learning method. 
It has been applied to different application areas such 
as image coding, diagnostic expert system and docu-
ment/information retrieval system [10). Although the 
SGNN method performs quite satisfactorily comparing 
with other unsupervised learning methods, it cannot 
compete with other supervised learning methods in some 
cases since the class information has not been used. 

In this paper, an information analytical method is 
proposed to assign weights to attributes in the train-
ing examples using class information. This significantly 
improves learning time and the predictive accuracy of 
the SGNN classifiers. The method is different from the 
conventional supervised learning methods, such as ID3 
[5, 7), CN2 [1] and Backpropagation (BP) [8, 4), and 
can find its analogy with self-learning or learning from 
textbook. Class information is only used in assigning 
weights and not used in training for reinforcement. That 
is, there is no teacher supervising the learning proce-
dure all the time and the system learns from a pre-
processed/weighted training set which plays a similar 
role of a well-edited textbook. The performance of the 
supervised version of SGNN is analyzed and compared 
with those of well-known supervised learning methods. 
Below, we will use a simple version of SGNN - SGNT 
(Self-Generating Neural Tree) to elaborate how super-
vised learning (i.e., using class information) is carried 
out. 

In the following section, we describe the basic unsu-
pervised SGNT algorithm and show that it is compara-
ble with some other known unsupervised methods but 
not as good as some supervised methods. In Section 3, 
we propose some information measures that are used in 
Section 4 to assign weights to attributes and select fea-
tures. Stopping criteria are also given for the weight 
assignment procedure. In Section 5, we show in de-
tails how the information measures are used to assign 
weights and select features through three problems. In 
Section 6, we give a discussion on the features of super-
vised/unsupervised SGNT and the method of extending 
SGNT from the unsupervised to the supervised and its 
limitations. 
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2 SGNT ALGORITHM 

Neural networks are usually designed by human experts. 
It is fairly tricky to choose the right structure of the neu-
ral network suitable for a particular application at hand. 
In this section, we briefly discuss the SGNT method pro-
posed in [11] to generate neural trees [2) automatically 
from the training examples without human intervention. 

For this kind of networks, not only the weights of the 
network connections but also the structure of the whole 
network are learned from the training examples directly. 
These include: 

L the number of the neurons in the network, 

2. the interconnections among the neurons, and 

3. the weights on the connections. 

A neural tree generated in this way is called a self-
generating neural tree. 

Before we describe the algorithm, some related defi-
nitions are given below: 

An instance e; is a vector of attributes: e; = < 
a;1, ... , a;n > . A neuron nj is an ordered pair < 
Wj, Cj >, where Wj is the weight vector of the neu-
ron: Wj = < ajb .. . , ajn >, and Cj is the child neuron 
set of nj. 

An SGNT is a tree < { nj}, { lk} > of neurons gen-
erated automatically from a set of training instances 
by the algorithm given below, where {nj} is the neu-
ron/node set and {lk} is the link set of the tree. 

A neuron nk in a neuron set { nj} is called a winner 
for an instance e; ifVj, d(nk, e;) ~ d(nj, e;) where d(n, e) 
is the distance between neuron n and instance e. Any 
distance measure could be used, but we use a modified 
Euclidean distance measure as an example in this paper: 

(1) 

where Pk is the weight for the k-th attribute. Note that, 
these weights, p, are different from those weights, w, de-
fined later, for the links of the SGNT. The former are 
determined by a method proposed in the next section 
or a human expert prior to the learning phase while the 
latter are learned from the given training data set. If 
the learning system makes use of the class information 
available to select a set of suitable weights for the at-
tributes, the performance of the classifier generated by 
SGNN /SGNT will be improved significantly. Especially 
when there are many attributes irrelevant to the under-
lying classification problem and other attributes make 
contributions which are of different importance. The 
main purpose of this paper is to propose an information 
analytical method to analyse the training set to assign 
different weights to different attributes so that we can 
improve both the classification and generalization sig-
nificantly. We first introduce our SGNT algorithm: 

Algorithm (SGNT Generation) 

Input: 
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1. A set of training instances E 
O,l, ... ,N . 

2. A threshold e > 0. 
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{et}, i = 

3. A distance measure for each attribute/weight 
in instances/neurons. 

Output: An SGNT generated fr~m E. 

Method: copy(root,e0 ); 

for each item in the training data 
minDistance = test(e;,winner); 
if(minDistance > e> 

if winner is a leaf do 
copy(n1,winner); 
connect(n1,vinner); 

copy(n2 ,e;); 
connect(n2 ,winner); 

update (winner, e;) ; 

A neuron in an SGNT is called a leaf neuron if it has no 
child neuron. The routines/functions above are defined 
as follows: 

1. copy (n, e): generate a neuron n and copy the at-
tribute values in the instance e to the weights in 
n. 

2. test ( e, winner): find a winner in the current 
SGNT for instance e and return the distance be-
tween the winner and e. 

3. connect(no, n1): connect neuron n 0 to n 1 making 
no as a child neuron of n 1 . 

4. update(n,e): update the weight vector of neuron 
n by the attribute vector of e based on the updating 
rule below: 

1 
Wjj,k+l = Wij,k + k + 1 · (ak+l,j- Wjj,k) · 

where W;j,k is the j-th weight of n; after having seen the 
first k examples covered by n;. 

As the network is trained repeatedly by the training 
set, the dead branches which stop growing are pruned 
away in order to improve the quality of the network and 
decrease its size. An SGNT branch is called dead if 
the number of examples covered by its root does not 
increase during the repeated training. Finally, it is pos-
sible to simplify an SGNT by a method similar to Quin-
lan 's method of decision tree simplification [6). For more 
detailed information about the SGNT algorithm, op-
timization, pruning, and simplification, please refer to 
[11). 

The performance of the SGNT method described early 
is quite satisfactory in both accuracy and speed aspects 
comparing with some well-known unsupervised learning 
methods such as CLASSWEB and ECOBWEB1 (see Ta-
ble 1, where the unit of time is second). 

Since the SGNN/SGNT classifier does not make use 
of the class information even when this information is 

1These two are the variations of Fisher's COBWEB [3]. 
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available, it cannot compete with the classifiers devel-
oped by some well known supervised methods (see Ta-
ble 2 starting from the second row). Therefore, it seems 
necessary to find a way for the SGNN/SGNT method to 
make use of the available class information. Note that 
except the first rows in Tables 1 and 2 are reported by 
us, the rest can be found in [9] . The MONK's problems 
are to be explained in Section 5. 

3 INFORMATION 
MEASURES 

where M is the number of values A; can take. Thus, the 
first order information gain contributed by A; is 

g; = I(S)- &;. 

and is a measure of A;'s contribution to classification. 
Because the gain g; defined above is related to the num-
ber of values N; that an attribute A; can take, i.e., A; 
tends to have a large g; if M is large, we also use normal-
ized gains to measure the contribution of each attribute. 
The normalized gain is defined as 

./tf; 

L n·k n ·k I;=- -'--log-'- and I; -:f. 0 
n n 

k=l In this section, we propose some information measures 
to assign weights to attributes in the training examples 
so that a more informative attribute for classification In [5], gi and g: are maximized to choose attribute to 
is assigned with a larger weight . In order to determine 
whether an attribute is informative or not, we give the 
following discussion: 

Suppose a set S ofobjects is divided into Ne subsets, 
caJled classes. The expected information (or entropy) 
for classification is 

"'· ( ) '""' ne ne I S = - L...J - · log2 -, 
c=l n n 

where ne is the number of objects belonging to class Cc, 
and n is the total number of objects inS. Similarly sup-
pose S;k is a subset of Sin which the i-th attribute A; of 
all objects has its k-th value. The expected information 
in S;k for classification is 

"'· I(s ) _ '""' nikc I n;kc 
ik - - L...J -- · og2 --, 

c=l n;k n;k 

where n;k is the number of objects for which A; takes 
its k-th value, and among these n;k objects, n;kc belong 
to class Cc- Therefore, for attribute A; the expected 
information is 

Learning method 
tested M1 M2 

branch in decision trees for ID3 . 
In our case, if g; is greater than an appropriate thresh-

old, we may use it as the attribute weight of A; in (1). 
If g; is too small, it depends if g; should be used as the 
weight of A;, because the information gain may be not 
only contributed by A; itself but also by some noise or a 
deviation of the sample set from the true distribution of 
S. In this case, second or higher order information gains 
may be considered. The definitions of second or higher 
order information gains can be given in a way similar to 
that of first order information gains. For example , the 
second order information gain of a pair of attributes A; 
and Aj can be defined as follows: 

where 
./tf; ./tf; 

'""' '""' n .. k 1 &;i = L.J L...J _2L_ · I(S;ikl); n 
k=ll=l 

(2) 

n;jkl is the number of objects in S whose i-th and j-th 
attributes take their k-th and l-th values, respectively; 

N. 
I(s ) '""' n;jklc I n;jklc 

ijkl =- L.J -- · og2 --; 
c=l n;jkl n;jkl 

and n;jklc is the number of objects belonging to class Cc 
whose i-th and j-th attributes take their k-th and l-th 

Test results Tester(s) 
M3 Average 

SGNT (unsupervised) Accuracy 82.6% 78.2% 84.5% 81.8% Wen et. al. 
time 1.47 2.37 

CLASSWEB 0.10 Accuracy 71.8% 64.8% 
time 1406.47 2013.78 

CLASSWEB 0.15 Accuracy 65.7% 61.6% 
time 867.47 977.04 

CLASSWEB 0.20 Accuracy 63.0% 57.2% 
time 499.94 646.06 

ECOBWEB leaf prediction Accuracy 71.8% 67.4% 
time 

ECOBWEB Lp & inform.util. Accuracy 82.7% 71.3% 
time 

Table 1: Comparisons for MONK's problems among un-
supervised learning methods 
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2.69 
80.8% 72.5% Kreuziger et . al. 
1311.25 
85.4% 70.9% Kreuziger et. al. 
822.09 
75.2% 65.1% Kreuziger et. al. 
521.21 
69.1% 72.5% Reich & Fisher 

N/A 
68.0% 74.0% Reich & Fisher 

NjA 
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Learning method Test result 
tested Mt M2 M3 

SGNT (supervised) lOO% 87% lOO% 
AQ17-DCI lOO% 100% 94.2% 
AQ17-HCI lOO% 93.1% lOO% 
AQ15-GA lOO% 86.8% lOO% 
Assistant Professional lOO% 81.3% 100% 
mFOIL lOO% 69.2% lOO% 
ID5R 81.7% 61.8'7o N/A 
IDL 97.2% 66.2% N/A 
ID5R-hat 90.3% 65.7% N/A 
TDIDT 75.7% 66.7% N/A 
ID3 98.6% 67.9% 94.4% 
ID3 (no windowing) 83.2% 69.1% 95.6% 
ID5R 79.7% 69.2% 95.2% 
AQR 95.9% 79.7% 87.0% 
CN2 lOO% 69.0% 89.1% 
PRISM 86.3% 72.7% 90.3% 
Backpropagation lOO% lOO% 93.1% 
Backprop. with weight decay lOO% lOO% 97.2% 
Cascade Correlation lOO% 100% 97.2% 

Table 2: Comparisons for MONK's problems among su-
pervised methods 

values, respectively. The normalized second order 
gain can be defined accordingly. 

N; N; 
I 2:2: n;jhl 

1 
ntjkl 

ij = - -- · og2 --· n n 
1<=11=1 

(3) 

Sometimes, we need consider not only the absolute 
higher order gains but also the higher order gains related 
to the corresponding lower order gains. For example, the 
second order gain of attribute pair A; and Aj related to 
the first order gain 9; is Yij,i = Yij - 9; and the corre-
sponding normalized relative gain g;j,i = g;j- g;. The 
relative gains are useful when both Q; and Yij are greater 
than the corresponding thresholds, and we would like to 
know whether the contribution of Aj is significant to the 
classification. 

Although the impact of higher order information gains 
are not as obvious as that of first order gains, it is some-
times important for the performance of the classifiers. 

4 ATTRIBUTE 
SELECTION AND WEIGHT 
ASSIGNMENT 

In this section, we discuss heuristic rules to select at-
tributes related to the underlying classification, when 
there are irrelevant attributes in the training examples, 
and to assign weights to the selected attributes. 

An attribute A; is called first order selectable, if its 
gain g: > Q'(1), where Q'(1) is the average of all nor-
malized first order gains. If an attribute is first order 
selectable, its contribution to the classification is above 
average and thus should not be ignored. If an attribute 
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is not first order selectable, it can still be selected be-
cause of the joint contribution of the attribute and other 
attribute(s). An attribute A; is called second order se-
lectable if one of the following conditions is satisfied: 

1. There is another attribute Aj, A; and Aj are not 
first order selectable but the normalized second or-
der gain g[3 > g'(2), where Q'(2) is the average of all 
normalized second order gains except those second 
order gains corresponding to attributes which are 
both first order selectable. 

2. Aj is first order selectable, but A; is not, and Yij,j > 
1?(2,1) 1\ Q( .. > Q'(2,1} where g'(2,1) and g(2,1J are 
':f IJ,J l 

the averages of relative normalized/unnormalized 
second order gains of all pairs of the attributes ex-
cept those that correspond to two first order se-
lectable attributes. 

Note that the order of the above logic expression is sig-
nificant. That is, if Yij,j > g<2•1) is not true, we can 
simply reject A; as selectable, and it is not necessary 
to calculate and test g;j,j > Q'(2•1). In these cases, the 
average of the gains is only over those gains which have 
already been calculated. 

Higher order selectibility can be also defined similarly. 
If expert knowledge is available in the learning, the aver-
ages can be replaced by any thresholds chosen according 
to the knowledge. In this paper, we use the averages as 
the thresholds assuming no expert knowledge is avail-
able. 

If an attribute is neither first nor second order se-
lectable, we call it second order rejectable. In this paper, 
we reckon that an attribute is irrelevant to a classifica-
tion problem if it is at least ·second order rejectable and 
thus is assigned a weight 0. For all other attributes, if 
their first order gains are greater than a threshold, say 
-:J,, where N' is the number of attributes in a training 
vector, set their weights equal to the gains. Otherwise, 
set their weights to the reciprocal of the corresponding 
gains since we would like to reduce the deviation of the 
training samples from the true distribution. It should 
be noted that although normalized gains are used for at-
tribute selection, unnormalized gains should be used for 
weight assignment since attributes with larger numbers 
of values need bigger driving forces for classification. 

Before we show, in examples, how to use information 
gains and the above heuristic rules to assign weights to 
the attributes, we discuss when the higher order gains 
should be calculated, or when the calculation is not nec-
essary. 

4.1 Stopping Criteria 
At the beginning, two sets are defined: SELECT and 
START. SELECT is null and START contains all the 
attributes. Data is treated in a conventional manner, 
divided into two sets: TRAIN and TEST. P; is a per-
formance measure, e.g. predictive accuracy. 

1. i = 1, {3 = 0. 02; # {3 is a tunable parameter 
2. compute ith order gains to select attributes 
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from START and add into SELECT; 
induce a concept hierarchy, C, using 

the attributes in SELECT; 
obtain Pi of C on TEST; 

3. i = i +1; 
compute ith order gains to select attributes 

from START and add into SELECT; 
induce a concept hierarchy, C, using 

the attributes in SELECT; 
.obtain P2 of C on TEST; 

4. if (START= SELECT) or 
(P2 < Pi) or 
(P2 < P1 + {J) or 
(P2 ~ 1 - {J) 

then STOP 
else P1 = P2; 

go to 3 . . 

Here we provide four stopping criteria. First one 
says if all attributes are selected, the selection algorithm 
should stop. Second one points out a theoretical possi-
bility that the more attributes selected, the worse the 
performance. The algorithm should stop if this occurs. 
Third one amounts to if there is no significant improve-
ment, stop. And fourth one states that if the perfor-
mance is sufficiently good, stop. 

5 EXAMPLES 

The MONK's problems proposed in [9] become a de 
facto standard set of benchmarks because 

1. MONK's tests have been performed for many 
(at least 20) well-known supervised/unsupervised 
learning methods at the 2nd European Summer 
School on Machine Learning during summer 1991. 
This makes a comparison between our method and 
those well-known methods much easier and less bi-
ased. 

2. The training and test data and the test results for 
other well-known methods are easily accessed. 

3. The MONK's problems are not too complicated, 
time-consuming to test but are also reasonably dif-
ficult to be solved in different aspects such noise, 
joint concepts. 

The MONK's problems [9] rely on an artificial robot 
domain, in which robots are described by six different 
attributes: 

AI: head_shape E round, square, octagon; 
A2: body_shape E round, square, octagon; 
Aa: is_smiling E yes, no; 
A4: holding E sword, balloon, flag; 
As: jacket_color E red, yellow, green, blue; 
As has_ tie E yes, no. 

The learning tasks of the three MONK's problems are 
binary classification tasks, each of them is given by the 
following logical description of a class. 

Austrlllian ]OilTI'IIIl of Intelligent lnformtltion Processing Systems 

• Problem M1: 
(head_shape = body_shape) or (jackeLcolor = red). 
From 432 possible examples, 124 were randomly se-
lected for the training set. No noise is present. 

• Problem M2: 
Exactly two of the six attributes have their first value. 
From 432 examples, 169 were selected randomly. 
No noise is present. 

• Problem M 3 : (Jacket_color is green and holding a 
sword) or (jacket_color is not blue and body_shape 
is no octagon). From 432 examples, 122 were se-
lected randomly. and among them there were 5% 
misclassifications, i.e., noise in the training set. 

The graphical representations of the training and test-
ing sets for all these three problems are given in the 
Appendix of the report. It is easy to see that M 3 should 
be the easiest one to learn if there were no noise present 
because there is only a Disjunctive Normal Form (DNF) 
of first order relations to be learned in the description. 
M 1 is a bit harder because there is a second order rela-
tion, head_shape = body_shape, to learn. However, the 
noise in M3 changes the order of difficulty between M1 
and M3 . The most difficult one is M2, one has to exam-
ine all the six attributes of any example to tell whether 
it belongs to the right class. 

Methods like SGNT/SGNN or COBWEB [3], will not 
perform well for these examples. The reason is twofold: 
firstly, these methods are unsupervised; secondly, these 
methods treat all attributes equally important, but in 
some (M1 and M3 ) of these problems some attributes 
may be much more important than the others. In ef-
fect, A3 , A4 , and A6 are completely irrelevant in M1 , 

and A1,A3, and A6 in Ma to the classification problems. 
Methods such ID3 [5] and the like should perform bet-
ter than the above mentioned methods not only because 
they are supervised, but also because they discriminate 
some minor attributes from the others in one way or an-
other. However, even ID3 cannot achieve the best results 
for MONK's problems because the problems are obvi-
ously involved in higher order relations but ID3 deals 
only with first order information. An information anal-
ysis conducted below also confirms the above intuitive 
conjectures. 

5.1 MONK'S PROBLEM 1 
The information analysis for the training set can be per-
formed starting from calculating the first order informa-
tion gains. For M1 , the result of first order information 
analysis is shown in Table 3. 

The expected information for classification in M 1 is 

62 62 62 62 I( M!)=-- ·log2--- ·log2 - = 1.0 
124 124 124 124 

For A1 = 0 in M1, the information is 

14 14 31 31 
I(A!) = - 45 ·log2 45 - 45 · log2 45 

= 0.8946. 
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Attr Value class Info. N'lized 
val # Co c1 gain g gain Q' 
0 45 14 31 

A1 1 42 22 20 .0753 .0476 
2 37 26 11 
0 35 15 20 

A2 1 42 22 20 .0058 .0037 
2 47 25 22 

A3 0 65 35 30 .0047 .0047 
1 59 27 32 
0 42 26 16 

A4 1 43 21 22 .0263 .0166 
2 39 15 24 
0 30 11 19 

As 1 31 11 20 .2870 .1437 
2 34 11 23 
3 29 29 0 

A6 0 56 29 27 .0008 .0008 
1 68 33 35 

Table 3: Information analysis for M 1 

Gains Norm Gain Rela Gain Norm Rela 
g12 : .5147 Qb: .2403 g12,1: .4394 9b 1: .1926 
g13: .0855 g~3 : .0487 
914: .0968 9~4: .0447 
g16: .0876 9~6 : .0498 
g23: .0125 9~3 : .0075 
g24 : .0335 9~4 : .0167 
925: .3006 925: .1322 g25 s: .0136 
926: .0305 Q26: .0183 
934 : .0353 934: .0268 
9as: .3078 935: .2004 935,5: .0208 
9a6 : .0195 936: .0193 
945: .3247 9~5: .1344 945 s: .0377 
946 : .0509 9~6: .0293 
g56: .3053 9~6: .1351 9s6,s : .0183 
Average: .0552 .1060 .1926 

Table 4: Second gains for M 1 

Similarly, the information for A1 = 1, and 2 is 
0.9985, 0.8780, respectively. Thus, the expected infor-
mation and the first order information gain for A 1 are 

45 42 37 
t:l = 124 . 0.8946 + 124 . 0.9985 + 124 . 0.8780 = 0.9246, 

and 
91 = 1 - 0.9246 = 0.0753. 

Other first order information gains and the normalized 
gains can be calculated similarly, and are shown in the 
last two columns of Table 3. The average of this the 
information gains 0.0666 can be chosen as the threshold 
of the information gains. Therefore, only two first order 
selectable of six attributes, A1 and As are selected with 
weights 0.0753 and 0.2870. The second order gains can 
be calculated according to (2) and (3), and are given in 
Table 4. 

It is easy to see from Table 4 that only A 2 is second 
order selectable (see the first row in Table 4, in fact , it 
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l (it: .oon 1 92: .2937 

l g~: .0045 1 Q2 : .1854 93: .ooo8 1 

1 g~: .oo1s 1 g~: .1281 g~: .oon 1 

Table 5: First order information gains for M3 

is not necessary to calculate Qb 1 because it is the only 
candidate). Thus, A2 is assigned a weight of 0.0058 and 
all the other attributes are second order rejectable and 
assigned weights 0. Using the attribute weight (p) set 
{0.0753, 0.0058, 0.0, 0.0, 0.2870, 0.0} for M 1 , we obtain a 
network with a classification accuracy of 100% for both 
training and testing sets (Table 2), thus the selection 
algorithm stops. 

5.2 MONK's PROBLEM 3 
As mentioned above, there were 5% misclassifications or 
noise in the training set of M 3 . This makes M 3 more 
difficult than M1 . If there were no noise in the training 
sets, M1 is more difficult than M 3 . Hence, the selection 
of the gain threshold will be more sensitive to the classi-
fication performance for M3. The first order information 
gains in the training set is given in Table 5. 

Among the first order gains only Q2 and 9~ are greater 
than the average 0.0468 of the 6 first order normal-
ized _gains. Therefore, A2 and A5 are assigned weights 
0.2937 and 0.2559, respectively. There are 8 attribute 
pairs whose second order normalized gains are greater 
than the average 0.0682. Among them only three 
915,5, 924,2, Q4s,s, have relative gains above the aver-
age. Because the normalized relative gain 9~ 5 5 is be-
low average 0.0090, only A4 is second order s~lectable 
and is assigned a weight 0.0029. Using attribute set 
{0.0, 0.2937, 0.0, 0.0029, 0.2559, 0.0}, we generate a net-
work for M3, again, with 100% classification accuracy for 
testing set and thus the selection algorithm stops. It is 
interesting to note that the network constantly corrects 
the 6 misclassified examples when testing the training 
set. 

Our intuition has been verified by our information 
analysis that M3 would be harder than M1 because 
of the noise added in the training set. For M1, no 
normalized relative gain needs to be calculated. How-
ever, for M3, if we did not calculate the normalized 
relative gains and compare them with the average, we 
might well have selected A1 in addition to A 4 . The 
result network generated by attribute weight (p) set 
{0.0071, 0.2937, 0.0, 0.0029, 0.2559, 0.0} always misclas-
sifies 6-12 testing examples. 

5.3 MONK's PROBLEM 2 
As we mentioned above, M 2 should be the hardest one 
among the three MONK's problems because the clas-
sification does not directly related to the values of the 
attributes. This intuition will be again verified by our 
information analysis. The first order information gains 
are given in Table 6. 
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fh: o.ooas 1 92: o.oo25J 93: o.oo11 1 

· 94: .0157 1 9s: .0173 1 9s: .oo62 1 

9~: .oo24 1 9~: .oo16 1 9~: .0011 j 
94: .0099 1 9~ : .oo87 1 9~: .oo62 1 

Table 6: First order information gains for M2 

All first order information gains and normalized infor-
mation gains are very small (the average of the normal-
ized gains is less than -}. = 0.0046) 2 . In this case, it is 
hard to tell whether these gains are contributed by the 
attributes themselves or the deviation of the sample dis-
tribution of the training set from the real distribution. 
The second order analysis shows that the second order 
gains are much larger than the first ones although they 
are still fairly small (the normalized gain average is less 
than ~ = 0.0277). Using the same analysis procedure 
as that in previous two subsections, we find that A4, 
A5 , and A 6 are first order selectable, and At, A2 {they 
are not first order selectable but 9b is above the av-
erage 0.0164), and A3 are second order selectable. This 
means that although each attribute alone contributes lit-
tle but the higher order combinations of the attributes 
may contribute a lot to the classification. Higher order 
information analysis is not needed since all six attributes 
are selected. We could either simply use the second or-
der gain average over each attribute as the weights of the 
attribute or use weights proportional to the reciprocal 
of the corresponding first information gains to reduce 
the deviation of the training sample from the real dis-
tribution. For example, using the reciprocal method, 
the network generated has a classification accuracy of 
87.3%. 

6 DISCUSSION 

Although the SGNT /SGNN method was mainly devel-
oped for the purpose of unsupervised learning and the 
class information is only used to assign weights to the at-
tributes (never used in training process), Table 2 shows 
that the performance of a supervised version of SGNT is 
encouraging. It can be seen that the supervised SGNT 
reaches perfect classifications for the testing sets of both 
M 1 and M 3 . This means that SGNT performs very well 
for learning even with noise presented. The informa-
tion analysis and weight assignment method improves 
the performance nearly 20% over the corresponding un-
supervised SGNT. For M2, the improvement is not so 
impressive because no direct correlation is found be-
tween the classification and the values of the attributes. 
We conjecture that the method proposed here does not 
help much in cases such as parity problems where the 
classification is not directly correlated with the values 
of the attributes. The AQ like methods reach a better 

2 Using the reciprocal of the number of attributes is a good rule 
of thumb we employ to make approximate judgment. Normally, 
second order information gains are larger than first order ones. 
We use ~ for first order information gains and ~ for second 
order ones 
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performance because they generated new attributes to 
reflect the number of attributes belonging to different 
classes. The BP and the like seem very good for this 
kind of problems (M2 , parity, and XOR) but require 
efforts from human experts to design the network struc-
tures (including number of hidden units, weight decay, 
etc.) manually. 

The speed comparisons in Table 7 show again that the 
SGNT method is much faster than any other supervised 
learning methods tested. The time spent by calculat-
ing the first and second order information gains for all 
three MONK's problems are the same, 0.3 second, and 
is not included in the training time given in Table 9. 
In general, the computation amount for the second or-
der information analysis is O(.N2 

· N;,o.:c · n), where .N, 
.Nmo.:c, and n are the number of attributes, the maximum 
number of values of the attributes, and the number of 
training examples. In the supervised version of SGNT, 
there is no training set splitting and gain recalculation 
in ID3 and the like, nor the global network updating 
in BP type neural networks. The information gains are 
only calculated once before the training phase, the class 
information is never used again during training for re-
inforcement and there is no information loss caused by 
splitting the training set. The network is only locally 
updated each time and the irrelevant attributes to the 
classification problems are ruled out prior to the train-
ing. 

It turns out that the supervised SGNT method has 
quite a few attractive features comparing with the con-
ventional neural networks and the other unsupervised 
learning techniques in conventional AI: 

1. The structure is automatically generated for the ap-
plications at hand. The performance is quite sat-
isfactory. Whenever it is difficult to determine the 
right network structure, this method may well be 
considered as an alternative to conventional neu-
ral network methods such as backpropagation for 
which the network structures have t.o be skillfully 
determined by human experts. Some recent work 
shows that it is possible to automatically structure 
a neural network. 

2. There is not much waste of neurons and links to 
solve the current task. Therefore, some large scale 
applications such as mushroom classification, im-
age coding, and electronic yellow pages, etc. can be 
implemented on mini/personal computers without 
difficulty. The optimization, pruning, and simplifi-
cation techniques make our method more practical 
for large scale applications. 

3. There is no delay caused by the redundant neurons 
in conventional neural nets. Only a small part of the 
SGNT hierarchical structure needs to be searched 
to find the right place to update the network, and 
no reinforcement is necessary during the training 
phase. This provides the main speed advantage over 
most other learning methods, and makes it possible 
to apply our method to real time applications. 
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4. The method can be used for supervised, unsuper-
vised or even hybrid learning tasks depending on 
whether the class information is available or not. 
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Platform used Tester(s) 
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SGNT (supervised) 1.00 2.10 0.50 SUN SPARC 1 Wen et. al. 
ID3 35.51 154.02 23.04 SUN SPARC 1+ 
ID3 no windowing 4.98 7.6I 3.74 SUN SPARC I + 
ID5R 99.20 407.61 78.9I SUN SPARC I+ 
AQR 4.I7 9.45 4.00 SUN SPARC I+ 
CN2 4.48 74.04 I0 .25 SUN SPARC I + 
Cascade correlation 5.11 7.75 I2 .27 DECSTATION 3IOO 
Backprop. 10 to 30 SUN SPARC 

Table 7: Speed comparisons for MONK's problems 
among supervised learning methods 
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Abstract 
In this study, the principles and performance of 
a new morphological filter on restoration of 
colour and grey scale images containing up to 
95% impulse corruption. We are concerned here 
with images which have lost between 50 and 95% 
of the image data to noise impulses. Good 
re~toration was achieved using this new filter 
method. The morphological filter uses 'good' 
pixels as seed points from which spatial 
propagation occurs in a regular manner during 
successive iterations of the filter. The seeding 
filter has a high restoration gain or ratio of 
restored pixels to seed pixels. Here sparse data 
refers to an image in which half or more of the 
image data has been replaced by noise impulses. 
The impulse noise may have a single value or 
range or multiple ranges. It is a requirement of 
the method that the data can be segmented from 
the noise impulses by means of thresholds. 
Random loss of an image communication channel 
will result in a sparse image which may be 
restored by these methods. Range images or optic 
flow data may be processed by these methods 
also. On a greyscale face image which had lost 
95% of its data, the restored image had a signal to 
noise ratio of 16dB and all features were clearly 
discernable. The filter had an 8 pixel 
neighbourhood and took about 0.5 second per 
iteration to filter the image on a 386 standard PC. 
Existing sparse data restoration methods have 
been used with grey scale data only. 

1.1 Introduction 
Images which have lost more than half their data 
to impulse noise have been effectively restored 
with the morphological filter described here. The 
term morphological filter normally applies to 
filtering binary images using binary structuring 
elements and opening/closing operations. Here 
we are concerned with greyscale or colour data 
but the processing is binary in the sense that 
processing depends only on whether the pixel 
being restored is a member of the image data set 

or a member of the impulse corruption set. In the 
seeding method, pixels are replicated at pixel 
sites containing "good" ie non-noise impulse 
pixel values. Conventional filters which use 
smoothing or median values statistics are 
ineffective when 50% or more of the image is 
lost.[3],[4] By using these morphological filters, 
far better results are obtained for image 
restoration. It is a requirement of these filters 
that the range of the image corruption is known a 
priori. If the image is sparse in a conventional 
sense, corrupted pixels have a grey level of zero, 
tests may be made on the pixel neighbourhood to 
ascertain a better grey scale value for the restored 
image value. The original image will also contain 
pixels in the same set as the interference. This 
will not matter if the range of impulse values is 
not too large. Satisfactory results have been 
obtained with interference ranges of up to one 
third of the image grey scale range. The success 
of the method relies on a normal level of 
correlation within the original colour or greyscale 
image. A random image cannot be restored 
whereas the improvement in conventional 
images, a human face for example is quite 
marked. More sophisticated smoothing methods 
which minimise data errors [1] start to slow down 
drastically when image impulse noise corruption 
rises above 90% due to the small support region 
of these methods. An earlier non-iterative method 
which gave much greater grey spatial dislocation 
and hence poorer results was reported in [2]. 
Because these filters replicate existing image data 
values, they may be used effectively on greyscale 
data or colour index values for 8 bit RGB images 
using a common look up table for the RGB 
values. Other restoration methods such as those 
by Blake and Zisserman or C-F Westin cannot be 
used for colour in this way. 

In a more general sense, the reconstruction 
problem can be regarded as fitting a surface to 
a sparse or scattered set of points in a 
rectangular domain, D. This problem appears 
particularly in geographical and geological 
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problems where a sparse set of measurements is 
available and a most likely value is required 
over a full set of points in a rectangular domain, 
D. In processing of impulse corrrupted pictorial 
data, the problem is slightly different in that the 
impulse values will intersect with part of the 
image data which will therefore be lost when 
that part of the data set is thresholded out and 
replaced. As long as the fraction of the image 
data is not too great, the restoration will be 
succesfull. A face image in which a third of the 
image data was lost in thresholding gave a 
satisfactory restoration. 
This problem has been solved by interpolation 
using polynomials but this method has 
significant problems. Firstly the surface 
generated exhibits an oscillatory nature even for 
polynomials of low degree. Also the surface 
may be non-singular and the system can be ill-
conditioned. The morphological methods 
dicussed here are of low complexity and are 
stable if due consideration is given to possible 
recursive effects. 

1.2 Morphological Filter Principle 
The morphological filtering method may be 
performed either on a propagation basis or a 
nearest good neighbour (NGN) basis. In the pixel 
propagation method termed the seeding method, 
if the current pixel is a 'good' data value ie not a 
member of the impulse pixel set, it is propagated 
to its noise impulse valued neighbours. In the 
second earlier method, the NGN method, the 
value of the current image pixel is checked and if 
it is within the interference range, a data pixel 
from its nearest good neighbour is copied to it. 
If the image is simply sparse data, a non-zero 
data value is copied to any zero valued pixels 
These methods differ from rank filtering in that 
no ranking of the pixel values is attempted and 
that the output depends on spatial relationships, 
not rank order. Restoration methods may use 
separate buffers or a single buffer for input and 
output. Recursive effects may occur with 
iterative methods and a single buffer. These 
manifest themselves as excessive streaking in the 
restoration. In this study, a seeding method 
using a 3x3 neighbourhood was used for the 
colour image restoration and the output iterated 
until the SNR became ssentially constant. For the 
grey scale images, the seeding method was used 
using a 3x3 pixel neighbourhood. Below a 
seeding method of restoration is shown restoring 
the four connected neighbouring pixels. 
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0 0 Nullpixel 
1' e "Good" pixel 

o~e-7o 
~ 
0 

Propagation to 
four-connected neighbours 

1.3 Objective Image Restoration 
Measures 
In our studies we have used as an objective 
measure the signal to noise ratio (SNR) 
commonly used for the fidelity of a processed 
image to its original form. This measure is the 
summation over all rows and columns of the 
original image pixel brightness values f squared 
divided by the sum of the differences between the 
original image f and the restored image values g 
squared expressed in decibels. 

SNR = 1 O.log(~~/2 ~~~ (f- g)2 ) (1) 

or for colour image restoration, 

SNR = 1 O.log{~~(r2 + i + b2 ) I 

~~[(r-R)2 +(g-G)2 +(b-B)2 ]} 
(2) 

where the summations ~~. are over all image 
rows and columns and f = (r,g,b) and g = 

(R,G,B) are the colour components of the original 
image and the restored image respectively. 

Finally the normalised mean square error for 
greyscale images is the ratio of the summation 
over the image of the errors squared to the 
summation of the original image values squared. 

NMSE = ~~(f -g)2 /"L"L(f2 ) 
(3) 

This may be extended to colour on the same basis 
as the SNR measure shown above . 

Another method which does not require the 
original image data is to count the corrupt pixels 
remaining and to iterate until the number of 
corrupt pixels is normal, ie has a popularity 
similar to other pixels or colour indexes close to 
the corruption range. 

Spring 1995 



74 

1.4 Formal Definition: of Filters 
A formal definition using set theory 
nomenclature for the NGN filter is as follows: 

Sij(d) = { I(rs)jD(ij);(rs) = dj, I(rs)(ltC } (4) 

Sij( d) is the set of good pixels at distance d from 
ij. 
Sij(O) is the one element set containing Iij if Iij is 
'good' otherwise it is null. D is the integer 
distance measure function. Distance refers to the 
distance from the pixel output location to the 
nearest "good" pixel ie the distance from ij to rs. 
C is the set of noise impulses. 

I(rs) is a good pixel adjacent to ij. 

The seeding or pixel replication method is 
essentially the complement of this definition. 
For the seeding filter, for an image X and 
st111cturing element Band Noise pixel set N, 

X EB B = {x : Bx n X != N } (5) 

Thus the output for the seeding restoration is 
equal to the set of pixels formed by the 
intersection of the structuring element Bx with 
any pixel which is not a member of the noise 
pixel set N. This definition holds for brightness 
values for grey scale images or colour indices 
for RGB colour format images. 

In grey scale morphology, the output brightness 
value for dilation is the maximum value of the 
sum of the structuring element brightness Bx and 
the image brightness X within the region of 
intersection. In this method there is no addition of 
pixel values, only replication of existing 
values.[Gonzalez92] The structuring element B is 
a 2x2 or 3x3 block of pixels resulting in a 
replication of the central pixel value to the four 
connected or eight connected neighbours. Other 
structuring elements such as a cross are possible. 

1.4.1 Recent Methods of Sparse Image 
Restoration 
A summary of recent methods of sparse image 
restoration methods from the 80's onwards is as 
follows: In 1981, Grimson developed a 
restoration method based on fitting a "thin plate" 
to sparse data on a mmtmum energy 
basis.[Grimson81] The surface could bend but 
could not conform to a step change. Terzopoulos 
continued this work and extended it to a 
consideration of discontinuities or steps in the 
reconstruction.[Terzopoulos83] He also 
developed a multi-grid based method for faster 

convergence. Blake and Zisserman in a well 
known book [Blake86] developed surface 
reconstruction methods using weak continuity 
restraints as described later. Horn et al also 
developed methods to convert sparse optic flow 
data to dense flow maps using iterative 
methods. [Horn86] 

1.5 Restoration Using Successive Over 
Relaxation 
The Successive Over Relaxation (SOR) method 
developed by Blake and Zisserman [Blake86] In 
this approach to the restoration of sparse data, a 
weak membrane is fitted to the sparse data on 
the basis of minimum membrane energy E. 

E=D+S+L 
(6) 

The membrane is fitted to the data on the basis of 
minimising a membrane energy E with energy 
term D for fidelity to data, S for adjacent 
differences corresponding to a gradient term and 
a fmal term L for step discontinuity energy, 
meaning region boundaries or edges. Blake and 
Zisserman define D and L as follows: 

K 2 
D= AI Ky(uk -dk) 

(7) 

2 2 2 
S='A [~.(u;-u;_1 ) +~.(uj-uj_1 )] (8) 

1,] 1,] 
The term L cannot be used with sparse data as 
discussed below. The first term D is the sum of 
the squares of the differences between 
reconstructed image points and the original noisy 
or sparse data. A is the image area in pixels and 
K is the number of sparse data pixels. Term S is a 
sum of the horizontal and vertical gradients 
squared over the image domain. The symbol A. is 
a scale factor and was in our work was set to one 
pixel for sparse data in line with [Blake86]. The 
gradient term S attempts to make the restored 
image as flat as possible. Note single subscripts 
have been used for the row and column subscripts 
to simplify the expression for S. Also note that 
this is the form for zero step or line discontinuity 
processes. The third term L penalises image 
brightness steps or line discontinuities mentioned 
above. The term L has the effect of minimising 
the perimeter or edge length around areas of 
constant brightness. For sparse data, this term 
cannot be used as edges cannot be located 
unambiguously due to the non-uniformity of the 
data. 
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A gradient descent solution to the problem of 
restoration of sparse images can be used. By 
equating the rate of change of the membrane 
energy E with respect to image grey level u to 
zero, an equation may be formulated for finding 
image grey levels. For the case of sparse data, the 
step energy term is not used as the edges cannot 
be located unambiguously so the line step energy 
term is set to zero. In that case, the reconstruction 
becomes entirely deterministic. 

We minimise E w.r.t changes in u(ij) and note 
that at the minimum, 
a E 1 a u i . j = o , v i (9) 

This equation may be solved at all pixel sites by 
making small changes in u, the image brightness 
and accepting those that reduce E. A more rapid 
method which is used here is to utilise energy 
gradient information to converge on the solution. 

ui+1=ui-(aE/&u)w/T (10) 

The convergence rate is determined by w and T. 
w is set between 1.0 and 2.0 as discussed later. T 
is set to ensure convergence for the value of w 
used. 
Maximum gradient descent or successive over 
relaxation (SOR) will speed up the iterative 
solution to the fmal grey levels. Sparse images or 
images corrupted by impulsive distortions such as 
salt and pepper noise may be restored using this 
relaxation technique which stabilises after a fmite 
number of iterations depending on the degree of 
corruption. Pepper and salt noise refers to 
impulse corruption of black. and white dots. For 
the 8 bit grey scale images used in this study, 
images with 50% data loss converged after some 
ten iterations whereas a 90% data loss image took 
about 50 iterations to converge to within I grey 
level point in 8-bit data. 

Restoration Parameters 
The successive over-relaxation parameter w may 
be set in the range 0-2. The case w ~ I 
corresponds to Gauss-Seidel iteration for images 
with large spatial digitisation values. For 256 x 
256 pixel images, the difference from 1 will be 
very small, less than 0.01 %. Values of w 
between 1.0 and 2.0 give over-relaxation and 
faster convergence. Values close to 2.0 caused 
image distortion but a value of 3/2 used here gave 
rapid convergence without image over-ranging 
for a 512x512 image. See [Press88] for further 
discussion of speed of convergence. The scale 
factor A, which may be regarded as a scale or 
smoothing factor, has a range of one to 32 pixels. 
In line with [Blake86], a value of unity was used 
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for to obtain the SNR figures given below. It 
should be noted that the optimum value of w, the 
SOR parameter is related to A as follows: 
w = 2/(1+ li(A.J2 )). For A = 1, w ~ 1.2 
(11) 
See [Blake86] for further discussion ofw, A.. 

1.6 Pixel Region Considerations 
For images with a greater fraction of corrupted 
pixels, a larger number of iterations is required 
for restoration. For very high levels of corruption, 
more and more null values will result in slow 
restoration due to zero propagation of 
interference pixels. For a 90% corrupted image, a 
3x3 pixel block size gave good results. It is 
important to minimise the pixel neighbourhood 
replication area and to copy pixels in an 
omnidirectional way, ie to replicate the pixel that 
is truly closest to the current pixel position, to 
minimise spatial bias in the restored image. 

1.6.1 Restoration Colour Errors 
Morphological restoration of the type currently 
discussed will always replicate the data in the 
original image. Therefore there will be no new 
colours in the replicated data. There will be errors 
when rapid changes in colour occur at different 
image neighbourhood boundaries for example. 
As data values become sparser, colour errors will 
occur more frequently and the requirement for 
further processing increases. Post-processing 
using median filtering of colour indexes will 
reduce splatter due to inter-mingling of colours at 
image regions of different colours or rapid 
changes in colour. Post-processing of the restored 
data will increase SNR by more than ldB . 
Smoothing filters can be used for post-
processing filters for grey scale images but not 
for colour pictures; Median filters will reduce 
splatter due to colour intermingling at image 
region boundaries by rejecting outliers caused by 
replication of pixels from a different colour 
region, giving a small but significant 
improvement. 

1. 7 Colour Image Results, NGN 
Restoration 
A colour coastal scene was corrupted by null 
value impulses. at 50% and 90% data losses. The 
colour result while having appreciable artefacts 
was again much more pleasing than the corrupted 
image. Colour restorations will be shown at the 
conference presentation. Note SNR values are 
calculated using colour indexes rather than RGB 
colour values for convenience. 
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Colour Restoration Results Coastal Scene 
% Data Loss SNR Restored SNR 
50 3.91 22.06 dB 
90 1.35 16.68 dB 

The restored images were generated using an 
iterated NGN 3x3 pixel search block. 

1.7.2 Discussion, Restoration Colour 
A restored image was generated using the 50% 
data loss RGB picture using a 3x3 search block. 
Subjective examination of the restored image 
showed that the image was essentially identical 
to the original uncorrupted image. Closer 
examination showed a few colour spots which 
were different to the original. The restoration of 
the 90% data loss image gave a recognisable 
image but with considerable loss of fine detail, as 
the pictorial results show and splatter of adjacent 
areas into one another. These effects are quite 
severe for restoration of images with less than 
10% of the original data. 

1.8 Discussion Grey Scale Restoration 
For the data presented here, the lena image at 
corruption levels of 50%, 90% and 95% data loss 
were investigated. This was done by setting to 
zero the image pixels at random locations at the 
above percentages. Image data was in 8 bit grey 
scale format. The pictorial results are given 
showing the 90 and 95% grey scale restorations. 
SNR results are tabulated as shown. Even at 99% 
data loss a face was obtained with all features 
recognisable without post-processing. On grey 
scale images, after morphological restoration, 
smoothness based techniques can be used to 
improve the SNR by 0.5-2dB depending on the 
sparseness of the original data. 

Picture SNR # of iterations. 
Data loss dB No 

50% 26.08 5 
90% 19.44 10 
95% 17.41 15 

1.9 Post Processing of Images 
Sparse images both colour or grey scale may be 
regarded as randomly sub sampled images. The 
morphological restoration methods enumerated 

here do not have any spatial frequency limitation. 
An image with 10% data is nominally equivalent 
to sub sampling on a 3x3 grid. Thus artefacts due 
to higher spatial frequencies will be present in the 

restorations. 

For greyscale images, the higher spatial 
frequencies may be filtered by using averaging 
or smoothness based techniques to attenuate 
the higher spatial frequencies. This process may 
be repeated as long as the original data is 
enforced subsequent to averaging. 

For such high data loss picture restoration, we 
have found that post-processing of the 
restoration using median filtering techniques 
reduces these artefacts by reducing the 
raggedness of region boundaries. Post-
processing of the dense image data increases 
the SNR by up to 1 dB. This additional 
processing becomes significant due to the errors 
produced by the NGN filter when data is 
sparse. At high data loss levels, it was found 
median filter spatial errors were outweighed by 
the increase in uniformity due to the removal of 
outliers due to colour mixing at region 
boundaries caused by the NGN filter. A further 
small improvement is achieved by data 
enforcement after median filtering. Data 
enforcement or posting is the replacement of 
the restored image pixels after median filtering 
with the sparse data values in the original 
corrupted image. Other pixels remain the same. 
The colour image street scene gave visibly less 
artefacts and an SNR increase from 14.22 to 
14.73 dB after median filtering and data 
enforcement. 

2 Conclusion 
A new method of morphologically restoring 
images that have been corrupted by impulse noise 
has been presented. It has been shown to perform 
satisfactorily on colour and grey scale images. 
Conventional order statistic filters which use the 
median or ranked values are relatively ineffective 
when 50% or more of the image is lost.[3],[4]. 
On a face image, rank filters gave a result some 
7dB less than this method with much greater 
artefacts. The morphological restoration may use 
a seeding method or nearest good neighbour 
method. As images become more corrupted, 
pixels will be propagated for longer distances and 
larger spatial dislocation errors will occur giving 
poorer restoration results. Methods may use a 
single or dual buffer method for the restoration. 
Pictures with corruption of up to 95% of image 
pixels for grey scale images and up to 90% for a 
colour scene have been restored by these 
methods. 
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Figure 1. Lena Original 512x512 pixels Figure 2 Corrupted Image 90% pix set to white 

Fig. 3 Restoration of fig 2. 20 iterations Seed Filter Figure 4. 3x3 Filtered Version of Fig 3 

Note that all pictures have been reduced by a factor of two which tends to reduce edge artefacts. 
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Figure 7 Colour Street Scene with 10% Data 

...... -~-~-.... -· .. 
Colour Street Scene restored from 
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The Laplacian of Gaussian operator is one of the most widely used operators in edge detection. However, 
current implementations of the operator have a time-consuming nature. The running time depends on the size 
of the filter. This thesis presents a recursive scheme for implementing Laplacian of Gaussian filter. It is very 
efficient and solves the problems in the current implementations. 

Taking advantage of the separability of Gaussian functions, we decompose a two-dimensional Laplacian of 
Gaussian functions into several one-dimensional filters. We use a ratio of two polynomials to approximate z-
transforms of the filters and implement the filters in a recursive structure. 

The key issue in the approach is to determine the structure of the recursive filters. This is done by selecting the 
proper poles of transfer functions in the z-domain. The computational complexity of recursive filtering 
depends on the number of poles and zeros of the transfer function, i.e., on the structure of the recursive filter. 
It is independent of the size of the filter, and thus has a substantial saving in computation. 

We also propose a general method to obtain coefficients of transfer functions in designing recursive filters. 
Comparing with Deriche's filtering and non-recursive Laplacian of Gaussian filtering, the scheme of recursive 
LoG filtering is superior. 
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PhD 
Algorithms for Assembling Genomic Restriction Maps 
Darren Platt 
Monash University 
Computer Science 

Genomic restriction maps are constructed as an intermediate stage in the physical genetic mapping of DNA for 
complex organisms. The problem arises because only small extracts called clones can be comfortably mapped 
in detail. To construct a genomic restriction map, large numbers of clones are collected and fingerprinted 
through digestion with a restriction enzyme. The map is constructed by identifying clones that are from 
overlapping regions in the DNA. The consensus map derived from these overlaps determines the position of 
each clone along the DNA. Data obtained through the detailed mapping of individual clones can then be 
assembled into a detailed map of the entire DNA of the organism. 

This thesis considers the problem of assembling genomic restriction maps from the clone fingerprint data. 

A framework is developed for statistically modelling the experimental data. In addition to modelling 
restriction mapping data, the model is able to use ancillary data from hybridization and sequence tagged site 
experiments. 

Map assembly is divided into three stages. In the first stage, a measure of overlap for each pair of clones is 
calculated, based on the model developed for the entire map. The overlap measure incorporates restriction 
digest data, as well as hybridization and S1S data. Results are presented using simulated restriction digestion 
data. 

In the second stage of mapping, the clones are ordered into an approximate sequence along the DNA, using 
the values calculated in the first stage of mapping. The problem is represented in terms of matrix optimization 
and a number of objective functions are investigated in conjunction with simulated annealing. A greedy 
algorithm is shown to produce better results than any of the simulated annealing based methods. 

In the third stage of mapping, a complete map is constructed using the clone order generated by stage two. 
Two greedy algorithms are shown to perform this task unsatisfactorily. A stochastic representation is 
developed for the data, and a relaxation-based optimization scheme is used to generate possible maps. The 
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optimization is guided by the statistical model developed in the first part of the thesis. An algorithm is 
presented that produces a canonical map from the stochastic representation. 

The digestion of a clone with a restriction enzyme typically produces two artefactual end fragments that do not 
correspond to restriction fragments in the original genome. Ensuring that the end fragments in the map meet 
the necessary size constraints is particularly challenging, and a recursive search is developed that can test these 
constraints. Experience with this stage of mapping suggests that small problems of about 20 clones can be 
handled. A number of improvements to the algorithms and optimization procedures are suggested that 
should make larger problems tractable using fingerprint data alone. 
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Lossless Colour Image Compression 
Paul Law 
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Computer Science 

Image compression is concerned with minimisation of the number of information carrying units used to 
represent an image. Image compression methods are broadly classified into lossless (reversible) and lossy 
(irreversible). This thesis concentrates on lossless schemes only because it is primarily interested in modelling 
the data accurately. 

The main aim of this thesis is to generalise the technique used for compressing the greyscale images losslessly 
to colour images. In addition, it also tries to exploit the properties specific to colour images to achieve better 
colour image compression. 

For typical images, the values of adjacent pixels are highly correlated. This property is exploited in predictive 
coding techniques where an attempt is made to predict the value of a given pixel based on the values of the 
surrounding pixels. Using these techniques, the choice of predictor will definitely affect the efficiency of image 
compression. This thesis seeks to investigate which predictors are best suited for colour image compression. 

A very common colour image format is 24-bit RGB where each pixel consists of three 8-bit colour components. 
By treating colour images as three separate grey-scale images, the techniques of lossless image compression for 
grey-scale images can be easily generalised to colour images. In particular, this thesis concentrates on DPCM 
techniques which use predictor formulas and context coding. To exploit spectral redundancy which is due to 
the correlation between different colour bands, the predictors have been extended to included the 
neighbouring pixels from other colour bands as well. These predictors are called interband predictors. 

The amount of compression can be further improved by exploiting the intersymbol dependencies of image 
data sequences. To encode each pixel, the values in its previously encoded neighbours are looked at and used 
as a conditioning state or context. For each context, the statistics on the probability of the value of the pixel to 
be encoded are collected and these probabilities are used to drive an arithmetic encoder. This method is 
incorporated into the colour image compression method to improve compression further. Similarly, just as the 
pixel from neighbouring bands can be included in the designing of interband predictors, it can also be used as 
the context for colour image compression. By doing so, this thesis has extended the context coding method 
from two dimensions to three dimensions. 

This thesis does not try to come out with the best lossless colour compression technique. It tries to understand 
the properties of colour images and use those properties to incorporate into the problem of colour image 
compression. The compression achieved in this thesis is as good or sometimes even better than some other 
colour image compression techniques available. One benefit of this work is that it can be extended to lossy 
image compression and other image processing activities. 
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PhD 
The Finite Wordlength Analysis of a Cascade Second Order Filter Section Based Upon a First Order 
All-Pass Transfer Function with Complex Coefficients 
D. L. Maskell 
James Cook University 
Department of Electrical and Computer Engineering 

This thesis investigates the product quantisation (roundoff noise), coefficient sensitivity and hardware 
implementation of a cascade second order filter structure based upon a first order all-pass transfer function 
with complex coefficients. The combination of a cascade realisation, which ensures low stopband sensitivity, 
and the parallel connection of all-pass sections, which exhibits low passband sensitivity, results in a filter 
structure which has very good product quantisation and coefficient sensitivity properties. The structure is also 
free from overflow oscillations. 

The structure investigated is proposed as an alternative to other commonly used filter structures in Digital 
Signal Processing (DSP) and Digital Control applications. For DSP applications where speed and data 
throughout are important considerations, this structure is proposed as an alternative to the cascade direct form 
structure because of its vastly superior finite wordlength characteristics at the expense of only a relatively 
small increase in the hardware complexity. The multiplier intensive optimal (roundoff noise) state space 
realisations could be replaced in digital control applications where the finite wordlength characteristics are 
able to be relaxed slightly, resulting in a very significant reduction in the required hardware. 

Recommendations for various hardware implementations in bit-serial, serial-parallel, and parallel 
architectures are made based upon the comparison of the results of the product quantisation and coefficient 
sensitivity analysis. A practical filter implementation which forms part of a digital communications interface 
for power systems protection is presented. 
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New Algorithms for the Design of Multirate Subband Filters and a Robust Parametric Approach to 
Linear Predictive Coding 
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In this thesis perfect reconstruction techniques for multi-channel multirate systems are investigated. It is 
shown here that using two allpass filters it is possible to generate a multi-channel filter bank that eliminates 
various errors caused by the analysis/synthesis system. In particular, a technique to cancel alias and 
magnitude distortion is outlined here, and the classical two channel quadrature mirror synthesis filter is shown 
to be a special case of the proposed synthesis filter bank selection procedure outlined here. 

A new generalisation of magnitude and power complementary filters to higher order systems is proposed 
here. The new scheme is shown to have superior cutoff frequency characteristics compared to the ordinary 
complementary filters. Applications of these generalised complimentary filters include subband coding for 
audio and video, and sharpening of amplitude characteristics of digital filters. 

For many applications two channels are often inadequate, and for further refinements it is necessary to 
consider a three channel case consisting of a low-pass, a band-pass filter. It is shown here that by requiring the 
pass band region to be maximally flat together with the power complimentary condition, explicit solutions can 
be derived for the filter transfer functions in terms of certain Butterworth polynoni.ial functions. These optimal 
filters so generated are shown to be stable and interestingly, they depend solely on the zeros of certain 
polynomial that is characteristic to the asymptotic behaviour of the band-pass gain. Further, if the band-pass 
gain is also required to be symmetric, this polynomial reduced to a real quadratic equation and 
implementation details as well as robustness issues of these filters are also discussed in this thesis. 

In the context of multirate sampling, a new technique for reconstructing bandlimited signals from their past 
sample values is presented. Through a constructive procedure, it is shown here that any bandlimited signal 
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can be reconstructed from its past samples alone, provided the sampling rate is at least twice (or even slightly 
below) the minimum required Nyquist rate. 

Finally, in the context of subband coding, a new robust parametric formulation to linear predictive coding 
(LPC) is also introduced in this thesis. Instead of the usual linear prediction filter coefficients, a new scheme 
similar to the line spectral frequencies (LSF), that is insensitive to quantization is proposed here. However, in 
the present case, unlike the LSF scheme, an additional positive weighting factor gives extra freedom for 
coding. This new representation for LPC modelling is shown to be always stable under quantization. 
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The Hardware Design for the Reception of SVISSR Signals 
B. Piper 
James Cook University 
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The existing JCUMetSat weather satellite viewing system receives analogue WEFAX data from the GMS series 
of satellites. In 1989, the analogue service was replaced by the Stretched Visible and Infra-red Spin Scan 
Radiometer (SVISSR) digital transmission. This thesis describes the design and development of the new 
receiving hardware to receive and display these SVISSR weather satellite transmissions. 

The developed system receives the BPSK (Binary Phase Shift Keyed) signal from the 3 metre parabolic dish 
located outside the Department of Electrical and Computer Engineering at James Cook University at an 
amplitude of -80dBm and SNR of 16 dB. This is downconverted to a signal of frequency 133 MHz, where a 
Phase Lock Loop (PLL) arrangement locks to this signal and extracts the digital data. The PLL arrangement 
consists of a unique phase detector design which eliminates the normal convention of using a Costas Loop to 
lock to these phase varying signals. 

After the digital data and synchronous clock have been extracted from the BPSK signal, a Pseudo Noise 
synchroniser locks to the data burst and removes any redundant data. The design is flexible and allows any 
combination of infra-red and visible sectors which can be chosen by simply adjusting dip switches. All of the 
hourly transmissions are logged automatically to a standard computer located on the AARNET network. This 
data is archived to exabyte tape. The raw images are converted to a standard SUN-Raster file and are viewed 
in colour using standard public domain software. 

At this stage there are currently six other GMS SVISSR receivers in Australia. It is also believed that these 
other GMS SVISSR receivers in Australia are high cost commercial receivers costing many thousands of 
dollars. 

Degree: 
Title: 

Author: 
Institution: 
Department: 

M. E. 
A Microprocessor Controlled Microwave Ranging System for High Accuracy Industrial 
Applications 
J.M.Murray 
James Cook University 
Department of Electrical and Computer Engineering 

The aim of this thesis was to design, construct and test a Microprocessor Controlled Microwave Ranging 
System for High Accuracy Industrial Applications. 

The Microwave Ranging System described in this thesis employs a composite FMCW /CW measurement 
technique. Stepped FMCW radar in the X-band is used to determine the initial estimate of target range. The 
FMCW radar returns are processed in the spatial domain using the Fast Fourier Transform (FFT). In order to 
obtain higher spectral resolution without incurring an excessive increase in processing time the "Picket Fence" 
algorithm is employed. A comparison of results obtained from alternative spectral resolution techniques is 
also examined. A precision CW range measurement can be resolved on the basis of the FMCW measurement 
result to provide accurate sub-millimetre range resolution. 
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GLOBECOM'95 
IEEE Global Telecommunications 

Conference 

Conference date: 13- 17 November 1995 
Venue: Singapore 

Further information: 
Dr Swee-Ping Yea 
Dept of Electrical Engineering 
National University of Singapore 
10 Kent Ridge Crescent 
Singapore 0511 
tel: +65 772 2112 
fax: +65 779 1103 
email: eleyeosp@nusvm.bitnet 

Intenational Conference 
on 

Multimedia Modelling 

Conference date: 14- 17 November 1995 

Venue: Singapore 

Further information: 
Dr Pung Hung Keng 
Department of Inf Sys & Camp Sci 
National University of Singapore 
10 Kent Ridge Crescent 
Singapore 0511 
tel: +65 772 2808 
fax: +65 779 4580 

3rd Australia New Zealand Conference on 
Intelligent Information Systems 

ANZIIS'95 

Conference date: 27 November 1995 
Venue: Perth, Australia 

Further information: 
ANZIIS'95 Conference Secretariat 
CliPS 
University of Western Australia 
Nedlands, Western Australia 6907 
Australia 
tel: +61 9 380 1969 
fax: +61 9 380 1101 
email: anziis95@ee.uwa.edu.au 

;'\ustralian Journal of Intelligent Information Processing Systems 

8th Australian Joint Conference on 
Artificial Intelligence (AI'95) 

Conference date: 13 - 17 November 1995 
Venue: Canberra, Australia 

Further information: 
DrBobMcKay 
Department of Computer Science 
University College, University of NSW 
Australian Defence Force Academy 
Canberra, ACT 2600 
Australia 
tel: +61 6 268 8169 
fax: +61 6 268 8581 
email: rim@csadfa.cs.adfa.oz.au 
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URL: http: //walrus.adfa.oz.au/ai95/ai95.html 

2nd New Zealnd International Two-
Stream Conference on Artificial Neural 

Networks and Expert Systems 
ANNES'95 

Conference date: 20-43 November 1995 
Venue: Dunedin, New Zealand 

Further information: 
ANNES'95 Secretariat 
School of Information Science 
University of Otago 
PO Box 56 
Dunedin 
New Zealand 
email: annes95@otago.ac.nz 

IEEE Conferences on Neural Neetworks 
(ICNN'95) 

& 
Evolutionary Computing (ICEC'95). 

Conference date: 27 November - 1 December1995 
Venue: Perth, Australia 

Further information: 
ICNN /ICEC Conference Secretariat 
CliPS 
University of Western Australia 
Nedlands, Western Australia 6907 
Australia 
tel: +61 9 380 1969 
fax: +61 9 380 1101 
email: (icnn95,ec95}@ee.uwa.edu.au 
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Sixth Annual International Symposium 
on Algorithms and Computation 

Conference date: 4 - 6 December 1995 
Venue: Cairns, Australia 

Further information: 
DrBobCohen 
Department of Computer Science 
University of Newcastle 
University Drive 
Callaghan, NSW 2308 
Australia 
tel: +61 049 21 5291 
fax: +61 049 216929 
email: isaac95@cs.newcastle.edu.au 

Australian Telecommunication Networks 
& Applications Conference 

(A1NAC'95) 

Conference date: 11 - 13 December 1995 

Venue: Sydney, Australia 

Further information: 
Maureen Kemp 
Office of Continuing Education 
Monash University 
Oayton, VIC 3168 
Australia 

tel: +61 3 9905 1340 
fax: +613 99051343 

email: maureen.kemp@adm.monash.edu.au 

19th Australasian Computer Science 
Conference (ACSC'96) 

Conference date: 29 January- 2 February 1996 
Venue: Melbourne, Australia 

Deadlines: 
Paper submission 
Notification of acceptance 
Final version due 

Further information: 
ACSC96 

15 August 1995 
1 November 1995 

24 November 1995 

Department of Computer Science 
University of Melbourne 
Parkville, VIC 3052 
Australia 
email: acsc96@cs.mu.oz.au 
URL: http:/ /www.cs.mu.oz.au/conferences%/ 

Australian journal of Intelligent Inform~~.tion Processing Systems 

Digital Imaging Computing Techniques 
and Applications (DICTA '95) 

Conference date: 6 - 8 December 1995 
Venue: Brisbane, Australia 

Further information: 
Ross Walker 
Publicity Officer, DICT A'95 
cl- Dept of Electrical & Computer Engineering 
University of Queensland 
QLD4072 
Australia 
email: dicta95@cssip.elec. uq.oz.au 
URL: hup://www.cssip .elec.uq.oz.au/-walker/dicta95.html 

International Discourse on Fuzzy Logic 
and the Management of Complexity 

(FLAMOC'96) 
Conference date: 15-18 January 1996 
Venue: Sydney, Australia 
Deadlines: 

Ext. abstract submission 31 July 1995 
Notification of acceptance 15 September 1995 
Final version due 15 November 1995 

Further information: 
Dr Vladimir Dimitrov 
School of Social Ecology 
UWS- Hawkesbury 
Richmond, NSW 2753 
Australia 
tel: +61 47 761514 
fax: +61 45 701901 
email: v.dimitrov@uws.edu.au 

7th Australasian Database Conference 
(ADC'96) 

Conference date: 29-30 January 1996 
Venue: Melbourne, Australia 

Deadlines: 
Paper submission 
Notification of acceptance 
Final version due 

Further information: 
AOC'96 

29 August 1995 
1 November 1995 

24 November 1995 

Department of Computing & Information Tech 
Griffith University 
Nathan, QLD 4111 
Australia 
email: adc96@cs.mu.oz.au 
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Computing: The Australasian Theory 
Symposium (CATS'96) 

Conference date: 29 -30 January 1996 
Venue: Melbourne, Australia 

Deadlines: 
Paper submission 
Notification of acceptance 
Final version due 

Further information: 
CATS'96 

29 August 1995 
1 November 1995 

24 November 1995 

Department of Computer Science 
University of Newcastle 
University Drive 
Callaghan, NSW 2308 
Australia 
email: cats96@cs.mu.oz.au 
URL: http: I I www .cs.mu.oz.au I conferences96 I 

4th International Conference on 
Conceptual Structures 

(ICCS'96) 

Conference date: 19-22 August 1996 
Venue: Sydney, Australia 

Deadlines: 
Paper submission 
Notification of acceptance 
Final version due 

Further information: 
ICCS'96 

15 January 1996 
23 February 1996 

12 April1996 

Department of Computer Science 
The University of Adelaide 
Adelaide SA 5005 
Australia 
email: iccs96@cs.adelaide.edu.au 

Submission of calendar entries 
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The Pacific Rim International Conferences 
on Artificial Intelligence (PRICAI'96) 

Conference date: 26-30 August 1996 
Venue: Cairns, Australia 

Deadlines: 
Paper submission 
Notification of acceptance 
Final version due · 

Further information: 
Prof Norman Foo 

15 January 1996 
25 March 1996 

06May1996 

Knowledge Systems Group 
Department of Computer Science 
University of Sydney 
Sydney NSW 2006 
Australia 
email: norman@ts.su.oz.au 
http: I /www.cit .~u.edu.au/research/ groups/ ai / pricai96/ 

1996 IEEE Region 10 Conference 
(TENCON'96) 

Conference date: 27-29 November 1996 
Venue: Perth, Australia 

Deadlines: 
Paper submission 
Notification of acceptance 
Final version due 

Further information: 

10 May 1996 
OS July 1996 

23 August 1996 

TENCON'96 Conference Management 
Dept. of Electrical & Electronic Engineering 
The University of Western Australia 
Crawley SA 6907 
Australia 
tel: +61 9 380 1969 
fax: +61 9 380 1101 
email: tencon96@ee.uwa.edu.au 

Calendar entries are published free of charge. Information about conferences, including full name, dates 
(submission dates, notification of acceptance, final version and the actual event dates) together with the contact 
address should be sent to Dr. Dorota Kieronska, Department of Computer Science, Curtin University of 
Technology, Bentley WA 6102, Australia, tel: 09 351 7669, fax: 09 351 2819, email: dorota@cs.curtin.edu.au, 
preferably as plain text files. 

Advertisements 
For details on half-page and full-page advertisements please contact Dr Kieronska at the above address. 
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Australian Journal of Intelligent Information Processing 
Systems 

INFORMATION FOR AUTHORS 

Australian Journal of Intelligent Information Processing Systems (AJIIPS) is published quarterly. The aim of 
AJIIPS is to publish papers describing theory, methods and techniques, applications and tutorial presentations 
in a range of areas relating to computer engineering and computer science. AJIIPS publishes full papers, short 
notes and survey articles. Specific areas include but are not limited to: Artificial Intelligence, Artificial Neural 
Networks, Computer Science, Fuzzy System and Virtual Reality. 

All submitted papers will be thoroughly reviewed by three international reviewers. Decision as to the 
suitability of the paper will be made by the Editor in Charge on the basis of the reviewers' comments. 

Papers should be clearly presented, consistent with giving proper description of the primary contribution. 
Theory papers should be based on clear, formal foundations; methods and techniques papers should indicate 
the novelty and advantage of the technique; application papers should present appropriate results and 
evaluation of performance; tutorial papers should be clearly presented to a reader with a general background 
in all areas of interest but no prior background in the specific topic. 

Submission of technical papers 

Manuscripts must be written in English. The papers should be original work, not appearing in any other 
journal, although extended versions of conference papers may be considered. The authors are expected to 
obtain all relevant copyright releases for any copyrighted material included in their paper. The authors have 
to transfer copyright to their articles to AJIIPS when the articles are accepted for publication. 

Potential authors should send to the Editor in Chief 4 (four) copies of the complete manuscript. The paper, 
including an abstract, should not exceed 20 pages. double-spaced, in Times 10 point font. To allow for 
anonymous refereeing, a separate page should be included containing the authors' names, affiliations, 
including email address, manuscript's title and the abstract. Authors' names and affiliations should not 
appear on the manuscript. Submissions by more than one author should indicate the author to whom the 
correspondence will be addressed. Each paper must start with an abstract, no more than 200 words, that 
summarises its content. Immediately following the abstract no more than 5 key words should be supplied for 
subject indexing. The key words should represent the content of the whole article and be characteristic of the 
terminology used within the particular field of study. 

There will be no page charges for published papers. The author will receive two complimentary copies of the 
issue. 

Cover design by Jill Smith, Artist-in-residence, Department of Computer Science, Curtin University of 
Technology, Perth, Western Australia. 
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Manuscript preparation 

At the time of acceptance, the authors will be requested to provide a technical biography and a photograph of 
each author of the paper (except for Short Notes). The final, camera-ready document should conform to the 
presentation standard set out below. The first page should include the title in Helvetica, 18 point, bold, and 
authors' names and affiliation in Times, 12 point, bold and italics (a sample page can be obtained from the 
address below). 

Submissions, in camera-ready form, should conform to the following rules: 

1) laser-printer quality on one side of A4 paper with margins: left and right -1.8 cm, top- 2.3 cm, bottom -1.8 
cm. 

2) text should be in Times Roman, 10 point font, in two column layout with 0.63 cm gap 

3) headings should be left-justified and use Helvetica font varying as follows: 

1 Level One Heading- 14 point bold 

1.1 Level Two Heading -12 point bold 

1.1.1 Level Three Heading -10 point bold 

1.1.1.1 Level Four Heading- 10 point italics 

4) A short abstract should be provided, 100- 200 words, in one column, 10 point Times Roman font, in italics, 
with the abstract keywords in bold. Note that short papers (or short notes) require a shorter abstract of up to 
50 words. 

5) Footnotes should be numbered and should appear, in 9 point Times Roman font, at the bottom of respective 
columns. 

6) Standard abbreviations should be used if possible, and nonstandard abbreviations must be defined before 
being used. All units of measurement should be metric. 

7) Originals for illustrations should be clear and of good quality. Figures should use centred captions in 10 
point Times Roman font, with the words Figure 1 in bold (see sample page). Tables should be numbered using 
upper case Roman numerals, with the table heading (in the same format as for figures) appearing below the 
table. 

8) References should appear as the last section at the end of the paper. They should be sorted by author, and 
numbered with Arabic numerals in square brackets [1] - see the sample page. 

Style for papers: author(s)- surname separated by a comma, followed by the initials, title (between double 
quotes), journal title, volume, inclusive page numbers, month and year . . 

Style for books: author(s), title, location, publisher, year, chapter or page numbers (as appropriate). 

For further information please contact: 
Professor Yianni Attikiouzel 
Department of Electrical and Electronic Engineering 
The University of Western Australia 
Nedlands, WA 6907 
Australia 

tel: 09 380 3134 
fax: 09 380 1104 
email: yianni@ee.uwa.edu.au or ajiips@cs.curtin.edu.au 
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SUBSCRIPTION ORDER FORM 

Australian Journal of Intelligent Information Processing Systems 
AJIIPS- ISSN 1321-2133 

Fill in, detach and return to: 

D 

D 

Prof. Yianni Attikiouzel 
CliPS 
The University of Western Australia 
Nedlands, WA 6009 Australia 

Individual rate: 

D $60 within Australia 

Institutional rate: 

D $200 within Australia 

D Please send me a sample copy 

D $70 outside Australia 

D $230 outside Australia 

D I enclose a cheque or money order for$. ______ ___ _ 

I enclose a cheque or money order for$. ________ _ 

Charge my: D Master Card 

Credit Card# - - ----------------

Nameonthecard: - --- ---------------
Expiry date: _ _ __ _ 

Signature: -------------------
Send journal to: 

Name: 

Address: 

D VISA 

Please note: Subscriptions are entered upon receipt of payment. Four issues starting with the 
next publication will be shipped. 
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